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1 Introduction

How many times should a deck of cards be shuffled until it becomes sufficiently randomized? This

obviously depends on the way we shuffled. In this essay, we will discuss mathematical models of

two methods for shuffling cards, the top-in shuffle and riffle shuffle. The time it takes to sufficiently

randomize a deck of cards using the two methods will be discussed.

In section 2, we exhibit a simple example of the top-in shuffle and compute the approximate

waiting time. We show the general framework for card-shuffling as a random walk on the space of

permutations of n elements - representing the n! possible orderings of the deck in section 3. The

Analysis of the riffle shuffle is presented in section 4. Section 5 includes some discussion of how to

numerically examine shuffling behavior.

2 The Top-in shuffle

Consider the following way to shuffle cards: given a deck of cards, take a card from the top and

insert it at a random position in the deck. Repeat this process many times. How many times

should we do such that the deck is sufficiently random?

Let Ti be the time that the top card is inserted below the i-th bottom card. That is, T1 refers

to the time when the current top card is inserted below the original bottom card, T2 the time

we insert below this new bottom card etc. The two cards located below the original bottom card

preserve their relative order in the process. An inductive argument shows that, once the original

bottom card is inserted randomly, that is, once it has made it to the top and has been re-inserted,

all n! permutation of decks are equally likely to have been visited. This intuitively shows that this

will achieve all the different permutations.

Consider the case that the original bottom card is located at position k from the bottom, then

the waiting time T for the a card to be inserted below it is n/k. Hence, T1 ≈ n, T2 ≈ n/2, etc. So

the waiting time for the bottom card to go to the top and be inserted is about

n+
n

2
+ · · ·+ n

n
≈ n log n

.
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This intuitive argument should convince us that about n log n shuffles using the top-in method

is sufficient. We’d like to make this more rigorous, and to do so, we need a mathematical way to

describe what is happening.

3 The basic set-up

Repeated shuffling can be described as a Markov chain, i.e. a sequence of random variables that

take values from permutation group G. For a n-cards deck, the state space has |G| = n! elements,

and we view this as a random walk on G.

For any state g ∈ G, let Q(g) be the probability that g is picked. Then {Q(g) : g ∈ G} is a

probability distribution, i.e. Q(g) ≥ 0 and
∑
Q(g) = 1. Define the chain by setting

X0 = Identity

X1 = ξ1

· · ·

Xk = ξkXk−1 = ξkξk−1 . . . ξ1

The random variable Xn is a random walk on G with distribution Q, and the distribution of Xk

can be seen as follows:

P (X1 = g) = Q(g)

P (X2 = g) = Q ∗Q(g) =
∑
h∈G

Q(h)Q(gh−1)

P (Xk = g) = Qk∗
=
(
Q∗Q(k−1)∗

)
(g) =

∑
h∈G

Q(h)Q(k−1)∗(gh−1)

Where h−1 is reverse permutation of h. That is, we get P (Xk = g) via the repeated convolution.

Note that this encodes the Markov Property, since Q(k−1)∗(g) = P (Xk−1 = g).

Consider n = 3 for the top-in shuffle as an example. After some computation, we obtain

π 123 132 213 231 312 321

Q(π) 0.333 0 0.333 0 0.333 0

This shows that three of the six possible orderings are equally likely, and the other three are

not at all possible.

By Qk∗
, after some computations, we obtain
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π Q(π) Q2∗(π) Q3∗(π) Q4∗(π) Q5∗(π) Q6∗(π) Q7∗(π) Q8∗(π) Q9∗(π) Q10∗(π)

123 0.333 0.222 0.185 0.173 0.169 0.167 0.167 0.167 0.167 0.167

132 0 0.111 0.148 0.160 0.165 0.166 0.166 0.167 0.167 0.167

213 0.333 0.222 0.185 0.173 0.169 0.167 0.167 0.167 0.167 0.167

231 0.333 0.222 0.185 0.173 0.169 0.167 0.167 0.167 0.167 0.167

312 0 0.111 0.148 0.160 0.165 0.166 0.166 0.167 0.167 0.167

321 0 0.111 0.148 0.160 0.165 0.166 0.166 0.167 0.167 0.167

Notice that as we perform more shuffles, the frequency with which we see the different orderings

becomes more uniform. Basic results on Markov chains tell us that we will eventually get to some

stationary distribution. Additionally, this example informs us that this stationary distribution

should be uniformly distributed.

From research of [Mar06] and [Fel68], this can be considered as a specific case of limit the-

ory of Markov chain with finite state space. The repeated convolutions converge to the uniform

distribution U :

Qk∗
→ U(g) =

1

|G|
To make this statement precisely for each of the shuffling methods under consideration, and

to facilitate a quantitative analysis of shuffling, we need to introduce a notion of distance between

probability distributions. The way to measure the difference between two probability distributions

Q1, Q2 is by variation distance, defined as

‖Q1 −Q2‖ =
1

2

∑
|Q1(g)−Q2(g)|

Here 1
2 is so that 0 ≤ ‖Q1 −Q2‖ ≤ 1.

Remark. There are equivalent definitions

‖Q1 −Q2‖ = maxA⊂G |Q1(A)−Q2(A)| = 1
2 max‖f‖=1 |Q1(F )−Q2(F )|

where Q(A) =
∑

g∈AQ(g), Q(f) =
∑
f(g)Q(g), and ‖f‖ = max |f(g)|. Hence, we say two distri-

butions are close in total variance ⇐⇒ they are uniformly close to each other for all subsets.

Later, we’ll see

dQ(k) = ‖Qk∗
− U‖ → 0

as k →∞ for some shuffling methods Q. It’s not hard to show dQ(k) is decreasing, and in fact, it

follows from a basic asymptotic result proved in class. In our example, dQ(k) measures how close

k repeated shuffles get the deck to be sufficiently random shuffled - which we take to mean the

k-th shuffle has a uniform chance of achieving any of the n! orderings of the deck.

3.1 Analysis of Shuffles

In this subsection we introduce an important theorem for the top-in shuffle. It is the first example

of what is called the "cut-off phenomenon", which occurs in all shuffling models. Based on this

theorem, we can rigorously validate the result mentioned above, i.e. for a deck of n cards, it’s

enough to shuffle m = nlogn times.
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Theorem 1. For the "top-in at random"" shuffle,

d(nlogn+ cn) ≤ e−c, for all c ≥ 0, n ≥ 2

Before the proof of this theorem, we still need to introduce two basic definitions: stopping time

and strong uniform time.

Given a technique for shuffling the deck, and its resulting probability density function Q, we

would like to be able to estimate how far away from the uniform distribution we are after k shuffles;

that is, we would like to understand the distance ‖Qk∗ − U‖.

The notion of a strong uniform stopping rule gives us a tool for understanding this distance.

Definition 1. Let G be a finite group and G∞ the set of all G-valued infinite sequences g =

(g1, g2, . . . ). A stopping rule is a function T̂ : G∞ → {1, 2, 3 . . . } such that if T̂ (g) = j, then

T̂ (ĝ) = j for ĝi = gi, i ≤ j.

Intuitively, a stopping rule T is such that, in order to determine whether T = n, we only need

to look at the values of X0, . . . , Xn in the random walk. Note further that, in practice, we will have

to find stopping time by defining a random variable and showing it satisfies the above property,

and the following one.

Definition 2. Let Q be a distribution on G, and let Xk be the associated random walk. The

random variable T = T̂ (X1, X2 . . . ) is a stopping time.

Call T is a strong uniform time if for each k <∞

P (T = k,Xk = g) does not depend on g

Why are strong uniform stopping rules useful? The following remarkable fact explains. We

present a result which connects strong uniform times with d(k), i.e. the distance between Qk∗
and

uniform distribution.

Lemma 2. Let Q be a probability distribution on a finite group G. Let T be the strong uniform

time for Q. Then

dQ(k) = ‖Qk∗ − U‖ ≤ P (T > k) for all k ≥ 0.

Proof. For any A ⊂ G,

Qk∗
(A) = P (Xk ∈ A)

=
∑
j≤k

P (Xk ∈ A, T = j) + P (Xk ∈ A, T > k)

=
∑
j≤k

U(A)P (T = j) + P (xk ∈ A|T > k)P (T > k)

= U(A) + {P (Xk ∈ A|T > k)− U(A)}P (T > k)

and so

‖Qk∗
(A)− U(A)‖ ≤ P (T > k)
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We have already studied the example where one samples uniformly with replacement from an

urn with n balls. Here we show an elementary result from this example.

Lemma 3. Let V be the number of draws required until each ball has been drawn at least once.

Then

P (V > nlogn+ cn) ≤ e−c, c ≥ 0, n ≥ 1

Proof. Let m = nlogn+ cn. For each ball b, let Ab be the event ball b not drawn in m draws,then

P (V > m) = P (∪bAb)

≤
∑
b

P (Ab)

= n(1− 1

n
)m

≤ ne
−m
n = e−c

Now we have the tools to prove Theorem 1.

Proof. The idea is to prove the strong uniform time T has the same distribution with V in lemma

3.Then we conclude that statement holds.

Since

T = T1 + (T2 − T1) + · · ·+ (T − Tn−1)

where Ti is the time that i−th card is located under the original bottom card. Random variable

Ti+1 − Ti is geometrically distributed, i.e.

P (Ti+1 − Ti = j) =
i+ 1

n
(1− i+ 1

n
)j−1

The random variable V in lemma 3 can be computed in the same way.

V = (V − VN−1) + (Vn−1 − Vn−2) + · · ·+ (V2 − V1) + V1

where Vi is the number of the draws that i−th ball has been drawn at least once. Vi − Vi−1 has

distribution

P (Vi − Vi−1 = j) =
n− i
n

(1− n− i
n

)j−1

Hence T has the same distribution with V . Hence by lemma 3, theorem holds.

4 Riffle shuffle

Armed with this tool, we may study how fast a particular shuffling process converges to the uniform

distribution by finding a strong uniform stopping rule and determining the probability that the

stopping time is larger than k. We will apply this tool to a study of riffle shuffles, which model the

usual way in which a deck of cards is shuffled. An example of riffle shuffle of 10 cards is shown as

followed.
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0

0

0

0

1

1

1

1

1

1

−→

1

0

1

0

0

1

0

1

1

1

, as permutation
1 2 3 4 5 6 7 8 9 10

2 4 5 7 1 3 6 8 9 10

Above, the deck was split into two stacks, one with 4 cards (labeled with 0s) and another with

6 cards (labeled with 1s). We then "shuffled" these two together by interlacing the 1s and 0s. The

resultant ordering can be represented by the permutation sending card 1 to position 2, card 2 to

position 4, etc.

Riffle shuffle is the most popular method of card-shuffling. [BD92] introduce a mathematical

model to analyze riffle shuffle. The idea is that the probability of a achieving a permutation π,

starting from the identity permutation, depends only on the number of rising sequences in π.

A rising sequence is a maximal increasing sequential ordering of cards that appear in the deck

(with other cards possibly interspersed) as you run through the cards from top to bottom. For

instance, in an 8 card deck, 12345678 is the ordered deck and it has 1 rising sequence. After one

shuffle, 16237845 is a possible configuration, and this configuration has 2 rising sequences, 12345,

and 678. Clearly the rising sequences are formed when the deck is cut before they are interleaved

in the shuffle. This should make it clear that, from a single riffle shuffle, a resulting configuration

π of n cards will have exactly 2 rising sequences. In reality, using one riffle shuffle, one can obtain

any permutation of n cards with 1 or 2 rising sequences, since we could just leave the deck alone.

Thus one can define the riffle shuffle as permutations with 1 or 2 rising sequence.

[Gil55] and [Ree81] construct a mathematical model to analyze random riffle shuffle. There are

three different but equivalent descriptions.

• Started with selecting an integer c from 0,1,. . . , n with probability

P (C = c) =
(
n
k

)
1
2n

Now c is the cut off. We keep c cards in the left hand and n− c card in the right hand. Then

cards are dropped with probability proportional to packet size.

• Put n cards as binomial distributed. When c is the cut off, those
(
n
c

)
possible configurations

are uniformly distributed.

• Label each card with the result of fair coin flip and remove all cards with 0 and put them on

the top of all cards.
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For riffle shuffle, Diaconis gave a similar result with the case of top-in shuffle.

Theorem 4. For Q the Gilbert-Shannon-Reeds distribution,

‖Qk∗ − U‖ ≤ P (T > k) = 1−
∏n−1

i=1 (1− i
2k

)

Furthermore, if k = 2 log2(n
c ),

P (T > k)→ 1− e− c2

2 → 1
2c

2

Here 2 log2 n is the cut-off point.

For the proof of this theorem, the idea is considering the third description of the riffle shuffle.

This is called "inverse riffle shuffle".

Here we use an example of 5 cards to explain the strategy of the inverse riffle shuffle. Firstly,

use simply walk through the deck labeling every card, with equal probability, with a "0" or "1."

Then use the labels to divide the cards into two ordered groups and place the group labeled "0"

on top. This results in the inverse riffle shuffle:

label card

1 1

0 2

1 3

0 4

0 5

−→

label card

0 2

0 4

0 5

1 1

1 3

Actually, the probability density Qk∗ defined by the inverse riffle shuffle is the same distance

from the uniform distribution as the original riffle shuffle. To see this, think of π an ordering of

the cards, as defining a permutation of the n cards. If π is the inverse permutation, then we have

Qk∗(π) = Qk∗
(π)

Given a set of permutations A ⊂ G, we will let A be the set of inverses of A. We therefore have

‖Qk∗(A)− U(A)‖ = ‖Qk∗
(A)− U(A)‖

which implies that

‖Qk∗ − U‖ = ‖Qk∗ − U‖

Now that we have seen that the densities defined by inverse riffle shuffles lie the same distance

from the uniform density as those defined by riffle shuffles, we would like to develop a strong

uniform stopping rule for inverse riffle shuffles. But first, let’s describe a means of enumerating

inverse riffle shuffles.

Suppose we perform a sequence of k inverse riffle shuffles. In each shuffle, each card is labeled

with a "0" or a "1." If we concatenate the labels from each shuffle, then each card is labeled with

a string of k 0’s and 1’s. (We call it k-bit string.)
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label card

1 1

0 2

1 3

0 4

0 5

−→

label card

0 2

0 4

0 5

1 1

1 3

label card

1 1

0 2

1 3

0 4

0 5

−→

label card

10 2

00 4

10 5

01 1

01 3

−→

label card

00 4

01 1

01 3

10 2

10 5

label card

1 1

0 2

1 3

0 4

0 5

−→

label card

10 2

00 4

10 5

01 1

01 3

−→

label card

100 4

001 1

001 3

110 2

010 5

−→

label card

001 1

001 3

010 5

100 4

110 2

· · ·

To summarize, a sequence of k inverse riffle shuffles defines an ordering of the n cards as well

as a set of nk-bit strings. Conversely, if we choose an ordering of the cards π and a set of n k-bit

strings, we may define a sequence of k inverse shuffles: begin with the standard ordering of the

cards and perform inverse shuffles, based on the appropriate bit.

The stopping rule is simple: stop when the cards have distinct labels. To see that this is a

strong uniform stopping rule, simply notice that the choices of an ordering π and a set of n k-bit

strings are independent. Therefore, if B is a set of distinct k-bit strings and π1 and π2 are two

orderings of the deck, then π1(B)and π2(B) give two sequences of inverse riffle shuffles that are

equally likely and that lead to π1 and π2,respectively. Therefore, we are just as likely to see π2 as

π1 as a result of a sequence of inverse riffle shuffles with stopping time k.

Now we’re in great shape. If T is the stopping time of a sequence of inversing riffle shuffles, we

may apply our earlier result:

‖Qk∗ − U‖ = ‖Qk∗ − U‖ ≤ P (T > k)

Suppose we have a sequence of k inverse riffle shuffles with T ≤ k. As before, this leads to an

ordering π and a set of n distinct k-bit strings. The number of orderings π is n! and the number

of n ordered distinct k-bit strings is n!
(
2k

n

)
since there are 2k of k-bit strings. This means that the

number of sequences of k inverse riffle shuffles with a stopping time less than k is (n!)2
(
2k

n

)
.

Now the total number of sequences of k inverse riffle shuffles is the number of orderings π times

the number of length nk-bit strings, which is n!(2k)n. This gives:
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P (T ≤ k) =
(n!)2

(
2k

n

)
n!(2k)n

=
2k!

(2k − n)!(2k)n

=

n−1∏
j=1

(1− j

2k
)

Hence

‖Qk∗ − U‖ = ‖Qk∗ − U‖ ≤ P (T > k) = 1−
∏n−1

j=1 (1− j
2k

)

Based on this theorem, Diaconis obtains a more precise conclusion, i.e. there is a sharp cut off

in convergence to stationary distribution at 2
3 log2n.

Theorem 5. For a deck of n cards, after k shuffles,

‖Qk∗ − U‖ = 1− 2Φ(−2
−c

4
√
3

) + o( 1√
n

), k = 3
2 log2n+ cn

with Φ(x) =
∫ x

∞ e
−t2

2 dt.

5 Modeling The Riffle Shuffle.

The effort required to show an asymptotic bound for the riffle shuffle inspires the use of com-

putational methods to simulate the mixing times resulting from the shuffle. Simulation has its

limitations as well though. Firstly, considering even a 10 card deck, we have a state space con-

sisting of 10! elements. This is enormous, and it becomes very difficult to enumerate this space

efficiently as n increases. Furthermore, it is difficult to generate a proper random walk on this

space, as the transition probabilities are difficult to write explicitly if we are not starting from the

identity permutation.

The insight that the probability of moving to a permutation π from the identity in k is a

function of the number of rising sequences in π is an important one. This means that we only have

to compute the probabilities for the 2n−n sequences with 2 rising sequences. There are this many

of them since, if c is the number cards that are cut and we sum over the possible values of c, then

there are

1 +

n∑
c=0

((
n

c

)
− 1

)
= 2n − n.

This is still quite large. More importantly, finding the sequences with only 2 rising sequences

still requires us to enumerate many (if not all) of the permutations of n elements. Enumerating

these sequences can be done relatively fast, but algorithms to count all rising sequences very easily

become O(n!), modulo advanced programmer trickery. It thus appears that the computational

opportunities are not extensive.

However, we wish to exhibit the so-called "cut off phenomenon" mentioned above. Speaking

heuristically, the cut off phenomenon is that often times, with shuffling cards, we see a rapid drop
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Figure 1: Distance from uniform after t shuffles

off in the distance from the current distribution to uniform. That is, in a matter a few shuffles,

the deck goes from not that randomized at all to sufficiently randomized.

There are precise results regarding this behavior, but computational limitations not withstand-

ing, in order to better understand and exhibit this behavior in the case of the riffle shuffle we

appeal to a more qualitative approach. The first step is to record a result that will allow us to

compute the distance a particular distribution is from the uniform distribution in practice. If σ0 is

the identity permutation on n elements, then probability of a deck of n cards having arrangement

given by the permutation σ after k shuffles is

P (σ0, σ) = 2−kn
(
n+ 2k − r

n

)
,

where r is the number of rising sequences in σ.

Thus, the distance from uniform at a particular stage in the shuffling can be calculated directly,

as this formula gives the distribution after k shuffles if we start from σ0.

Consider a 9 card deck, initially numbered 1, . . . 9. We consider such a small deck because

anything larger and the program that was written doesn’t finish in a reasonable time. The theory

predicts that in 3
2 log2(9) = 4.7548 ≈ 5 shuffles, we should be very close to uniform. Indeed, as we

can see in the graph below, we are within 0.1 of the uniform distribution after 5 shuffles.

Furthermore, notice how much this distance drops going from 2 shuffles to 3 shuffles, and from 3

to 4. This is precisely the so-called cut off phenomenon mentioned above. It appears that shuffling

a deck twice is not nearly sufficient for randomizing it, but even just one additional shuffle is

MUCH better.

This study generalizes to what are known as p-shuffles. Letting p be an appropriate distribution

on the positive integers, we first choose a number a according to p. Then, we split an n card deck

into a stacks, and perform a riffle shuffle with all a of them (imagine you have a hands, or mix

the cards up on a table...). Further reading could consist of ways to generalize the above results
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to the case of p-shuffles. Most casino games utilize multiple decks in practice, so the p-shuffle is

much more realistic to a real world scenario of interest to many people.

Additionally, there is much to learn about the simulation and qualitative analysis of this model.

Overall, there is sufficient theory to give precise characterization of the rate that a deck of cards can

be sufficiently randomized. The qualitative behavior is also interesting, as the numerical results

appear to give a better picture than the theoretical estimates in terms of speed.
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