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The overall picture we have sketched to this point synthesizes and re-

fines a version of the Binding Theory that accounts for the distribution of

reflexive pronouns,and the distribution of disjoint reference and related

effects (Principle B, Principle C, and Repeated Name Penalty effects) by

proposing a handful of interacting, competitive principles.

First, we followed Reinhart and Reuland in formulating a structural

principle that dictates where reflexives can occur: Principle A, along with

a locality condition that describes the structural contexts where Principle

A applies. Pivoting off of Reinhart and Reuland, Kyle’s reworked version

of this was:

(1) Principle A: An i-reflexive-marked event must be an i-reflexive

event.

(2) Coargument Condition: α and β are coarguments if there are

relations, R and Q, such that R(e,α) and Q(e′,β), where e and e′

are situations (events?) and e ≤ e′.

Reflexive anaphors serve to i-reflexive-mark predicates. Principle A

and the Coargument Condition thus entail that a reflexive must take a

coargument as an antecedent.

In addition, we have been assuming the existence of three competi-

tions which together are intended to give us the Repeated Name Penalty,

Principle C effects, and Principle B effects. Here’s our present way of

formulating this set up:

(3) a. Reinhart’s competition
(aka, Roelofsen’s Coreference rule; derives Principle C)

i. alternatives = (anaphor, variable bound from an A

position)

ii. choose(anaphor, variable bound from an A position) =

the variable if it achieves the same meaning in context.

b. Be Small!
(derives the Repeated Name penalty)

i. alternatives = (anaphoric definite description,pronoun)

ii. choose(anaphoric definite description,pronoun) = the

smaller if it achieves the same anaphoric reference to X.

c. Be Clear!
(derives Principle B)

i. alternatives = (pronoun,reflexive)

ii. choose(pronoun,reflexive) = the least ambiguous one

when they produce the same meaning.

See last week’s handout for a description of how these principles play

out across a range of cases.

The goal of today’s course is to begin to explore how some of these

competitions play out from the perspective of the comprehender, focusing

on Principle A and Principle C effects (i.e. the consequence of some of the

constraints above). Consider the following example:

(4) Kyle thinks that Brian embarrasses himself when he talks about

syntax.

Today we take the perspective of the sentence processor, tasked with

identifying the referent of the reflexive pronoun in this example.

Upon encountering the reflexive pronoun, what does the parser do to

interpret the reflexive anaphor? The set-up above implies a fairly com-

plicated task for the processor, if the full weight of these constraints is

brought to bear on analysis of the reflexive in online processing. It should

be fairly easily to recognize that Brian is a possible antecedent for the

reflexive: this comes from Principle A and the Coargument Condition

above. We could imagine, for instance, that that the listener applies Prin-

ciple A as a filter to search for an antecedent inmemory. This alone would

suffice to identify possible antecedents, and so maybe there’s nothing
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more to be said about how listeners process a reflexive. In fact, it might be

good design for a parsing system to simply stop here. If in your lifetime of

experience with reflexives you never find a reflexive’s antecedent outside

of its coargument domain, youmight develop a habit of simply retrieving

antecedents in that domain when you hear a reflexive.

If listeners don’t take this heuristic shortcut, however, that more work

than this would be required to confidently confirm that Brian is the only
possible antecedent if the system works as described above. The parser

could only reject Kyle as an antecedent for the reflexive by recognizing

that the bottom-up input, himself would lose to a pronoun on Be Clear!
if Kyle was the intended antecedent. In other words, ruling out Kyle as

an antecedent, and confirming that it is only Brian who is embarrassed,

would require a bit of inferential reasoning on the part of the listener: if
the speaker had meant Kyle was embarrassed, she would’ve used the pronoun, she
didn’t, so I can safely exclude the possibility that that interpretation was meant.
It’s Brian.

Roughly speaking, these two possibilities differ in whether an-

tecedents other than the target antecdent Brian are activated and con-

sidered during the processing of the reflexive. Over the last 15 years, a

small but intense subliterature has developed that asks this question di-

rectly, for reflexives and for other referring expressions subject to the other

Binding Principles. It is to these questions we turn today. We ask: does

the parser ever consider non-Binding Theory compatible antecedents for

anaphoric expressions? If so, when does this occur in processing, and un-

der what conditions? We will cover a handful of touchstone papers that

are relevant to evaluating this question.

1 Sturt, 2003

One early, important paper that asks this question is Sturt (2003).

(5) Kyle thinks that Brian embarrasses himself when he talks about

syntax.

In this example, we might say that there are two potential antecedents

for the pronoun: Kyle and Brian; I just call these ‘antecedents’ here for

the sake of brevity, but it should be understood that this is shorthand for

“potential” antecedents. Of these, Kyle c-commands the reflexive, but he

is still ruled out as an antecedent by Principle A, because he is not suffi-

ciently local to the reflexive: Kyle and the reflexive are not coarguments.

Following Sturt, we’ll say that Kyle is the (binding-)inaccessible antecedent
for this reflexive, and Brian is a (binding-)accessible antecedent.

Sturt described four logically possible scenarios for how Principle A

might be applied in comprehension:

(6) Binding-as-initial-filter: “Binding Theory is applied at the earliest

possible stage in processing, and constrains all subsequent

stages” (Sturt, 2003, p. 543; a position argued for by Nicol &

Swinney, 1989).

(7) Binding-as-late-filter: “there is an early stage in processing during

which binding-inaccessible antecedents can have an affect on

processing, but that these antecedents subsequently become

unavailable as binding constraints are applied” (Sturt, 2003, p.

543).

(8) Binding-as-defeasible-filter: Binding constraints are applied early,

but subsequent processing stages permit access to binding

inaccessible antecedents (Sturt, 2003, p. 543).

(9) Multiple constraints model: Syntactic constraints and
discourse-oriented constraints are deployed in parallel in a

competitive process that evaluates candidate antecedents with

respect to all constraints in parallel (Sturt, 2003, p. 543; see also

Badecker & Straub, 2002).

Absent an explicit, implemented model, the multiple constraints

model is difficult to evaluate and/or falsify. Depending on how themodel

is instantiated, it couldmimic some of the othermodels, yielding indistin-

guishable predictions. For example, if Binding constraints are weighted

relatively highly in antecedent evaluation, then a multiple constraints

model might generate predictions that look very similar to the initial

filter model.

In this study, Sturt sought to evaluate the plausibility of these three

hypotheses by using eye-tracking-while-reading, a measure of incremen-

tal processing that yields a fairly fine-grained time course of processing,

and constructions where reflexives should not be allowed any logophoric

interpretation.

2
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1.1 Gender mismatch paradigm

Sturt evaluated these hypotheses using an experimental paradigm known

as themismatch paradigm. The mismatch paradigm is generalized realized

as a 2×2 factorial design, with binding accessible antecedent match as one

factor, and binding inaccessible feature match as the other:

(10) Acc:M, Inacc:M: Jonathan was pretty worried at the City
Hospital. He remembered that the surgeon had pricked
himself with a used syringe needle. There should be an
investigation soon.

(11) Acc:M, Inacc:MM: Jennifer was pretty worried at the City
Hospital. She remembered that the surgeon had pricked
himself with a used syringe needle. There should be an
investigation soon.

(12) Acc:MM, Inacc:M: Jennifer was pretty worried at the City
Hospital. She remembered that the surgeon had pricked
herself with a used syringe needle. There should be an
investigation soon.

(13) Acc:MM, Inacc:MM: Jonathan was pretty worried at the
City Hospital. her remembered that the surgeon had
pricked herself with a used syringe needle. There
should be an investigation soon.

Here, we can start by assuming a minimally simple linking hypothe-
sis, an auxiliary hypothesis for how our theoretical model is linked to

the observations we make. This is important to keep in mind in evaluat-

ing psycholinguistic research, especially when the theories we formulate

are not themselves theories of (e.g.) reading behavior, and so we often

need to explicitly state how our hypothesis yields predictions about our

dependent variable.

Here’s a simple linking hypothesis:

(14) Gender mismatch effect penalty: If comprehenders attempt to

establish a referential dependency between some antecedent and

a pronoun, and the proposed antecedent does not match the

gender features of the pronoun, then the creation of a referential

dependency will fail. If the creation of a referential dependency

fails, then a processing error occurs (a gender mismatch effect).

Processing errors create longer reading times, or regressive eye

movements.

So, for example, wewould predict longer reading times at the reflexive

in the Acc:MM conditions, because the probability that a comprehender

will fail to establish a successful referential dependency for the reflexive

is higher.

The predicted effect of the inaccessible antecedent is less obvious. If

comprehenders access a matched inaccessible antecedent in the Acc:MM,
Inacc:M condition, then there would be no gender mismatch effect: an

antecedent will have been identified for the reflexive, even if temporarily.

So if the processor can access the matrix antecedent for the reflexive, the

probability of a gender mismatch effect is lower, and faster reading times

are predicted here.

Note: not all processing models adopt the same linking hypothesis,

however: Badecker and Straub (2002) propose a constraint-based process-

ing model, which holds that the processing time on anaphoric expression

is proportional to the time it takes for one interpretation of that expression

to reach threshold. This is the result of a competitive process with lateral

inhibition. This means, essentially, that the competition is a zero-sum

game, and that activating one option entails inhibiting others. So in this

case, ambiguous reference would result in longer reading times, as the

different interpretations compete to win the day. A competitive process

without lateral inhibition is typically called a “race” in this literature (see

Staub & Clifton, 2008).

If binding inaccessible antecedents are considered, the Badecker and

Straub competition model predicts that Acc:M, Inacc:M will be slower

than Acc:M, Inacc:MM, because multiple interpretations of the reflexive

are activated, and settling this competition requires processing time. Like-

wise, this model also predicts that Acc:MM, Inacc:M will be faster than

Acc:MM, Inacc:MM, because if the processor is able to access a binding

inaccessible antecedent, then the processor will be able to converge to

some (perhaps suboptimal) interpretation of the input faster than when

there is no gender-matched antecedent available.

1.2 Eye-tracking-while-reading

A few words about the eye-tracking methodology. In these experiments,

we show participants sentences, and monitor their eye movements while

3
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they read the text. Eye movements during reading are divided into two

discrete types of events:

(15) Fixation: Period of relative stability of the eyes. Typically lasts

around 200-250ms, with most ranging from 100 to 500ms. 2°on
either side of the point of fixation is the fovea, the point of

greatest visual acuity. Up to 5°on either side is the parafovea, a

portion of the visual field that is less acute but which can

nonetheless be perceived (Schotter & Rayner, 2018).

(16) Saccade: Ballistic movement of the eyes between fixations.

Typically lasts around 25-35ms. During saccades, we are

functionally blind, a phenomenon known as saccadic suppression
(Schotter & Rayner, 2018). Saccades can either move the eyes

backwards in the text, in which case they are called regressions or
regressive eye movements.

The analysis of a reading experiment involves defining a region of in-

terest, and calculating one of a number of different dependent measures

for this region of interest. There are several of interest:

(17) First fixation: The duration of the first fixation on a region of

interest.

(18) First pass or Gaze duration: The sum of all fixations on a region

before it is exited to the left or to the right. This measure is

traditionally called first pass when the region of interest is more

than one word long, and gaze duration when it consists of a

single word.

(19) First pass regressions out: This is the proportion of trials where

the eyes moved to the left out of the region of interest.

(20) Regression path or Go-past time: The sum of all fixations

beginning from the first fixation on the region of interest, and

ending when the eyes move past the region of interest. This can

include fixations on the previous words,

(21) Second pass time: The sum of all fixations on a region after first

pass.

(22) Total reading time: The sum of all fixations on a region.

Eye-tracking people often divide these up into early and latemeasures.

First-pass and first fixation are early; second pass and total reading time

are late. Regression path is somewhat ambiguous with respect to this

classification, because it includes early and later fixations.

1.3 Experiment 1

Experiment 1 had 24 subjects, and 24 experimental items (minimal

quadruplets as above), distributed in a Latin Square fashion. The results

in table format:

In early and early-ish measures at the critical reflexive, Sturt observed

a gender mismatch effect: longer reading times when the binding accessi-

ble antecedent’s gender mismatched the reflexive. There was no reliable

effect of the binding inaccessible antecedent in these measures, and no

clear trend.

In late measures, however, Sturt observed an interaction effect. Sec-

ond pass times in the pre-critical, critical, and pre-final regions revealed

this interaction. Sturt surmises (plausibly) that this effect was driven by

re-reading from the final region.

This pattern seems to rule out the late filter account: from the earliest

possible measurement point, comprehenders showed access to binding

accessible antecedents, but not binding inaccessible antecedents. Instead,

binding inaccessible antecedents influenced later stages of processing, as

expected on the binding-as-defeasible-filter hypothesis.

4
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In a follow-up experiment, Sturt tested the offline interpretation of

these anaphors. He presented each mini-discourse sentence-by-sentence

in a self-paced format; he then asked a question about the mini-discourse

(e.g. who got pricked with a needle). The results:

Sturt concludes that Principle A is deployed as an early filter on inter-

pretation, but can be overridden by subsequent discourse and pragmatic

factors. Here, perhaps one such factor is the topicality of the binding inac-

cessible antecedent, which might tempt comprehenders into considering

coreference with this element. If they did, they would need to engage Be
Clear! to rule out this possibility, which might be one possible interpre-

tation of the late effect. This would also potentially explain the results

of his offline study, which suggest that there was some willingness to

interpret the reflexive as coreferent with the inaccessible antecedent. We

might speculate that this reflects a failure to categorically apply Be Clear!
to rule out the long-distance referent in this paradigm.

1.4 Experiment 2

Experiment 1 establishes this with respect to the locality condition of

Principle A. Experiment 2 tests the same set of hypotheses, but now with

materials where c-command, rather than locality, distinguishes binding

accessible from binding inaccessible antecedents. Importantly, this de-

sign also reverses the linear order of the binding accessible and binding

inaccessible antecedents, helping to rule out an alternative explanation

of Experiment 1’s results, namely, that comprehenders simply scanned

backwards for the linearly closest antecedent. The items:

(23) Acc:M, Inacc:M: Jonathan was pretty worried at the City
Hospital. The surgeon who treated Jonathan had pricked
himself with a used syringe needle. There should be an
investigation soon.

(24) Acc:M, Inacc:MM: Jennifer was pretty worried at the City
Hospital. The surgeon who treated Jennifer had pricked

himself with a used syringe needle. There should be an
investigation soon.

(25) Acc:MM, Inacc:M: Jonathan was pretty worried at the City
Hospital. The surgeon who treated Jonathan had pricked
herself with a used syringe needle. There should be an
investigation soon.

(26) Acc:MM, Inacc:MM: Jennifer was pretty worried at the
City Hospital. The surgeon who treated Jennifer had
pricked herself with a used syringe needle. There
should be an investigation soon.

The results:

Sturt observed no influence of the inaccessible antecedent in this ex-

periment.

2 Cunnings & Sturt, 2014

Sturt’s results showed evidence in favor of the ‘defeasible filter’ model:

Principle A restricted the search for a reflexive at the earliest processing

measures, but it seemed that there was some interference from binding

inaccessible antecedents at later stages of processing, including on end of

sentence measures.

5
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Why should Binding Theory be deployed as a defeasible filter? Sturt

offered the suggestion that perhaps this was necessary in order to achieve

a logophoric interpretations of the reflexive. If Principle A was deployed

as a hard filter on the interpretation of reflexives, with no possibility

of broadening the search for an antecedent, then it is not clear how lo-

gophoric interpretations can be accessed. As we discussed above, another

possibility is that perhaps comprehenders were engaging in additional

inferential processing and applying Be Clear! to explicitly rule out the

possibility of reference to other antecedents.

Cunnings and Sturt (2014) followed up on this study, askingwhat role,

if any, does co-argumenthood play in this effect?

They ran a similar set of experiments: same eye-tracking-while-

reading protocol, same three-sentence minidiscourse set-up, and same

2×2 experimental design crossing the gender match of the binding in-

accessible and binding accessible antecedents. Across three eye-tracking

experiments in this study, however, they manipulated the structural po-

sition that the reflexive was found in:

(27) Experiment 1: Coargument: Jonathan was walking through the
military barracks. He heard that the soldier had
positioned himself in the middle of the mess hall. The
food being served for dinner did not look very
appetising..

(28) Experiment 2: Picture noun phrase reflexive: Jonathan was walking
through the military barracks. He heard that the
soldier had a picture of himself in the middle of the
mess hall. The food being served for dinner did not
look very appetising..

(29) Experiment 3: Possessed picture noun phrase reflexive: Jonathan was
walking through the military barracks. He heard about
the soldier’s picture of himself in the middle of the
mess hall. The food being served for dinner did not
look very appetising..

Experiment 1 replicates Sturt (2003), but with different experimental

materials. Experiment 2 is minimally different, testing for an effect of

structural context. These two make a good pair together, I think, so let’s

look at them first:

2.1 Experiments 1 and 2

Here are the results from Experiments 1 and 2.

Experiment 1 finds similar early effects to Sturt (2003); the later effects

from Sturt (2003) did not replicate in this experiment, although they did

see a marginally reliable main effect of inaccessible antecedent match in

the first-pass spillover region.

Interesting is the contrast between Experiment 1 and 2. In Experiment

2,we again see only sensitivity to the binding accessible antecedents (bear-

ing in mind that this term may be something of a misnomer for picture

NP reflexives). Cunnings and Sturt conclude that PNP and eventmate

6
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reflexives alike cue retrieval of antecedents in the same clause. But now,

it happens at a delay relative to the coargument reflexive.

2.2 Experiment 3

Finally, they looked at possessed picture noun phrase reflexives. If the

possessed picture noun phrase introduces a structure in which the pos-

sessor and the reflexive are co-arguments, then they expected the results

of this experiment to pattern like Experiment 1. The results:

Overall, Experiment 3 did pattern like Experiment 1. Comprehenders

rapidly reaccessed the possessor argument, and did not show any reliable

interference from the binding inaccessible antecedent.

Another perspective on the time course of the processing of reflexives

in these three contexts is given by a cumulative progression analysis. This

cumulative progress analysis measures the maximum number of charac-

ters that the eyes have moved past their initial fixation on the reflexive, in

10ms slices. The idea here is that the harder it is to process a reflexive, the

less quickly the reader will proceed through the text. Here we are look-

ing at the difference in cumulative progression measures between binding

accessible match and mismatch conditions:

Overall, all three types of reflexives seemed to show preferential ac-

cess to the binding accessible antecedent, even when it was not plausibly

a coargument. But when it was not a coargument, the resulting gender

mismatch effect was delayed. When it was a possessor, it was less so.

2.3 Experiment 4

Cunnings andSturt also testedoffline interpretations, using a simple ques-

tionnaire emailed around. Unlike in Sturt (2003), this method arguably

was less demanding on memory. Perhaps as a result of this, the results

differed slightly:

One very interesting feature of these results: there was more access to
the binding inaccessible antecedent in the possessed picture noun phrase

7



Proseminar in Syntax Binding Theory: Performance 17 September 2019

contexts than the simple picture noun phrase contexts. Cunnings and

Sturt make the plausible suggestion that this can be attributed to the fact

that the binding inaccessible antecedents in the PPNP stimuli were in the

same tensed clause as the reflexive, but not in the PNP stimuli.

3 Parker & Phillips, 2017

The studies reviewed above suggest that early on, binding inaccessible

antecedents aren’t very strongly activated, but perhaps later on in pro-

cessing, they are. Not all studies agree on this point, however. One im-

portant study is Parker and Phillips (2017). Parker and Phillips designed

a series of studies whose design was intended to test the predictions of

an explicit processing model based in ACT-R (Lewis & Vasishth, 2005).

The ACT-R parser proposes that i) linguistic encodings are maintained in

short-term or workingmemory as a series of bundled feature-value pairs,

and ii) the process of forming linguistic dependencies in comprehension

relies on reactivating or retrieving these encodings from memory when

they are needed. In this model, the probability of retrieving an antecedent

relies on the degree to which it matches a set of retrieval cues (a probe,

if you like) at the reflexive. In this way, ACT-R provides a theory of how

different linguistic encodings will be active in memory at different points

in a parse, given the modeler’s assumptions about their feature content.

Parker and Phillips proposed that the memory search process for a re-

flexive involves using structural retrieval cues (in our terms, +COARGU-

MENT) and semantic retrieval cues (e.g. +FEMALE). On their proposal,

the structural cues are more strongly weighted, which means that if an

encoding matches the structural retrieval cue (e.g. +COARGUMENT) it is

given more activation than it gets for matching a semantic retrieval cue.

Given this framework and assumption, Parker and Phillips used com-

putational simulations to show that the probability that a binding inac-

cessible antecedent will be retrieved upon reaching the reflexive grows

as a function of the number of features that mismatch between it and the

local subject:

In short, they show that this model predicts that the probability of re-

trieving a binding inaccessible antecedent should grow the more features

mismatch between the reflexive and a binding accessible antecedent. Here

is their design, and their results, for the third experiment in their paper

(the others left out for brevity’s sake!):

8
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The key finding here is that the non-local antecedent can rapidly exert

a facilitatory effect on reading measures in the 2-feature mismatch condi-

tions. This is a diminished gender mismatch penalty, which suggests that

comprehenders managed to access the binding inaccessible antecedent at

the earliest stages of processing in this experiment.

Parker and Phillips interpreted their results as evidence for a cue-

based retrieval model of reflexive processing. From our present perspec-

tive, it provides evidence that the binding-inaccessible antecedent can

be retrieved upon processing the reflexive, if it is the case that the lo-

cal antecedent mismatches 2 features. More recently, Sloggett and Dillon

(in prep) found a qualitatively similar effect when the local antecedent

mismatched only in one feature.

These results suggest that comprehenders can reactivate antecedents

other than the target antecedent when processing a reflexive. The Parker

and Phillips model attributes this to the feature-matching properties of

the retrieval mechanism used to access antecedents in comprehension;

this is not the same as the Be Clear! process described above, and it is

important to distinguish these. Still: the reflexive processing literature to

date suggests that it is not the case that the local antecedent is the only

antecedent that is consulted during the course of processing a reflexive:

the simple SEARCH LOCAL heuristic described above (and argued for

in Dillon et al. (2013)!) seems to be incompatible with present data. Mini-

mally speaking, this suggests that semantic cues, such as the phi-features

associated with a reflexive, are also used to identify its antecedent.

4 Kazanina et al. (2007): Turning towards Principle C

Summing up: we have evidence that comprehenders do immediately ap-

ply binding constraints to the analysis of reflexives in processing, but that

binding-inaccessible antecedents can also be reactivated. The explanation

for this we find in the psycholinguistic literature attributes this to the

feature-matching property of memory retrieval. It is not clear that this is

evidence for the application of a generate-and-filter process like Be clear!
being used in incremental processing.

This interpretive ambiguity was anticipated by Kazanina et al (2007).

They noted that the linear order of the antecedent and the reflexive (a so-

called retrospective dependency; Wagers, 2008; Phillips et al. (2011)) ensures

that comprehenders will need to consult their memory to identify an an-

tecedent. And this means that wemight see evidence that comprehenders

9
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consider non-binding accessible antecedents merely because they are not

very precise in how they searchmemory. Findings like Parker and Phillips

can’t be unambiguously interpreted as evidence for a generate-and-filter

strategy.

The solution, they proposed, is to reverse the linear order between a

pronoun and its antecedent, and consider the processing of cataphoric

dependencies as in:

(30) Although hei denies it, Kylei thinks Brian is secretly a syntax

genius.

In this example, the pronoun precedes its antecedent. This means that

the parsing problem for the comprehender takes on a different character.

Rather than consulting a potentially noisy memory representation of the

already-processed sentence to identify an antecedent, upon encountering

a cataphoric pronoun the parser can incrementally verify whether each

potential antecedent that comes along is a good fit.

Consider, now, the following example:

(31) Hei talked about many different constraints while the

syntactician ∗i/j was trying to outline how his system works.

This is a Principle C effect. On our model, the reading where the

pronoun and Kyle corefer constitutes a violation of two different com-

petitions: Reinhart’s competition, which would push us towards having

a bound variable in this context, and Be small!, because a pronoun can

achieve the same anaphoric reference to he, and do so more “minimally.”

Importantly, these principles both have a generate-and-filter character:

to implement them, the parser should consider a referential dependency

between the pronoun and the c-commanded R-expression, evaluate the

alternatives, and then rule out the referential dependency because the

form observed in the bottom-up input does not match what would be

expected based on these principles. Again, we have a sort of inferential

process implied here: if my interlocutor had intended this coindexation, then....
However, this is not the only possible interpretation of the constraint

shown above. Kazanina et al said it best, so I’ll just quote them (p. 407):

[a] different perspective on illicit representations is that ill-

formedness is the result of an inability to generate a structure,

such that there is a closermatch between the set ofwell-formed

structures and the set of representable structures. This is ...

characteristic of analyses in such approaches as Head-Driven

Phrase Structure Grammar (HPSG: Pollard & Sag, 1994) and

the Minimalist Program (Chomsky, 1995) (as opposed to GB
and Optimality Theory-BWD). To the extent that parsing is

seen as reflective of the linguistic knowledgemodeled by these

theories, our results are consistent with the latter view, at least

for Principle C. Speakers do not appear to generate represen-

tations that violate Principle C and then reject them based on

application of a later filter. Instead, it appears that Principle
C violations simply do not occur to speakers of English.

On Kazanina et al’s reasoning, then, the cataphor configuration pro-

vides a strong testing ground of the nature of the binding constraints in

comprehension, as the logic of their design sidesteps worries over noisi-

ness in the memory encoding. And this makes them a strong test of our

current hypotheses.We reallywant to know: are binding-illicit dependen-

cies generated, and filtered out, as our set-up implies, or are they simply

never computed to begin with?

On with the experiments! I’ll just present the designs and results of

two experiments here:

4.1 Experiment 2

10
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4.2 Experiment 3

4.3 Findings

:

Kazanina and colleagues find evidence of a constraint by match in-

teraction late in their second experiment, occurring only at region 11. In

their third experiment, this was significant at the head noun. It is impor-

tant to note that in both cases, this effect was only marginal in the minF’

calculation: the evidence is not as strong as it might be in favor of this

effect.

A strong interpretation of the Kazanina et al. is that the parser can

rule out potential antecedent positions before any bottom-up input is ob-

served: the parser predictively creates potential referential dependencies,

and applies Principle C as a filter on what positions will be considered.

The lack of a mismatch effect in the “constraint” conditions is the re-

sult of the parser predictively implementing Principle C, and excluding

inaccessible positions from consideration before they are even seen.

5 Drummer and Felser (2019)

Drummer and Felser offer a critical assessment of the Kazanina et al con-

clusions, based on both empirical and theoretical grounds. Theoretically,

they take issue with the conclusion that the parser would predictively

exclude certain positions from consideration before they are observed in

the bottom-up input. This is because if a pronoun is observed in the same

position as an R-expression in sentence like thosewe are considering, then

a referential dependency is possible:

(32) Hei talked about many different constraints while hei/j was

trying to outline how his system works.

So, we might not expect the parser to categorically exclude this po-

sition as possibly coreferent with the pronoun prior to seeing how it is

realized in the bottom-up input. This example shows that it is certainly

possible to create a referential dependency between these two positions,

although we should probably bear in mind that it is still not the case that

this position could provide any more specified lexical information about

the pronoun’s referent.

Second, Drummer and Felser observe that the case for immediate ex-

clusion of the c-commanded antecedent positions is not as clear as it could

be in Kazanina et al. This is because the critical interaction is either late

(occurring several words downtown in Experiment 2), or it occurs several

words into the target determiner phrase (e.g. the talented young quarter-
back). So in either case, it is possible that the parser did have enough
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time to consider, and reject, the c-commanded antecedent as a possible

antecedent in a generate and filter fashion: the results don’t support the

strong claim that the parser did not consider at all the c-commanded

position as a potential antecedent.

Drummer and Felser ran a number of experiments, but I’ll skip to their

fourth experiment. They addressed the issues in the Kazanina et al study

by using eye-tracking, and a one-word critical region:

Their results yielded a different picture than Kazanina et al. In their

study, the effect of gender match was observed for both c-commanding

and non-c-commanding pronouns, suggesting the possibility that the ref-

erential dependency was considered in both contexts.

They conclude:

These findings fail to support the strong hypothesis that Con-

dition C should prevent inaccessible antecedents from being

considered (Kazanina & Phillips, 2010; Kazanina et al., 2007;

Yoshida et al., 2014). Althoughwith the exception of Patterson

and Felser (submitted for publication), previous studies have

not reported any direct evidence of Condition C being vio-

lated during processing, Condition C effects have often been

found to be delayed in self-paced reading (Kazanina et al.,

2007, exp.2; Kazanina & Phillips, 2010; Rodriguez, 2008). A

delayed application of this constraint is consistent with the

view that Condition C effects reflect semantic or pragmatic

constraints that filter out in- appropriate coreference assign-

ments, although the current results do not allow us to draw

any conclusions about how this constraint is best formalized.

So there we have it: an open empirical debate in the psycholinguistics

literature that falls squarely on the lines we are considering.

6 Picture so far

All of the conclusions presented here are conditional on the empirical

generalizations presented here being accurate. As we can tell from even

just the handful of studies reviewed here, this remains a contentious area

(see Jaeger,Mertzen, vanDyke&Vasishth, 2019). I think it is probably best

if the empirical results here are regarded as provisional generalizations

that require further testing and support.

Still, several broad conclusions suggest themselves:

(33) Comprehenders show preference for binding accessible

antecedents from the earliest possible stages in processing.

(34) For reflexives that stand in a “retrospective dependency” relation

with their antecedents can sometimes access binding inaccessible

antecedents, but this might be due to the nature of memory

retrieval processes necessary to reactivate an antecedent in the

preceding material.

(35) Interestingly, though, standing in a local coargument relationship

seems to afford faster access to potential antecedents.
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(36) There is an open debate about whether comprehenders will

fleeting consider a referential dependency between cataphoric

pronouns and R-expressions (names or definite descriptions) in

their c-command domain.
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