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The seminars 

Goals:  
- Survey different techniques of collecting acceptability 

judgment data. 
- Introduce two frameworks—Signal Detection Theory, 

and Drift Diffusion Model—for analyzing acceptability 
judgments. 

- Investigate a number of psycholinguistic phenomena—
phenomena-long-distance dependency resolution, 
serial versus parallel parsing, morphosyntactic 
processing—from the perspective of acceptability 
judgments. 



The seminars 

Seminar one (today):  
- Introduction to AJTs. Brief survey of different methods 

of collecting this data, motivation of approach. 
- Introduction to SDT: calculation of d’ , c, illustration of 

application of ideas to an example experiment. 
- Illustration of equal-variance SDT analysis using probit 

regression  

Seminar two (next week):  
- Illustration of application of SDT framework to rating 

experiments. 
- Calculation of empirical ROCs. 
- Use ROC analysis to investigate plausibility of serial 

versus parallel parsing models.



Why acceptability judgments? 

→ They are replicable. 
Sprouse & Almeida (2012) tested 365 phenomena from 
random in English from LI, report a 98% replication rate (but 
cf. Linzen & Oseki 2018 who find ~50% replication rate in 
Japanese/Hebrew). 

→ They are reliable. 
Langsford et al. (2018) report r > .94 for within participant test-
retest reliability, r > .88 for between participant test-retest 
reliability, across different methods of collecting judgments. 

→ There are very good linking hypotheses for judgments. 
Decades of research into decision-making and memory has 
led to fairly well worked out task models for essentially similar 
categorization tasks; these models can be applied to 
acceptability judgment data (topic of this course). 



Why not acceptability judgments? 

→ They are subject to meta-cognitive bias. 
One often-repeated criticism (e.g. Ferreira, 2005) is that the 
meta-linguistic decision-making that presumably underlies 
acceptability judgments makes them a questionable 
(psycho-)linguistic measure. 

→ They are non-specific. 
Grammatical and (many but not all) processing measures are 
reflected in acceptability judgments; this is sometimes known 
as the ‘source ambiguity problem’ (Hofmeister et al., 2008) 

→ These issues can be minimized through careful experimental 
design and by exploring explicit linking hypotheses/frameworks 
for modeling judgments.



Acceptability vs. Grammaticality 

→ Grammaticality 
A theoretical distinction between sentences that are 
generable by a grammar or not. May be binary, multi-valued 
(e.g. Chomsky, 1986) or fully gradient (e.g. Keller, 2000). 

→ Acceptability 
Intuitive impression of ‘wellformedness’, reflects both 
grammaticality and ‘performance’ factors, including difficulties 
during incremental parsing (Sprouse, 2008) or ease of finding 
a parse (Ferreira & Henderson, 1991), among others. 

→ Default assumption: I’m talking about the acceptability of 
sentence types, and generally more concerned with 
performance mechanisms than competence mechanisms.   



Acceptability judgments 
BINARY: N Y

n-POINT (LIKERT) SCALE:

1 2 3 4 5 6

MAGNITUDE ESTIMATION:
MODULUS: A sentence that we can’t parse is no good. 
(1000)

TARGET SENTENCE: ____________________________

Bader & Haussler, 2010; Bard et al. 1996; Featherson, 2008; 
Sprouse & Schütze, 2014; Weskott & Fanselow, 2011

Also: Speeded binary, 
Thermometer task, … 

2AFC:
Sentence A Sentence B



Sprouse & Almeida (2017) 



Bader & Haussler (2010) 

→ Acceptability judgments are (generally) replicable, reliable, and 
yield qualitatively similar results across different methods of 
collecting the ratings (Langsford et al, 2018; Sprouse & Almeida, 
2017). 

→ Q1: What is the relationship between speeded and unspeeded 
judgments? 

→ Q2: What is the nature of the relationship (if any) between 
acceptability measures in different modalities? 



Speeded judgment task:     

the

key

to

the

cabinets

rust

~225ms/word+25ms*LEN(w)

YES              NOjudgment (~3ms deadline)

???



Bader & Haussler (2010) 

Key finding #1: 
Aggregated binary SJT 
data yielded similar pattern 
to ME across all three 
subexperiments (see also 
Weskott & Fanselow, 2011). 
This happened whether 
SJT or ME was first 
experiment administered.

ME

SJT



Bader & Haussler (2010) 

Key finding #2: 
These two methods 
produced very similar 
quantitative results, despite 
having very different time 
pressures and 
measurement methods.



Bader & Haussler (2010) 

Key finding #3: 
Binary judgments yielded 
largely similar results under 
time pressure (SJT) and in 
an offline, paper and pencil 
questionnaire.



Warner & Glass (1987) 

Before the boy kills the man the dog bites strikes
(Before the boy kills, the man who the dog bites strikes)

TASK ONE: RSVP (SJT) @ 50ms/word, judgments at ~600ms 
TASK TWO: Untimed pencil and paper questionnaire 
N = 15 per condition (between-Ss design)

Before the boy kills the man the dog bites the horse
(Before the boy kills the man, the dog bites the horse)

25% accepted 
33% accepted

100% accepted 
90% accepted

When the boys strike the dog kills
(When the boys strike, the dog kills)

Before the boy strikes the man the dog kills
(Before the boy strikes the man, the dog kills)

100% accepted 
95% accepted

95% accepted 
98% accepted

BUT for examples of slow versus fast contrasts, see: Parker & Phillips (2017); Parker (to appear)



Bader & Haussler (2010) 
→ What does cross-task correspondence tell us?  

- Bard et al. (1996): consistency of Magnitude 
Estimation estimates regardless of response modality 
(physical vs. numerical) suggests we are tapping an 
underlying source of psychological evidence (similar 
to psychophysical measurements; also see Langsford 
et al., 2018) 

- Similar argument applies here. 

→ Bader & Haussler’s proposal 
- We might logically decompose the acceptability 

judgment task into (at least) two parts: the process of 
computing an acceptability value, and the process of 
mapping that value onto a response option in a task 
context. 



Bader & Haussler (2010) 

- Step one: Carry out all mental processes involved in analysis of the input, 
yielding an acceptability value. Apparently, this is extremely rapid; Bader 
& Haussler suggest this is an automatic ‘side effect’ of parsing/
comprehension; cf. the notion of a ‘monitor’ in speech production. 

- Between-items, between-participants variability, or (maybe) pure 
stochasticity, leads to distribution of acceptability scores for some class 
of sentences. Let’s assume this is Normal for now.



Bader & Haussler (2010) 

- Step two: Treat acceptability as a decision variable in a decision-
making process. Place a decision criterion c arbitrarily on 
acceptability values. For values of acceptability greater than c, 
respond ‘YES’; for values of acceptability less than c, respond 
‘NO’.   

- This yields a distribution of binary judgments, summarized (in 
aggregate) as % YES/NO. 



Bader & Haussler (2010) 
Probability density function: for some continuous random variable X, the 
PDF describes the relative likelihood of each outcome of x. (To get p(X) for 
standard normal in R: dnorm(x)).  
Cumulative density function: for some continuous random variable X, the 
CDF describes the probability of receiving a value less than or equal to x  (To 
get P(X ≤ x) for standard normal in R: pnorm(x)). We will represent this as 
ɸ(x). For the standard normal, the CDF maps a z-score to the proportion of 
the distribution that falls below that z-score.

%NO: pnorm(c) % YES: 1-pnorm(c)



Bader & Haussler (2010) 

Step (1): Estimate distribution of acceptability, taken direction from 
Magnitude Estimation experiments. This is: 

Step (2): Estimate c the free parameter. For Bader & Haussler 
optimal c was 0.  

Step (3): Compute predicted % responses in SJT task based on c 
and estimate of acceptability from ME task: 

log10
STIM
MOD

R2 = .98



Bader & Haussler (2010) 

→ What does cross-task correspondence tell us?  
- “There is a simple, rule-governed relationship between 

continuous acceptability measures and binary ratings.” 
- “Binary grammaticality judgments are derived from 

[continuous acceptability values].” 
- Broadly, this is also consistent with other findings 

reporting different methods of collecting acceptability 
judgments being comparable in ‘informativity’ (Weskott 
& Fanselow, 2011; Sprouse & Almeida, 2017) 

→ What about the first step of computing acceptability?  
- “Nothing more than a black box” (for now.)



Signal Detection Theory 

- Bader & Haussler’s proposal is based on Signal Detection 
Theory 
- An analytical framework for decision making under uncertainty 
- A psychophysical approach to measuring error and performance. 
- Applied in many practical ‘real world’ situations: 

- Military usage: sonar/radar   
- Medical usage: radiology 
- Psychiatry: diagnosis of psychiatric disorders 
- Psychology: perception, memory, detection of social 
cues.. 

- Unifying theme: categorization of stimuli into a number of 
discrete categories, especially when the evidence does not 
unambiguously place it in one category or another (for a given 
observer). Judgment tasks arguably fit this description.



Signal Detection Theory 

- Commonly used in psychology to model correspondence 
experiments. 
- Correspondence experiment: Any experiment where classes of 
experimental stimuli has one “correct” response option among 
a finite set of discrete response options; “correct” is rigidly fixed 
by experimenter.  
- Incomplete correspondence experiment: Correspondence 
experiment, but where a range of response options are 
permitted.  



Recognition Memory task 

- Example: Word recognition task. Participants are asked to 
study a list of words. At test, they are presented with a new list of 
words, and asked to report whether they studied those words.   

   

CORRECT RESPONSE

OLD Y

NEW N



- Example: Word recognition task. Participants are asked to 
study a list of words. At test, they are presented with a new list of 
words, and asked to report whether they studied those words.   

   
COUNT OF RESPONSE BY STIMULUS CLASS

“YES” “NO” TOTAL

OLD 43 2 45

NEW 25 20 45

Recognition Memory task 



- Example: Word recognition task. Participants are asked to 
study a list of words. At test, they are presented with a new list of 
words, and asked to report whether they studied those words.   

   
ESTIMATED P(RESP| STIMULUS CATEGORY)

“YES” “NO” TOTAL

OLD 0.95 0.05 45

NEW 0.55 0.45 45

Recognition Memory task 



- Example: Word recognition task. Participants are asked to 
study a list of words. At test, they are presented with a new list of 
words, and asked to report whether they studied those words.   

   
CONVENTIONAL LABELS FOR EACH OUTCOME

“YES” “NO” TOTAL

OLD HITS MISSES 45

NEW FALSE 
ALARMS

CORRECT 
REJECTIONS 45

Recognition Memory task 



- In this task, a participant’s performance can be described with 
just two values: the Hit Rate (H) and the False Alarm (FA) rate. 
Misses and correct rejections are (1-H) and (1-FA), respectively. 

  
ESTIMATED P(RESP| STIMULUS CATEGORY)

“YES” “NO” TOTAL

OLD 0.95 0.05 45

NEW 0.55 0.45 45

Recognition Memory task 



- SDT asks: what is the best measure of a participant’s sensitivity 
to the distinction between stimulus classes?  
- Sensitivity, from the SDT perspective, is an inherently 
relational notion. There is no ‘sensitivity to a stimulus’; there is 
only ‘sensitivity in distinguishing two stimulus classes’.

ESTIMATED P(RESP| STIMULUS CATEGORY)

“YES” “NO” TOTAL

OLD 0.95 0.05 45

NEW 0.55 0.45 45

Recognition Memory task 



Standard sensitivity measure 

ɸ-1(.) = The inverse cumulative distribution function (i.e. the 
quantile function) of the Standard Normal Distribution. 
Sometimes labeled z, this function converts H/FA rate into a z-
score. Just as the CDF turns z-scores into proportions, the 
inverse CDF turns proportions into z-scores. 

0.0 0.2 0.4 0.6 0.8 1.0

-3
-2
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Probit function (quantile function for standard normal)

x

qn
or
m
(x
)

In R: 
qnorm(x)

Calculate d’ 
qnorm(.95)-qnorm(.55)

[1] 1.51

d′� = Φ−1(H) − Φ−1(FA)



Standard sensitivity measure 

ESTIMATED P(RESP| STIMULUS) 
“YES” “NO”

OLD 0.95 0.05
NEW 0.95 0.05

qnorm(.95)-qnorm(.95)
[1] 0

ESTIMATED P(RESP| STIMULUS) 
“YES” “NO”

OLD 0.99 0.01
NEW 0.01 0.99

qnorm(.99)-qnorm(.01)
[1] 4.652696

NO SENSITIVITY TO STIMULUS CLASS

EXTREME SENSITIVITY TO STIMULUS CLASS

d′� = Φ−1(H) − Φ−1(FA)



Latent decision variables and the 
decision space 

-4 -2 0 2 4

Decision variable (familiarity)

(1) Participants in this task evaluate one 
dimension of the stimulus;  in the 
memory literature it is commonly called 
its familiarity.  

(2) Over the course of an experiment, 
repeated samples of this familiarity 
value for each stimulus create a 
distribution of familiarity for each 
stimulus class (OLD/NEW).  

(3) Together, the distribution of the 
familiarity for the OLD items and the 
NEW items forms the decision space, 
representing the distribution on the 
observer’s internal representations of 
this familiarity value. 



-4 -2 0 2 4

Decision variable (familiarity)

Latent decision variables and the 
decision space 

(1) Response selection proceeds by 
placing a criterion c on the familiarity 
dimension. Above this criterion, a ‘YES’ 
response is offered in this task; below 
it, a ‘NO’ response is offered.  

(2) Optimal performance (fewest 
classification errors) can be achieved 
by setting the criterion at the point 
where the curves cross (i.e. the point 
where probability density is equivalent 
for two distributions.) 

(3) In principle, though, an observer can 
arbitrarily set their response criterion; 
this captures response bias. 



Latent decision variables and the 
decision space 

-4 -2 0 2 4

Decision variable (familiarity)

-4 -2 0 2 4

Decision variable (familiarity)

False alarms arise when decision variable from NEW distribution takes a value higher 
than c. The area under the NEW curve to the right of this criterion yields the predicted 
proportion of false alarms (FA). 
Hits arise when decision variable from OLD distribution takes a value higher than c. 
The area under the OLD curve to the right of this criterion yields the predicted 
proportion of hits (H). 



Standard sensitivity measure 

ESTIMATED P(RESP| STIMULUS) 
“YES” “NO”

OLD 0.95 0.05
NEW 0.95 0.05

ESTIMATED P(RESP| STIMULUS) 
“YES” “NO”

OLD 0.99 0.01
NEW 0.01 0.99

NO SENSITIVITY TO STIMULUS CLASS

EXTREME SENSITIVITY TO STIMULUS CLASS

d′� = Φ−1(H) − Φ−1(FA)

-4 -2 0 2 4

Decision variable (familiarity)

-4 -2 0 2 4 6 8

Decision variable (familiarity)



Latent decision variables and the 
decision space 

-4 -2 0 2 4

Decision variable (familiarity)

(μOLD − c) − (μNEW − c) = μOLD − μNEW

Distance along a line can be measured 
from any zero point. Let c be our zero 
point. 



Latent decision variables and the 
decision space 

μ − cFor any value  
The cumulative distribution function of 
the standard normal yields what 
proportion of that distribution lies 
above the criterion. 

-4 -2 0 2 4
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For example: 
c = μ; Pr(Yes) = 0.5
c = μ + 1; Pr(Yes) = 0.16



Latent decision variables and the 
decision space 

-4 -2 0 2 4
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Decision variable (familiarity)

μOLD = 1
μNEW = 0

c = 1.5

pnorm(1-1.5) = 0.3085375
pnorm(0-1.5) = 0.0668072



Latent decision variables and the 
decision space 

-4 -2 0 2 4
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Decision variable (familiarity)

→Below, the H and FA proportions are the ordinate points; ɸ-1(H) and 
ɸ-1(FA) are the abscissa values. The CDF converts proportions to z-
scores. 
→ The distance between these abscissa values is equal to the 
distance between the two distributions.  
→ d’ is therefore the distance between means of the two 
distributions, expressed in terms of their SD:  

(μOLD − c) − (μNEW − c) = μOLD − μNEW

d′� = Φ−1(H) − Φ−1(FA)



Latent decision variables and the 
decision space 
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Decision variable (familiarity)

→ d’ can be thought of as perceptual distance.   
→ d’ has a true zero (distance between one distribution and itself) 
and therefore offers a ratio measure of perceptual distance: we can 
make quantitatively meaningful claims about the difference in 
acceptability between sentence classes (original draw of ME!).



ESTIMATED P(RESP| STIMULUS CATEGORY)

“YES” “NO” TOTAL

OLD 0.95 0.05 45

NEW 0.55 0.45 45

Sensitivity & Bias 

#d-prime
> qnorm(.95)-qnorm(.55)

[1] 1.519192

#c
> -.5*(qnorm(.95)+qnorm(.55))

[1] -0.8852575

→ So far: we can use d’ to measure sensitivity to a contrast; this is a sort of 
perceptual distance on the underlying decision space. 
→ We can fully summarize performance with one more value: criterion 
location c, a measure of response bias.  
→ Negative values indicate a bias towards saying YES, positive a bias 
towards saying NO, with zero as unbiased (optimal) responding; here it is 
expressed in SDs from the midpoint between the two distributions.  

c = −
1
2

[Φ−1(H) + Φ−1(FA)]



Sensitivity & Bias 

→β for likelihood ratio. Equals 1 when no response bias is present (0 
under the logarithm). Popular form of representing response bias, but 
has weakness that it scales with sensitivity. It also implies a different 
decision process: one whereby perceivers compare the likelihood of 
a data point under two different distributions. This is sometimes seen 
as a less plausible model of the decision task (Stanislow & Todorov, 
1999). 

ln β =
Φ(F)2 − Φ(H)2

2



Sensitivity, continued 
→ d’ is in theory independent of response bias, making it a true 
measure of sensitivity.   
→This holds when two assumptions are satisfied: 

(1) the two distributions being compared are normal and 
(2) have equal variance   

→ This means that it is in principle possible to observe very different 
patterns of performance in an experiment which all imply the same 
underlying decision space: 

> qnorm(.8)-qnorm(.4)
[1] 1.094968
> qnorm(.6)-qnorm(.2)
[1] 1.094968
> qnorm(.35)-qnorm(.07)
[1] 1.090471



Receiver operating characteristic 
→ The (H,FA) pairs with the same d’ form an isosensitivity curve.   
→ Plotting these pairs with FA on the x-axis and H on the y-axis yields 
a Receiver Operating Characteristic or ROC curve.  
→ This curve describes a consistent level of sensitivity (performance) 
across a range of response bias values. 
 → The major diagonal is known as the chance line. 

Figures from 
MacMillan & 
Creelman 2005



Receiver operating characteristic 

→ The ROC can also be transformed using the inverse cumulative normal 
function to z-scores; this is known as a zROC.  
→ The zROC for two equal variance Gaussians has unit slope, and a y- and 
x-intercept of d’. 
→ We will focus more heavily on ROCs next course.  

Figures from 
MacMillan & 
Creelman 2005)



Receiver operating characteristic 

→ These are implied ROCs; if we are measuring sensitivity in d’ , and 
that’s the right way of measuring performance, then these are the 
isosensitivity curves we would expect to see if we could measure 
empirical ROCs (more on this soon).  

Figures from 
MacMillan & 
Creelman 2005)



The importance of the right measure 
→ One important point to make at this juncture is that our choice of 
sensitivity measure d’ or p(c) can sometimes yield different pictures 
with respect to whether an effect is present or not. One more reason 
it is valuable to have a model of the task. 
→ Rotello & Heit (2014) show that the belief bias effect (the finding 
that when the conclusion of an invalid syllogism comports with world 
knowledge, people will accept it) primarily reflects response bias. 
→ Jaeger (2008) makes a similar point, and suggests logistic 
regression as one solution. 

Figure from Rotello 
& Heit, 2014



Key points so far 

→ SDT offers a theory of how discrete ratings are given to stimulus 
that yield underlyingly continuous perceptual impressions. 
→ Bader & Haussler (2010) showed that a simple SDT model yields a 
good fit between continuous ME data and binary SJT data. 
→ On the assumption of equal-variance Gaussian distributions, d’ 
yields a ratio measurement of the distance between two distributions 
on the axis of a single underlying decision variable. 
→ We may also calculate a number of different measures of the 
response bias, or a participant’s predisposition to respond with one 
category or another in the two-category response task we’ve been 
considering. 
→ A difference between two conditions expressed in % acceptance 
could reflect a real different in the underlying sensitivity; or it could, in 
principle, simply mean that response bias differs across the two.  



Worked example: Goodall (2015)  

→ Consider the contrast in sentences below: 

- Which lecture did Ewan prepare?
- What did Ewan prepare? 

→ The wh-phrase which lecture is said to be d-linked in the sense that 
it is most naturally interpreted as soliciting an answer from a set of 
contextually-specified alternatives; it is discourse linked in this way. 
This is not (usually) the case with bare wh-phrases like what.  
→ The contrast between these types of wh-phrases has been a topic 
of active research, but most notably in research that has asked the 
question of whether these wh-phrases can ameliorate a weak island 
violation (Pesetsky, 1987): 

-*What did you wonder who prepared?
- *?Which lecture did you wonder who Ewan prepared? 



Worked example: Goodall (2015)  

→ SYNTACTIC HYPOTHESIS: The presence of an intervening wh-
element blocks the possibility of long-distance extraction, as the 
result of a grammatical principle along the lines of Relativized  
Minimality (Rizzi, 2004). 
→ SEMANTIC HYPOTHESIS: It is easier to interpret the wh-phrase 
when it consists of a set of individuals; other types of wh-phrases are 
subject to a sort of semantic relativized minimality when other scope 
taking elements intervene (Szabolcsi & Zwarts, 1993). 
→ WORKING MEMORY HYPOTHESIS: d-linked wh-phrases may be 
encoded more robustly in working memory, affording a higher 
activation level that facilitates retrieval at the gap site; this would 
make islands appear more acceptable by virtue of facilitating the 
dependency between filler and gap (Deane, 1991; Kluender & Kutas, 
1993; Hofmeister & Sag, 2010).



Worked example: Goodall (2015)  
N = 56 participants 
Untimed 1-7 point Likert scale 
2x3 design with 24 items 
Z-scored prior to analysis



Worked example: Goodall (2015)  

- d-linking effect occurs across 
islands and non islands alike. 
Some evidence for working 
memory hypothesis, insofar 
as this is the only one that 
predicts an effect in that-
clauses.“ 



Worked example: Goodall (2015)  

- Magnitude of the effect seems 
comparable across both structures. 
This is unexpected. 

- Goodall suggests it may have to do 
with scale usage: ”[T]he essential 
question being asked is whether a 
small difference in the lower end 
of the scale (i.e., the D-linking 
effect in island environments) is 
also found in the higher end of 
the scale (i.e., in non-island 
environments). Since this latter 
difference was indeed found, one 
could legitimately worry that this 
finding results simply from a tiny 
difference being exaggerated.”



- This is exactly the potential issue that an SDT analysis has the potential 
to illuminate. 

- We may rephrase Goodall’s question from the SDT perspective: does 
d-linking improve participant’s ability to distinguish well-formed from 
ill-formed wh-dependencies?  

- Idea: Like Bader & Haussler, treat discrete acceptability judgments as 
reflecting a decision process executed over a continuous, single 
dimensional ‘Acceptability’ value. Drawing an analogy between 
‘Acceptability’ and ‘Familiarity’ in the previous example, we may apply 
the tools of SDT to investigate our slightly modified version of 
Goodall’s question. 

 Wagers & Dillon 



Speeded judgment + confidence:     

..

the

child

fixed?

???

1 2 3

~225ms/word+25ms

binary judgment (untimed)

three-point confidence rating



 Wagers & Dillon (in prep) 



These two conditions are structurally identical to Goodall (2015)

 Wagers & Dillon (in prep) 



- For each type of wh-phrase, we seek a minimally matched 
ungrammatical control. 
- The difference between Gram and Ungram is, by hypothesis, the 
difference in acceptability afforded by successfully finding the gap site, 
and retrieving and integrating the filler. 
- We seek to measure the sensitivity to the Gram-Ungram contrast for 
bare and d-linked wh-phrases.  
- Working memory hypothesis predicts that it is this contrast that should 
be selectively enhanced for d-linked sentences.

 Wagers & Dillon (in prep) 



We additionally de-correlated dependency type (matrix vs. 
embedded) to ensure that accurate response behavior relied on 
parsing the sentences by introducing VP type as a manipulation.

 Wagers & Dillon (in prep) 



Simple sensitivity analysis 

STEP ONE: Aggregate correct and incorrect responses by condition 
(correct/incorrect are defined normatively by experimenter, as this is 
a correspondence experiment) 
STEP TWO: Estimate H and FA for each sentence type. 



Simple sensitivity analysis 

sensitivity.ev <- function(H, FA){ 
return(qnorm(H)- qnorm(FA))
     }
      > sensitivity.ev(0.664, 0.333)
[1] 0.855049 

STEP THREE: calculate sensitivity measure to each contrast of interest. 



Simple sensitivity analysis 

bias.ev <- function(H, FA){ 
return(-.5*(qnorm(H)+qnorm(FA)))
     }
      > bias.ev(0.664, 0.333)
[1] 0.004119758 

STEP FOUR: calculate bias measure for each contrast of interest. 



Simple sensitivity analysis 



Interpretation 



Interpretation 

What about c?  
- Recall that c is the distance to the midway point between the two distributions 

being compared. In the Yes-No Recognition memory experiment, this was 
naturally interpreted as response bias.  

- A similar interpretation holds here: people were slightly more likely to respond 
‘no’ to d-linked sentences.  

- But: this does not necessarily imply that observers are adopting a different 
criterion or threshold for each class of sentence. This means only that the location 
of the criterion vis-a-vis the midway point between the distributions being 
compared is different for these two comparisons.  

- This could reflect different decision rules for each class of stimulus, or it could be 
that the two distributions in the d-link condition are shifted overall downwards on 
our acceptability dimension.



Implied Decision Space 
- Criterion placement in the implied decision space is near optimal (unbiased) for 

bare conditions.   
- This same criterion is very slightly conservative for d-linked conditions.

-4 -2 0 2 4
Acceptability

bare-g
dlink-g
bare-ug
dlink-ug



Advances in this design + analysis 

- SDT perspective suggests different experimental logic. Theoretically motivated 
baseline conditions: allows to to better test specific hypothesis that d-linking 
facilitates filler-gap resolution above and beyond any other effect d-linking has on 
acceptability judgments. 

- SDT analysis decomposes ratings into those relevant for a contrast (sensitivity), 
and those that are not relevant for a contrast (bias). Assuming the correct, 
theoretically-motivated contrasts have been constructed this allows us to separate 
effects into those that bear on our hypothesis and those that do not.  

- SDT perspective offers a theory of how the numbers get on the scale. With an 
explicit model of the acceptability decision task, we can factor out any nuisance 
factors related to the decision process itself, and in so doing, get a measure that 
more transparently reflects the underlying mental state that supports judgments. 

- SDT analysis yields a ratio measure that reflects the perceptual distance 
between sentence classes. A ratio measure of acceptability was the original goal 
with ME experiments. The SDT analysis recovers a similar, ratio-scale measurement 
of acceptability from simple binary acceptability judgments. 



EVSDT as probit regression 

- The equal variance signal detection model (EVSDT) may be realized in a probit 
regression model. For many experimental contexts, this is overkill. But the typical 
psycholinguistic experiment typically has a much more complicated design, including 
crossed grouping factors (items and subjects, typically). For statistical inference, this 
equivalence can be useful. 

- Probit regression: A regression of the form: 

- The set of predictors X is combined with coefficients β, and the resulting linear 
predictor is mapped onto response proportions with the normal CDF.  

- Like Logistic Regression, the probit regression can be used to model the outcome of a 
binary-valued dependent variable. It differs from logistic regression in the linking 
function assumed (logistic function versus normal CDF).  

- For many applications these will yield similar inferences. 

P(Y = 1 |X) = Φ(βX)



SDT as probit regression 

- One perspective on probit regression is a latent variable model of exactly the sort 
we have been discussing. Suppose that we have some normally distributed latent 
variable Y’: 

- The CDF transformation then asks ‘what is the probability that Y’ takes on a value 
greater than 0: 

- From the perspective we’ve been developing here, the ‘zero point’ in the probit 
regression is our criterion, or more critically, the point in our decision space that 
divides one response category from another.  

Y′� = β0 + β1x1 + ϵ, ϵ ∼ N(0,1)

P(Y = 1 |X) = Φ(Y′�)



SDT as probit regression 

- Adopt treatment coding, such that for a predictor variable OLD ungrammatical 
condition = 0, and grammatical condition = 1. R model syntax: 

glm(Answer.gj ~ 1 + Grammaticality,data = filter(data,VComp == 
'gap' & WhP == ‘bare'),family=binomial(link='probit'))

...
Coefficients:
    (Intercept)  Grammaticality1  
        -0.4307           0.8538  



SDT as probit regression 

glm(Answer.gj ~ 1 + Grammaticality,data = filter(data,VComp == 
'gap' & WhP == ‘bare'),family=binomial(link='probit'))

...
Coefficients:
    (Intercept)  Grammaticality1  
        -0.4307           0.8538  

- Grammaticality coefficient is an estimate of d’ (compare to our calculation of 0.855 
for our hand calculation).  

- Intercept is an estimate of ɸ-1(FA) (pnorm(-.4307) ~= 0.333, compare to empirical FA 
of .333). c = -ɸ-1(FA); note that this criterion location is expressed in SDs from 0 point, 
not from midway point (as before; but see exercises).   



SDT as probit regression 

- This may be extended to both the bare and d-link conditions in a single model: 

 glm(formula = Answer.gj ~ 1 + Gram + WhP + Gram:WhP, 
    family = binomial(link = “probit"))

Coefficients:
(Intercept)    Gram1    WhPdlink  Gram1:WhPdlink
-0.4307        0.8538   -0.0729   0.1116  

- Gram1:WhPdlink interaction is an estimate of the difference between d’ for bare 
conditions and the d’ for d-linked conditions (compare 0.8538+ 0.1116 = 0.9654 
to our calculation of 0.966 for our hand calculation).  

- Intercept is an estimate of ɸ-1(FA) (pnorm(-.4307) ~= 0.333, compare to empirical FA 
of .333). c = -ɸ-1(FA); note that this criterion location is expressed in SDs from 0 point, 
not from midway point (as before).    

- Intercept+WhPdlink is an estimate of ɸ-1(FA) for d-linked conditions (pnorm(-.
4307-0.0729) ~= 0.307, compare to empirical FA of .307). 



SDT as probit regression 

- This may be extended to both the bare and d-link conditions in a single model: 

 glm(formula = Answer.gj ~ 1 + Gram + WhP + Gram:WhP, 
    family = binomial(link = “probit"))

Coefficients:
(Intercept)    Gram1    WhPdlink  Gram1:WhPdlink
-0.4307        0.8538   -0.0729   0.1116  
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SDT as probit regression 
- Further extensions include hierarchical (mixed-effects) model: 

lmer.probit <- glmer(Answer.gj ~ 1 + Gram + WhP + 
Gram:WhP 

+ (1 | Subject)
+ (1 | ItemID),
data = filter(data,VComp == 
'gap' ),family=binomial(link=‘probit’))

…
Fixed effects:
                     Estimate Std. Error z value Pr(>|z|)    
(Intercept)          -0.52277    0.10755  -4.861 1.17e-06 ***
Gram1                 1.00966    0.13385   7.543 4.59e-14 ***
WhP1                 -0.03946    0.13114  -0.301    0.763    
Gram1:WhP1            0.08442    0.18510   0.456    0.648    
…

- This model yields a larger estimate of the d’ effect for grammaticality, and a 
smaller estimate of the difference between bare and d-linked conditions. It also 
yields frequentist inferential statistics appropriate for this experimental design.  



Exercises 
- Change the contrast coding for the predictor used in bare.model in 

simple.sensitivity.analysis.R so that the interpretation of the 
intercept coefficient is the same as c in our simple bias calculation, and that the 
interpretation of the grammaticality coefficient is d’; recall that c is the 
difference between the criterion location and the midway point between the 
two distributions, expressed in standard deviations: 

c = −
1
2

[Φ−1(H) + Φ−1(FA)]

- Fit a probit regression model with separate coefficients representing d’ for 
each of our two planned SDT comparisons: there should one parameter that 
reflects the d’ for bare wh conditions, and a second one that reflects the d’ for 
the d-linked wh conditions.



Limitations 

- The simple sensitivity analysis assumes that all underlying 
Acceptability distributions are normal and have equal 
variance. This equal variance SDT analysis may not be 
appropriate. 

- If the underlying distributions do not have the same variance, 
then our neat dissociation into sensitivity and bias does not 
hold, and sensitivity will vary with bias (as we hope it does not) 

- This holds true for the probit regression approach as well. If 
equal variance in underlying latent variable distributions does 
not hold, this model is not appropriate. 

- Next stop: Using rating data to evaluate the degree to which 
this assumption characterizes our data.  



Summing up 

→ SDT offers a theory of how discrete ratings are given to stimulus 
that yields underlyingly continuous perceptual impressions. 
→ Initial results suggest that SDT is a useful, accurate model for 
experimental syntax; provides a theory of how discrete ratings arise 
from continuous acceptability judgments. 
→ SDT analysis allows us to reconstruct the underlying decision 
space; this yields ratio-scale measurements of Acceptability contrasts. 
→ Experimental design for SDT analysis involves constructing 
additional minimal pairs contrasts to fully explore underlying decision 
space.     
→ Equal-variance SDT analysis can be implemented as (hierarchical) 
probit regression.



Figure from Hautus et al. 2012Also: Speeded binary, 
Thermometer task, … 
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d’ is multiplied by.           , a reason perhaps for 
larger effect sizes in 2AFC task.
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