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It is well-known that sentence comprehension does not always result in completely
veridical representations of the stimulus. This can be seen from the frequency with which
participants respond “two” when asked “how many animals of each kind did Moses bring on the
ark?”, even when they know the biblical story is about Noah, not Moses. (These illusions also
occur in many cases that do not depend on cultural knowledge, as in (a).) This phenomenon has
been well-established since at least the 1980s [2,3,5], though the sentence processing
mechanisms that give rise to the so-called “Moses illusion” are not well understood. Here we show
that there is substantial variability across illusion stimuli that is not predicted by prior theories, and
that this variability can be a window into the underlying mechanism. We suggest that at least two
key components are necessary for illusions to arise: a shift in attention away from bottom-up
lexical processing prior to the anomalous word, and a high degree of contextual fit of the semantic
features associated with the anomalous word. While prior work has hypothesized that illusions
exemplify “shallow processing” strategies that are widespread in sentence comprehension [1], we
argue that it is in fact the selectivity of the illusion that makes it a useful test case, by allowing us
to identify when and why the comprehender adopts a shallower (top-down) approach as opposed
to a more careful (bottom-up) approach which allows a more accurate representation of the input.
In experiment 1, we tested 100 Mechanical Turk workers on 50 Moses-illusion-type stimuli
taken from prior work to determine, for each item, the probability of an illusion occurring. A posttest ensured that participants had the relevant world knowledge (e.g. they can distinguish Moses
from Noah in context). We found that around ⅓ of anomalies go undetected, consistent with
previous research, but that the illusion rate for individual items may be much greater or much less
than this (fig. 1). For example, sentence (a) yields an illusion rate of 69%, but sentence (b) yields
an illusion rate of only 3%. This variability is more than would be expected by random chance (fig.
2), and is only partly explained by differences between items that have previously been tested,
such as the similarity between the anomalous word (“Moses”) and the intended word (“Noah”)
(fig. 3) [4,6,7]. Note that prior hypotheses predict relative uniformity across stimuli that feature a
semantically-related substitution in an otherwise coherent message, contrary to our findings.
The variability across stimuli offers an opportunity to understand the mechanisms
responsible for Moses illusions at a greater level of specificity. In a second experiment (MTurk;
N=50), we collected Likert scale judgments of the familiarity of the statements being queried in
our Moses task and found that these ratings do not correlate with the probability of illusions (fig.
4). However, the position of the substitution within the sentence does predict illusion rates – later
substitutions are more likely to go unnoticed (fig. 5). This may be because once an answer is
found, careful processing of remaining input is non-essential. To test whether the position effect
may in fact be related to participants’ ability to infer answers prior to the substitution, in a third
experiment (MTurk; N=50), we gave participants sentence fragments up to (but excluding) the
anomalous word and asked them to complete the “trivia question” fragment and give an answer
to their resulting question. We find that the more participants converged on similar completions
(indicated by overlapping answers) for a given item, the more likely the item was to yield illusions
(fig. 6), consistent with our hypothesis. However, neither surprisal nor entropy at the point of the
substitution, as measured by a language model, predicted illusion rates (figs. 7 & 8) [8].
These findings are consistent with our suggestion that the “shallow processing strategies”
described in previous work are triggered by a particular attentional state. That is, once the answer
can be identified, attention can shift away from veridically representing the remaining input (to
other processes like planning an answer). These shallow mechanisms must at least involve partial
access to a word’s semantic features, in order to verify the presence of some contextually relevant
features. Importantly, this hypothesis makes Moses illusions a key example of the active
modulation of processing strategies based on partial input, which is likely widespread.

a. What is the name of the raised bumps on paper which enables deaf people to read? (blind)
b. How did painter Vincent van Gogh lose his eye during his life? (ear)

Figure 1: illusion rate per item, with 95% confidence Figure 2: illusion rate per random “item”, where each
intervals. Some items yielded fewer illusions than the “item” corresponds to a random sample of unique
overall average, while others yielded more illusions. data point

Figure 3: correlation across items
between the rate of illusions and
the
similarity
between
the
anomalous word and intended
word, as measured by word2vec
embeddings (R²=.06, p=.09).

Figure 4: correlation across items
between the rate of illusions and
the average familiarity ratings (17) given by participants in
experiment 2 (R²<.001, p=.98).

Figure 5: correlation across items
between the rate of illusions and
the position of the substitution
(R²=.11, p=.02).

Figure 6: correlation across items
between the rate of illusions and
the overlap in trivia answers when
participants are only provided with
questions up to (but excluding) the
anomalous word (R²=.10, p=.03).

Figure 7: correlation across items
between the rate of illusions and
surprisal of the intended word as
measured by a language model
(R²=.05, p=.11).

Figure 8: correlation across items
between the rate of illusions and
entropy at the point of the
substitution as measured by a
language model (R²=.01, p=.44).
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