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ABSTRACT 

This paper examines the relationship between the language input and phonological development. 

Using novel data from a longitudinal corpus of spontaneous child speech in Polish, we evaluate 

and compare the predictions of a variety of input-based phonotactic models for syllable structure 

acquisition. We find that many commonly examined input statistics can make dramatically 

different predictions, as do different assumptions about the representational units over which 

statistics are calculated. Several models perform surprisingly well in predicting major effects in 

production accuracy, but results vary systematically depending on the representational level 

examined. The most successful models reference multiple abstract units of phonological 

representation. We also show there are departures between the predictions of the best phonotactic 

models and the children’s production patterns that suggest input frequency alone is not sufficient 

to explain the developmental patterns. 
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1 INTRODUCTION 

Recent computational and experimental work has led to a deeper understanding of language 

learning by investigating the complex ways in which learning outcomes depend on various 

statistical properties of the language input. In phonology, one growing area of research involves 

statistical and computational modeling of the primary language data to test the abilities of input-

based models to explain adults’ knowledge of their native language. A number of studies 

compare the results of wellformedness judgment tasks or wug test experiments (Berko 1958) 

probing adults’ knowledge of phonotactics or phonological alternations to the predictions of 

explicit statistical or computational models derived from the language input (Albright 2009; 

Albright & Hayes 2003; Becker, Ketrez & Nevins 2011; Daland et al. 2011; Ernestus & Baayen 

2003; Hayes & Londe 2006; Hayes & White 2013; Hayes & Wilson 2008; Hayes et al. 2009; 

Kager & Pater 2012). Evaluating the systematic predictions of input-based models is a crucial 

step in answering a fundamental question of cognitive science: what are the relative roles of 

experience and innate biases in language learning? These explicit evaluations characterize the 

extent to which language learning outcomes are predictable from the input, and they identify 

specific ways in which adults’ knowledge of their language diverges from the predictions 

derived from modeling the language input. Where divergences occur, these findings support 

concrete elaborations of the input-based models and highlight areas where potential inductive 

biases may be needed to constrain learning outcomes. 

The relationship between the input and learning outcomes is also investigated in a substantial 

body of experimental work examining representational and computational constraints on adults’ 

and infants’ learning of artificial languages (Carpenter 2010; Finley & Badecker 2009; Moreton 

2008; Newport & Aslin 2004; Pycha et al. 2003; Saffran et al. 1996; Seidl & Buckley 2005; 

Wilson 2006) (see (Culbertson, Smolensky & Wilson to appear; Moreton & Pater 2012a,b) for 

recent literature reviews). Collectively, both strands of research have shown that human learning 
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of phonological patterns is exquisitely sensitive to the statistical properties of the language input. 

At the same time, the findings also demonstrate that not all phonological patterns are learned 

equally well, indicating that there are inductive biases interacting with and affecting the 

inferences learners make on the basis of the language input.  

The debate regarding the relative roles of experience and innate biases or universals has also 

played a central role in research on first language acquisition of phonology. The ways in which 

phonological development abides by linguistic universals and grammatical principles have been 

well documented, suggesting an important role for inductive biases (Barlow 2007; Demuth 1995; 

Fikkert 1994; Gerken 1996; Gnanadesikan 2004; Jakobson 1968; Jesney & Tessier 2011; Pater 

1997; Pater & Barlow 2003; Salidis & Johnson 1997). However, there is also substantial 

evidence for the important role of frequency and phonotactic probability in the acquisition of 

phonological patterns (Coady & Aslin 2004; Edwards, Beckman & Munson 2004; Ingram 1988; 

Saffran, Aslin & Newport 1996; Zamuner 2009; Zamuner, Gerken & Hammond 2004), with a 

growing body of work investigating a role for both factors (Boersma & Levelt 2000; Edwards & 

Beckman 2008; Jarosz 2010, 2011; Levelt, Schiller & Levelt 2000; Roark & Demuth 2000; 

Stites, Demuth & Kirk 2004; Tessier 2009; Zamuner, Gerken & Hammond 2005). Like the 

modeling studies reviewed above, this work suggests that both probabilistic phonotactics and 

inductive biases play important roles in learning, but the exact nature and interaction of these 

factors remains poorly understood. Various definitions of frequency have been explored in the 

literature, and it is not clear to what extent predictions for acquisition depend on the exact 

characterization of frequency. There is little work examining the systematic predictions of input-

based computational or statistical models relying principally on phonotactic probabilities and 

frequency for the developmental trajectory (see however Edwards & Beckman 2008; Zamuner, 

Gerken & Hammond 2004). Such work is critical for determining the relative contributions of 

input statistics and biases and for understanding the precise computations and representations 

underlying these statistics in phonological acquisition. 
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In this paper we seek to better understand the nature of frequency effects in natural language 

acquisition by exploring the systematic predictions of explicit, input-based models for natural 

language development. In this way, we integrate aspects of the research areas discussed above. 

We investigate the extent to which a range of phonotactic frequency measures are predictive of 

phonological development. Like the computational and statistical modeling work discussed 

above, we use statistical models to make and test predictions for learning based on properties of 

the language input. However, rather than modeling learning outcomes, our focus is on modeling 

development to probe the input statistics that affect the acquisition process in a naturalistic 

setting. A primary goal of the present work is to identify the consequences of adopting different 

hypotheses about frequency and the representations over which it operates. We investigate these 

questions by analyzing the acquisition of syllable structure by four typically developing Polish 

children and by building statistical models testing the abilities of a range of frequency models to 

predict production accuracy. We also present qualitative analyses that highlight concrete areas 

where the frequency models succeed and where they fail in their predictions. 

In the remainder of this section, we review previous work on the roles of the input statistics 

in phonological acquisition and present the goals of the current study. In the sections that follow, 

we discuss the data, including the spontaneous production data and the methods for calculating 

production accuracy and for extracting the frequency measures from child-directed speech 

(Section 2) before turning to the analyses. Section 3 presents in-depth acquisition analyses that 

establish novel empirical findings on the development of syllable structure in Polish, while 

Section 4 evaluates and compares the predictive capacities of seven frequency-based models. In 

the final sections we discuss our results and implications for theories of phonological learning. 

1.1 Background: Input Statistics in Phonological Learning 

Experimental work indicates that frequency and input statistics play a significant role in 

phonological and phonotactic learning and processing. Infants can extract phonotactic 

probabilities from brief exposure to artificial languages and use these statistics to segment 
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continuous speech (Saffran, Aslin & Newport 1996). Before the age of one, infants can use 

phonotactic probabilities in their native language to segment continuous speech (Mattys & 

Jusczyk 2001). Phonotactic probability influences production accuracy of nonwords by children 

between 2 and 3½ years of age (Coady & Aslin 2004; Zamuner, Gerken & Hammond 2004). 

Adults’ knowledge and use of their native language is also highly sensitive to phonotactic 

probability. Adults employ sophisticated knowledge of the statistical properties of the lexicon of 

their native language in producing phonological alternants for nonwords (Becker, Ketrez & 

Nevins 2011; Ernestus & Baayen 2003; Hayes & Londe 2006; Hayes et al. 2009). Adult spoken 

production is also sensitive to phonotactic probability: more probable sound sequences are 

produced more accurately under experimental conditions designed to induce speech errors even 

when complexity of these sound sequences is controlled (Goldrick & Larson 2008). 

 There is also evidence from crosslinguistic comparisons of phonological development that 

supports a causal role for frequency. Some crosslinguistic comparisons reveal different ages or 

orders of acquisition for the same structures in different languages. For example, Ingram (1988) 

found that word-initial /v/ is mastered later in English than it is in Swedish, Estonian, and 

Bulgarian, where its frequency in the lexicon is significantly higher than in English. Ingram 

proposed that the language-particular frequency of /v/ predicts its ease of acquisition, with higher 

frequency corresponding to earlier acquisition. A similar example is found with respect to 

acquisition of /l/ in French and English: /l/ is mastered earlier by French-acquiring children than 

by English-acquiring children, and its frequency in running speech is higher in French than in 

English (Edwards & Beckman 2008; Vihman 1993). 

At the same time, the debate about the relative roles of input frequency and innate or 

universal biases in the learning of phonological structure continues. There is no consensus about 

the exact characterization of frequency that is needed to capture phonological developmental, 

and there is no agreement about the nature or scope of the learning biases that are required. 

Contrasting with the studies reviewed above is a large body of work on phonological 

development that places a primary emphasis on innate biases rooted in universal markedness. It 
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has long been observed that typologically rare and marked structures tend to be acquired later by 

children (Jakobson 1968; Stampe 1969). In influential work, Jakobson (1968) proposed that 

language acquisition mirrors language typology, with typologically less marked or more frequent 

structures acquired universally earlier than typologically marked or infrequent structures. Some 

of Jakobson’s empirical predictions have been strongly supported by subsequent research. For 

example, children tend to acquire stops before fricatives across languages (Kent 1992; Kim & 

Stoel-Gammon 2010; Smit et al. 1990). 

In the domain of basic syllable structure, research across diverse languages has identified a 

set of systematic implicational laws between basic syllable types. CV syllables occur in all 

languages, while complex onsets, codas, complex codas, and null onsets occur only in some 

languages (Blevins 1995). This gives rise to implicational markedness laws stating that some 

syllable types (e.g. CVC) asymmetrically imply other syllable types (e.g. CV). Findings on the 

acquisition of syllable structure have mirrored these typological patterns. For example, 

examining the development of syllable structure in twelve children acquiring Dutch, Fikkert 

(1994) found that the first onsets to appear were singleton onsets, followed by optional onsets, 

and finally complex onsets. This developmental trajectory parallels the typological universals: 

the least marked singleton onsets are the earliest to develop, followed by development of more 

marked onsets. Fikkert also found that development of codas in Dutch obeys universal 

markedness: null codas were acquired first, then singletons, and finally complex codas. Early 

stages of syllable structure development in English follow a similar trajectory, with CV syllables 

appearing before closed syllables, open syllables with long vowels, and syllables with onset 

clusters (Demuth 1995; Fee & Ingram 1982; Vihman 1992). Similarly, Spanish and German 

development also begins with the CV core syllable, with closed syllables and clusters developing 

later (Lleó & Prinz 1996). At a finer-grained level of analysis, multiple studies have found that 

cluster reduction patterns in child productions of onsets follow universal preferences, retaining 

either the least sonorous consonants (Gnanadesikan 2004; Pater 1997; Pater & Barlow 2003) or 

those that form structural heads (Goad & Rose 2004). 
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Acquisition of basic syllable structure is consistent with universal principles, but the attested 

acquisition paths appear to be constrained by additional factors. Levelt and colleagues (2000) 

found that while Dutch children’s acquisition paths followed universal markedness principles, 

the observed paths among twelve children were further constrained in a way that coincided with 

the relative frequency of syllable types in spoken Dutch. For example, in their study, all twelve 

children acquired CVC syllables before V syllables even though neither of these structures is 

more marked than the other crosslinguistically (neither asymmetrically implies the other). They 

proposed that a combination of universal principles and frequency guides development, with 

universal markedness determining possible developmental paths and frequency mediating among 

these possible paths. Levelt and colleagues showed that this hypothesis was consistent with the 

detailed acquisition paths observed in Dutch, and interestingly, the only variation they observed 

among children in Dutch was in the relative order of acquisition of complex onsets and complex 

codas, neither of which is more marked than the other and which have roughly equal relative 

frequencies in Dutch. Work in other languages has shown that the relative order of acquisition of 

complex onsets and complex codas varies by language, with existing findings supporting earlier 

acquisition of complex codas in English and German (Kirk & Demuth 2005; Lleó & Prinz 1996) 

and earlier acquisition of complex onsets in French and Polish (Demuth & Kehoe 2006; Jarosz 

2010). Furthermore, Jarosz (2010) showed that this crosslinguistic variation in acquisition order 

covaries with the relative frequencies of complex onsets and complex codas in spoken speech in 

these languages. These crosslinguistic findings indicate a causal role for input frequency. 

While the evidence reviewed above suggests that both universals and frequency may play a 

causal role in phonological acquisition, the exact nature of the interaction between these factors 

remains unclear. There is an overall lack of consensus regarding the roles of these factors, with 

recent work supporting divergent conclusions. Hua & Dodd (2000) assert that crosslinguistic 

frequency is not predictive of acquisition, and several recent studies argue that frequency is a 

primary factor in the acquisition of syllable structure (Edwards, Beckman & Munson 2004; 

Zamuner, Gerken & Hammond 2004, 2005). For example, Zamuner and colleagues (2005) found 
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that acquisition of singleton codas in English is better explained by input frequency than by 

crosslinguistic frequency. Others advocate a central role for universals without explicitly 

evaluating frequency (Demuth 1995; Fikkert 1994; Gerken 1996; Gnanadesikan 2004; Pater & 

Barlow 2003). Still others find that frequency is only partially compatible with development 

(Kirk & Demuth 2005; Stites, Demuth & Kirk 2004; Stoel-Gammon 1998). For example, Kirk & 

Demuth (2005) found that the frequency of initial as opposed to final clusters in English was 

predictive of production accuracy on these classes overall but that frequency did not correlate 

well with accuracy of particular consonant clusters. Similarly, Stoel-Gammon (1998) found that 

frequency predicts the overall shapes of children’s early words but that certain patterns, such as 

word-initial /b/, were overrepresented in the children’s early words as compared to the input. A 

final group of studies advocates explanations crucially incorporating both syllable structure 

universals and frequency (Boersma & Levelt 2000; Edwards & Beckman 2008; Jarosz 2010, 

2011; Levelt, Schiller & Levelt 2000; Roark & Demuth 2000; Tessier 2009), but these accounts 

vary greatly in how these factors and their interaction are implemented. 

1.2 Goals of the Current Study 

Thus, there are many findings supporting the role of innate biases, others that support input 

frequency, and still others that suggest roles for both factors. Distinguishing among these 

hypotheses is difficult for a number of reasons. One challenge is that there is a strong correlation 

between frequency and universals: the same structures that are rare crosslinguistically tend to be 

rare within individual languages (Zamuner, Gerken & Hammond 2005). For this reason, many 

developmental findings consistent with an account in terms of universal biases may also be 

consistent with an input-based account. Thus, it is not clear to what extent markedness or other 

biases are necessary to explain particular findings even when those findings are compatible with 

universal biases. Since there is abundant evidence that learners are sensitive to frequency, and 

frequency is highly correlated with markedness, it is important to determine how much 

frequency and phonotactic probability can explain about development without reference to other 
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biases. That is, to what extent can developmental findings be explained by models relying on 

input statistics alone? A second challenge is that investigations of input frequency in 

phonological learning have relied on a wide range of input statistics (see discussion in Section 

2.1 below), and it is not clear how much different assumptions about frequency affect the 

predictions of input-based models. A final challenge in evaluating these hypotheses is a lack of 

studies that evaluate the systematic predictions of models derived from the language input for a 

wide range of structures. Different measures of frequency have been used to model development 

in distinct phonological domains. As a result, it is difficult to estimate the utility of any particular 

frequency model for phonological learning more generally. 

 In this study, we address these challenges by building explicit statistical models of the input 

for a range of frequency measures and comparing their predictive capacities on a wide range of 

syllable structures in Polish. The syllable plays a central role in phonological theory, and there is 

an extensive literature on the universal principles underlying the organization of syllables (for 

reviews, see e.g. Blevins 1995; Zec 2007). This makes syllable structure a critical test case for 

investigating input-based models of learning and determining how much of development can be 

predicted based on language-internal statistics. Polish syllable structure provides a particularly 

interesting arena for investigating these questions because Polish permits syllables of significant 

complexity (Rubach & Booij 1990). The large range of marked syllable types provides the 

opportunity to test predictions across structures varying widely in their complexity. Since many 

marked structures are relatively frequent in the input, Polish is an ideal testing ground for 

hypotheses that seek to explain language development on the basis of input statistics alone. 

Our results indicate that different formulations of frequency can make dramatically different 

predictions, as can different hypotheses about the representational units over which statistics are 

calculated. We also find that some frequency models perform surprisingly well in predicting 

major effects in production accuracy but that the most successful frequency measure depends on 

the representational level examined. Overall, the most successful measures of frequency 

reference multiple abstract units of phonological representation. Finally, we show there are 
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departures between the predictions of the best models and the children’s production patterns that 

suggest that input frequency alone may not be sufficient to explain the developmental patterns. 

2 THE DATA AND PROCESSING 

This section motivates the models of frequency we investigate (Section 2.1) and describes the 

Polish corpus of spontaneous child productions that we use for all analyses (Section 2.2). We 

then present our methodology for automatically aligning the child productions with target 

pronunciations in order to calculate the children’s production accuracy for various structures and 

representational levels (Section 2.3). Finally, Section 2.4 presents the methods for calculating the 

frequency measures from a sample of child-directed speech spoken to these children. 

2.1 Frequency Models 

This section reviews the range of frequency measures that have been used in previous work, 

motivating the models of frequency we investigate. One fundamental dimension along which 

previous studies vary in the definition of frequency is in whether type or token frequencies are 

used. Type frequency refers to the incidence of a given structure in the lexicon, while token 

frequencies are calculated over structures in running speech. For example, the type frequency of 

the onset [st] is the number of distinct lexical items that begins with [st], while the token 

frequency is the number of word tokens in spoken speech that begin with [st]. The choice of type 

vs. token frequency has serious consequences: only the latter is overwhelmingly sensitive to the 

phonological characteristics of common words. Both type (Edwards & Beckman 2008; Edwards, 

Beckman & Munson 2004; Ingram 1988; Salidis & Johnson 1997) and token (Kirk & Demuth 

2005; Roark & Demuth 2000; Stites, Demuth & Kirk 2004; Zamuner, Gerken & Hammond 

2004, 2005) statistics have been found to be predictive of phonological development in previous 

work. It is interesting to note that studies examining adult speakers’ phonological knowledge 

have found type frequencies to be overall more predictive than token frequencies (Albright & 
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Hayes 2002; Becker, Ketrez & Nevins 2011), but we are not aware of systematic comparisons 

between type and token frequency predictions for phonological development. 

Frequencies have also been calculated at various levels of representation in studies of 

phonological acquisition. The levels most often examined in work on acquisition of syllable 

structure are the CV level (Boersma & Levelt 2000; Jarosz 2010; Kirk & Demuth 2005; Levelt, 

Schiller & Levelt 2000; Roark & Demuth 2000), the sonority level (Kirk & Demuth 2005; Stites, 

Demuth & Kirk 2004), and the segment level (Edwards & Beckman 2008; Hua & Dodd 2000; 

Ingram 1988; Zamuner, Gerken & Hammond 2004, 2005). The CV level is useful for 

characterizing basic syllable shapes, such as CVC or CCV, while sonority plays a significant role 

in determining which syllable types are prevalent within and across languages. It is over the 

sonority level that standard principles about the wellformedness of various syllabic constituents, 

including syllables, onsets, and rhymes, have been stated (Clements 1990; Selkirk 1984). As 

with the type/token distinction, the level of representation is critical: a particularly frequent coda 

consonant in common words can inflate a CV- or sonority-level statistic, predicting early 

acquisition for the entire class. On the other hand, a large variety of relatively infrequent codas 

could obscure the overall saliency of coda consonants or particular syllable shapes. 

Ultimately, the kind or kinds of statistics that children make use of during phonological 

acquisition is an empirical question: it is important to explore various formulations to determine 

which best coincide with developmental findings. In this work we explore a range of input 

statistics, varying along the two dimensions discussed above. We consider input frequencies 

calculated from child-directed speech at three representational levels: CV, sonority, and segment. 

Additionally, in order to evaluate the type/token distinction, we consider both type and token 

statistics calculated at each of these three levels, yielding a total of six frequency measures. In 

order to evaluate the extent to which these levels of phonological representation are important for 

modeling acquisition, we also consider and compare to these measures a structure-blind input 

statistic: word frequency. As discussed earlier, we model the acquisition of a wide range of 

syllable structures, allowing for the various statistics to be evaluated across many levels of 
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complexity. To provide as comprehensive a picture of the development of syllable structure as 

possible, we analyze the children’s spontaneous productions across the same three levels of 

granularity. It is possible that the best frequency measures vary by unit of analysis. For example, 

it could be that the development of fricatives and stops overall is best predicted by sonority-level 

statistics but that frequency of particular coda consonants is the best predictor of the acquisition 

of these specific codas. Ultimately, a successful input-based theory must encode a single 

hypothesis about the formulation of frequency that makes accurate predictions when tested 

across a wide range of phonological structures. We explore these issues by evaluating each of the 

seven measures of frequency at each of the levels of analysis. 

2.2 Data and Participants 

The data for our analyses comes from a novel extension of the Weist corpus of child Polish 

(Weist & Witkowska-Stadnik 1986; Weist et al. 1984). The existing corpus includes 

orthographic transcripts and audio recordings of the spontaneous speech of four typically 

developing children interacting with their caregivers and is publicly available via CHILDES 

(MacWhinney 2000). Our analyses are based on newly constructed phonetic transcriptions of 

this corpus, as described below, which will also be made publicly available as part of the 

CHILDES database. 

 We produced a phonetic transcription of the children’s productions using broad phonetic 

transcription with the help of the open-source Phon software (Rose et al. 2006), building on the 

preliminary phonetic transcripts of the Weist corpus produced by Jarosz (2010). The 

orthographic transcripts in the Weist corpus were used as the basis for creating phonetic 

transcriptions of the children’s target pronunciations, and the audio recordings were used to 

phonetically transcribe the children’s actual productions and align them with the target 

transcriptions word by word. The transcription of all child productions was first performed 

independently by two transcribers trained in phonetic transcription, at least one of whom was a 

native speaker of Polish. Then, two Polish speakers trained in phonetic transcription worked 
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together to create a consensus transcription of all productions, relying on a third phonetically 

trained native speaker of Polish to adjudicate in cases when agreement could not be reached. The 

resulting corpus includes phonetic transcriptions of the children’s spontaneous productions in all 

the available audio files for the Weist corpus, providing word-by-word alignment of target 

pronunciations and actual pronunciations in all utterances. 

 The analyses reported here use all the available phonetic transcripts for Bartosz (6 

transcripts), Marta (3 transcripts), and Kubuś (7 transcripts). The full phonetic corpus includes 

nineteen transcripts for Wawrzon, spanning ages 2;02 through 3;02. However, we include only 

the earliest eight sessions (ages 2;02 through 2;06) in our analyses since the data for the other 

children does not include sessions beyond the age of 2;06, and we did not want our data to 

overrepresent any single child. 

We extracted from all the children’s transcripts the phonetic transcriptions of their 

productions and intended targets for each word token with the following exceptions. We did not 

include utterances involving onomatopoeia, wordplay, and child-specific forms as we could not 

be certain of the intended targets in these cases. We excluded word tokens that were incomplete, 

wholly or partially unintelligible, continuations of adult prompts, or repetitions or memorized 

passages. Tokens of the third person singular copula jest [jɛst] were excluded because the 

pronunciation of the copula is highly variable in casual adult speech, often being reduced to [jɛ], 

[jɛs], or even [js], making it difficult to judge accuracy on this highly frequent function word. 

Finally, we excluded the phonological words formed with the consonantal proclitics z and w 

because we could not be certain that children would treat the word onsets created by these 

proclitics (e.g. z wilkiem [zvilkjɛm] ‘with the wolf’) comparably to other word onsets. 

Together, these restrictions resulted in a corpus of roughly 9000 words (as shown in Table 1) 

that was submitted for subsequent processing. The age ranges and sizes for the sub-corpora 

corresponding to each of the children are shown in Table 1. Relative to previous studies 

examining phonological and prosodic development in transcribed, spontaneous child speech, this 

corpus is moderately sized. Some prior studies focused on particular aspects of phonological 
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development such as clusters (Kirk & Demuth 2005; Lleó & Prinz 1996), fricatives (McAllister 

Byun 2011), and codas (Stites, Demuth & Kirk 2004) have examined corpora smaller than 2000 

words. Corpora of two to five thousand word tokens have been used to study development of 

basic syllable structure (Rose 2000; Salidis & Johnson 1997) and to analyze sonority effects in 

cluster acquisition (Demuth & McCullough 2009). Finally, larger corpora (greater than 20,000 

utterances) have been used to develop more comprehensive analyses of children’s phonological 

systems and to study variation across children (Compton & Streeter 1977; Fikkert 1994; Levelt, 

Schiller & Levelt 2000; Pater 1997). 

TABLE 1 
Corpus Characteristics 

 

2.3 Segmental Alignment and Accuracy Coding 

To compute the children’s accuracy, their actual productions were automatically aligned segment 

by segment with the intended targets. This was accomplished using a slightly adapted variant of 

ALINE (Kondrak 2000), a dynamic programming algorithm that incorporates knowledge of 

phonological features in order to maximize similarity between segments. We made minor 

adjustments to the set of phonological features and their weights in order to allow the algorithm 

to encode and compare the similarity of all the segments in Polish. The resulting alignments were 

checked and judged to be appropriate by all of the authors. Examples are given in (1). Alignment 

makes it possible to encode, detect and localize a variety of mismatches between the produced 

forms and the target, including deletions (1a–e), insertions (1f), and substitutions involving 

similar sounds (1b–h).  
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(1) Examples of aligned targets and productions from Kubuś (2;01): 

a. ‘first’ 

 

e. ‘adventure (acc.)’ 

 

b. ‘little bird’ 

 

f. ‘little animals’ 

 

c. ‘little snowman’ 

 

g. ‘watch’ 

 

d. ‘they (masc.) fell over’ 

 

h. ‘I will show’ 

 

Once the targets and productions were aligned, the word margins and their alignments —

shaded in (1) — were extracted. We focus our analyses of syllable structure development on 

initial and final word margins because this avoids making potentially problematic assumptions 

about the syllabification of medial clusters, which is controversial and highly variable even in 

adult Polish (Rubach & Booij 1990). We define initial word margins as the sequence of zero or 

more consonants preceding the first vowel in the target word and final word margins as the string 

of zero or more consonants following the last vowel of the target word. To determine accuracy 

on each word margin, we consulted the alignments to find the phonological string corresponding 

to each target word margin. Specifically, the initial word margin for the child productions was 

defined as the string up to but not including the vowel aligned to the first vowel of the target 

word. Similarly, the final word margin in the children’s productions was defined as the string of 

phonemes starting after the segment aligned to the target’s last vowel. For example, in (1a) the 
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initial word margin aligns target [#n] with the correct actual production [#n], where ‘#’ is used to 

highlight word boundaries for readability. The final word margin for the same form aligns target 

[rf#] with reduced [f#]. In (1f) the initial target [#zvj] is aligned with actual [#ʑɨvj], while the 

null final margin [a#] (for readability, we retain the vowel for null initial and final margins) is 

aligned with the identical margin [a#] of the actual production. In this way, each word token 

contributes information about the production of one initial margin and one final margin. 

TABLE 2 
Sample Accuracy Coding for Example Initial Margins 

 

The extracted word margins were then evaluated for accuracy at the segmental, sonority, and 

CV levels. At the CV level, the only phonological contrast was between consonants (C) and 

vowels (V). At the sonority level, consonants were subdivided into plosives (including affricates) 

(P), fricatives (F), nasals (N), liquids (L), and glides (G), alongside the class of vowels (V). The 

segmental level of representation maintained all the degrees of phonological contrast found in the 

IPA transcriptions for consonants, but all vowels were labeled as simply V (encoding simply the 

presence or absence of a vowel rather than their identity). At each of these levels of 

representation, a word margin was coded as correct (1) if the produced word margin was 

identical to the target word margin and incorrect (0) otherwise1. As shown in Table 2, accuracy 

at the segmental level entails accuracy at the sonority level, but it is possible for a word margin 

                                                
1 The only exception is that word-final productions of orthographic ę were coded as correct at all levels of 

representation when produced as either [ɛ] or [ɛw̃] to reflect the optionality of the nasal offglide in this context.  
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to be accurate at the sonority level and not the segmental level. Likewise, accuracy at the 

sonority level entails accuracy at the CV level, but it is possible for a word margin to be accurate 

at the CV level and not the sonority level. These three levels of accuracy coding allow us to 

differentiate between certain strategies children may use to avoid phonological structures: 

accuracy at the segmental level is sensitive to any mismatch between the target and child’s 

production, mismatches at the sonority level ignore phoneme substitutions within the same 

sonority class, and finally, CV level mismatches penalize primarily insertions and deletions. 

2.4 Calculating Frequency from Child-Directed Speech 

Corpus analysis of language acquisition makes it possible to study the relationship between 

children’s language development and the properties of the language input those children 

received. In addition to transcribing the child productions, the Weist corpus provides 

orthographic transcriptions of the adult speech directed at the children. This provides a sizeable 

sample of child-directed speech from which properties of the input can be estimated. We used 

the transcripts of child-directed speech in the corpus to estimate the various frequency measures 

we evaluate in the second part of this paper. We extracted the child-directed utterances spoken 

by the primary caregivers to create the corpus of child-directed speech, which results in a corpus 

of 9362 utterances, 34,122 word tokens, and 5030 word types2. 

                                                
2 The statistical properties of child-directed speech corpora of comparable size in a variety of languages have been 

extensively studied in the domain of word segmentation (Batchelder 2002; Blanchard, Heinz and Golinkoff 2010; 

Brent and Cartwright 1996; Goldwater, Griffiths and Johnson 2009; Jarosz and Johnson 2013; Johnson 2008; 

Venkataraman 2001) and to a lesser extent in work on phonological development (Zamuner, Gerken and Hammond 

2005). Somewhat larger child-directed speech corpora (80-120k word tokens) were examined in a handful of 

previous studies on phonological development (Demuth and McCullough 2009; Kirk and Demuth 2005; Levelt and 

van de Vijver 2004; Roark and Demuth 2000). 
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This sample of orthographically transcribed child-directed speech was then transcribed 

phonetically using automatic methods based on standard pronunciation. Similar automatic 

methods have been used to construct many other child-directed speech corpora in a variety of 

languages (Batchelder 2002; Blanchard, Heinz & Golinkoff 2010; Brent & Cartwright 1996; 

Gambell & Yang 2006; Goldwater, Griffiths & Johnson 2009; Hockema 2006; Jarosz & Johnson 

2013; Johnson 2008; Roark & Demuth 2000; Venkataraman 2001; Zamuner, Gerken & 

Hammond 2004, 2005). We were careful to use the same transcription conventions as those we 

used for transcribing the child productions. In addition to using the same alphabet and level of 

phonetic encoding for both corpora, we encoded voicing assimilation processes that apply across 

words in Polish. Polish has word-final devoicing and regressive voicing assimilation that applies 

across word boundaries (Gussmann 1992), which means that citation form transcriptions never 

appear with word-final voiced obstruents, but words in connected speech do. Since the phonetic 

transcriptions of the children’s targets and actual productions encode contextual variation of this 

sort, and since this variation occurs in connected speech, we applied regressive voicing 

assimilation to word-final obstruent clusters followed by voiced obstruents or sonorants in the 

same utterance according to the description of these processes provided by Gussmann (1992). 

TABLE 3 
Example Estimates of the Six Frequency Measures 

 

We used the resulting phonetic transcripts to estimate the frequencies of both initial and final 

word margins using each of the six measures of frequency discussed earlier. Both type and token 

frequencies were calculated for all word margins at each of the three levels of representation. 

This yields six different measures of frequency for each word margin: CV type, CV token, 
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sonority type, sonority token, segment type, and segment token. Example frequencies for word-

initial [#ml] and word-final [nt#] are shown in Table 3. As the frequencies in Table 3 illustrate, 

the representational level can dramatically affect the relative frequencies of two structures. At the 

CV level, there are nearly nine times as many words beginning with biconsonantal clusters 

[#CC] as there are words ending in biconsonantal clusters [CC#]. However, there are four times 

fewer tokens of initial [#ml] than there are of final [nt#]. If acquisition is driven by segment- or 

sonority-level frequencies, earlier acquisition of [nt#] is expected, while the reverse is expected 

if CV-level frequencies guide development. The level of representation is important for both 

frequency measures and calculation of accuracy. Based on CV-level frequencies, one might 

expect earlier overall development of initial clusters; however, if there are many rare initial 

clusters, low segment-level frequencies for clusters such as [#ml] could bring down average 

performance on initial clusters. Our analysis investigates all of these possibilities by considering 

each of these six frequency measures’ predictions for development at each of the three levels. In 

order to investigate the possible influence of lexical frequency on development, we also use the 

sample of child-directed speech to estimate word frequency. 

3 ACQUISITION ANALYSES 

Our approach to analyzing the production data follows a number of recent studies utilizing 

regression modeling strategies to analyze spontaneous corpus data (Bane, Graff & Sonderegger 

2014; Jaeger 2010; Jarosz & Johnson 2013; Roland, Elman & Ferreira 2006). We employ 

logistic regression models, created using the glm function in R (R Development Core Team 

2008), to analyze the children’s production accuracy. We present two sets of acquisition 

analyses. The first establishes the relative accuracies across all margin types while controlling for 

a number of potentially confounding variables by building regression models with accuracy as 

the dependent variable and the margin types and control variables as independent variables. We 

build three such models, one for each level of representation. In the second set of analyses, we 
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systematically simplify these models in order to establish which accuracy differences are 

meaningful and to describe the overall developmental pattern in more general terms. In addition 

to establishing the empirical results, these analyses serve as a reference for the subsequent 

evaluations of the frequency models. 

3.1 Relative Production Accuracy of Word Margins 

3.1.1 Method 

The principal goal of this section is to determine the relative accuracy with which children 

produce various margin types on the basis of the spontaneous production data described earlier. 

An important advantage of the present methodology relying on spontaneous speech data is 

ecological validity and an ability to examine the relationship between language acquisition and 

the input. However, since these are spontaneous data, there are a number of factors in addition to 

the factor of interest (syllable margin types) that may affect production accuracy and which 

could not be systematically controlled during data elicitation. Instead, we rely on a set of control 

variables and regression modeling to control statistically for as many potential confounds as 

possible. By incorporating as many control variables into the models as feasible, we can be 

relatively confident that any significant differences detected in the production accuracies of two 

different margin types are in fact due to the factor of interest. 

 All models treat PRODUCTION ACCURACY as the dependent variable and MARGIN TYPE as a 

predictor. In order to control for potential confounds, we also considered six independent 

variables for inclusion in the models. We include AGE (a continuous variable measured in 

months) as a possible control variable in order to account for developmental progression over 

time. To account for individual differences in overall production accuracy, we considered 
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SUBJECT as a four-level factor3. We also control for the possibility that mere experience with a 

particular word form affects the accuracy with which its word margins are produced by including 

(log) WORD FREQUENCY as a candidate predictor4. Finally, we consider three independent 

variables to control for potential effects of phonological and prosodic context of the target words 

within which the word margins are found. We include WORD LENGTH (counted in number of 

syllables), VOWEL (a six-level factor indicating the identity of the vowel adjacent to the margin), 

and STRESS (a binary variable indicating that the syllable the margin belongs to carries primary 

stress)5. Effects of prosodic position and prominence have been repeatedly observed in child 

production studies (Fikkert 1994; see e.g. Demuth 1995). To summarize, the six control variables 

and the associated number of parameters with each are: AGE (1), SUBJECT (3), WORD 

FREQUENCY (1), WORD LENGTH (1), VOWEL (5), and STRESS (1), for a total of 12 parameters. 

  Successful analysis of unbalanced corpus data requires careful attention to model evaluation 

and modeling assumptions (Jaeger 2010). Our primary factor of interest is the syllable margin 

type. Including this factor in the model contributes one parameter for each distinct margin type, 

and the number of margin types varies by representational level. At the CV level there are only 

six types: (#V, #C, #CC, V#, C#, CC#)6, but at the sonority and segment levels, there are dozens 

                                                
3 Although subject-level effects are often included in mixed effects regression models as random rather than fixed 

effects (see e.g. Jaeger 2008) the subject factor in these data has only four levels and hence does not provide 

sufficient information to estimate group-level variation (Gelman & Hill 2006:247). We therefore consider it for 

inclusion in the model as a fixed effect. 

4 Because log(0) is undefined and because a handful of children’s targets do not occur in the child-directed speech 

corpus, we use log(frequency + 1) for all of the frequency predictors. 

5 Primary stress was assigned automatically to penultimate syllables according to the regular stress pattern of Polish 

lexical stress (Rubach & Booij 1985). 

6 Although Polish allows longer sequences of consonants, these patterns are rare and are seldom attempted by the 

children. Due to lack of reliable data, we excluded triconsonantal and longer margins from all analyses. There were 
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of possible margins. To prevent over-fitting and to allow for the coefficients corresponding to 

each margin type to be reliably estimated, we collapsed levels for any margin type that had fewer 

than 5 observations in each cell (accurate and inaccurate). This means only those margin types 

that had greater than 5 accurate productions and greater than 5 inaccurate productions were 

retained as individual levels. We created a dummy level OTHER where the remaining, 

infrequently attempted margins were collapsed and retained for analysis. We did this separately 

for each level of representation. At the CV level, all margin types were adequately represented 

and retained as individual categories. At the sonority level, 25 margin types were retained as 

individual categories, and 14 infrequent margin types were collapsed into the category OTHER. 

These 14 infrequent margin types together accounted for only 0.33% of the children’s production 

data. At the segment level, there was sufficient data to retain 77 margin types as individual 

categories. 110 infrequent margin types were collapsed into the segment-level OTHER category, 

which constituted only 3.2% of the data. 

The children’s overall accuracy on each of the margin types at each of the three levels of 

representation is summarized in Table 4. Sonority-level margins are grouped by CV level of 

representation, and segment-level margins are grouped first by CV level, and then by sonority 

level within CV-level groups. As is evident from the table, the individual levels retained for 

analysis are diverse both in terms of the range of phonological structures represented and in 

terms of the range of average accuracy. For example, Polish is well-known for allowing marked 

clusters involving sequences of obstruents, including those with sonority reversals, and at both 

the sonority and segment levels, all combinations of initial fricative and plosive clusters are 

represented in the retained categories (#PP, #PF, #FP, #FF). 

                                                                                                                                                       

only 170 word tokens with three or more initial consonants, and only 8 word tokens with three or more final 

consonants. This resulted in a reduction of less than 2% of word margins in the corpus. 
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TABLE 4 
Overall Accuracy on Margin Types (MTs) in Production Data 

 

We fit logistic regression models with these control variables and MARGIN TYPE as 

predictors, one for each level of representation. The level of representation determined which set 

of margin types and which accuracy measure was used. For example, for the CV-level model, the 

set of six CV-level margin types (#V, #C, #CC, V#, C#, CC#) was used, and CV-level accuracy 
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coding was used. This way, the CV-level models have the desired interpretation: low accuracy 

on a CV-level type (e.g. #CC) means that this type was produced incorrectly by the children as a 

distinct CV-level type (e.g. #C) whereas high accuracy means children produced this type with 

the correct CV-level structure (although they may have made some substitutions within the class 

of consonants). Likewise, the sonority-level model is indicative of children’s ability to correctly 

produce margins with the target sonority levels, and the segment-level model considers segment-

level accuracy across all segment-level margin types. 

To summarize, we begin by considering three logistic regression models with the full control 

structure discussed above. We have collapsed some of these levels in order to prevent over-

fitting and allow for reliable estimates of the coefficients. As a further check for potential over-

fitting, we compare the number of parameters in each model to the total number of observations 

with the minority outcome (in all cases this is the number of inaccurate productions). The rule of 

thumb for logistic regression models is that the number of parameters should be smaller than the 

number of observations with the minority outcome divided by 10 or 20 (Harrell 2001:61). The 

numbers for the models considered here and the corresponding upper limits are summarized in 

Table 5. For all models, the number of parameters is well below the safe upper limits 

recommended by Harrell. 

TABLE 5 
Regression Parameters and Upper Limits 

 

3.1.2 Results 

We first consider the CV-level regression. After inclusion of all six control predictors, the factor 

of interest, MARGIN TYPE, is highly significant as a whole, as shown by a nested model 
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comparison using a likelihood ratio test (χ2(5) = 1338.0, p < 0.0001). This means that different 

CV margin types exhibit different accuracy patterns, which we explore further below. As for the 

control predictors, WORD FREQUENCY and SUBJECT are not significant (p > 0.1) given the other 

predictors in the model. In a nested model comparison evaluated based on likelihood ratio tests, 

neither SUBJECT (χ2(3) = 4.76, p = 0.19) nor WORD FREQUENCY contributed to model fit (χ2(1) = 

0.25, p = 0.62). All other predictors were found to be significant in the CV-level regression, and 

these are summarized in Table 6. Not surprisingly, Age is positively associated with accuracy: 

older children are more accurate (β = 0.05, z = 7.6, p < 0.0001). STRESS is also positively 

associated with accuracy: margins in stressed syllables are produced more accurately (β = 0.29, z 

= 3.8, p < 0.001). On the other hand, WORD LENGTH is negatively associated with accuracy: 

margins in longer words are produced less accurately (β = -0.14, z = -5.1, p < 0.0001). Finally, 

the identity of the margin-adjacent vowel (the reference category for this factor is the vowel [a]) 

affects accuracy as well (χ2(5) = 15.7, p < 0.01). 

TABLE 6 
Regression Model for Individual CV Margin Types 
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 Returning to the factor of interest, MARGIN TYPE, the regression model indicates not only that 

the predictor as a whole is meaningful, it also provides information about the relative accuracies 

of each of the margin types after adjusting for the control variables. This information is reflected 

by the coefficients associated with each margin type shown in Table 6, and the standard errors 

provide confidence estimates for these coefficients7. To provide a more readable and 

interpretable representation of these results, the coefficients and standard error ranges for 

MARGIN TYPE from Table 6 have been translated into predicted accuracy along with 95% 

confidence intervals using the logistic function (1+ 𝑒!!)!!. This is shown in the upper left 

portion of Figure 1. These predicted accuracies reflect the variation the model attributes to the 

margin types themselves after adjusting for the control predictors. As this graph shows, the 

model captures significant variability in the production accuracy of the CV-level margin types, 

ranging from less than 20% accuracy on CC# to close to 90% accuracy on #C. The confidence 

intervals give a sense of the reliability of these relative accuracy comparisons. The analyses in 

the next section will provide another way to evaluate relative accuracy among the margin types. 

 We perform an analogous analysis at the sonority level8. At the sonority level, the factor of 

interest, MARGIN TYPE, is highly significant as a whole after inclusion of all six control 

predictors (χ2(25) = 1780.0, p < 0.0001). Different sonority margin types exhibit different 

accuracy patterns after adjusting for the control predictors. The lower left portion of Figure 1 

shows the predicted accuracy by MARGIN TYPE at the sonority level. As with the CV level, there 

is a wide range of performance on margin types. SUBJECT is not significant (χ2(3) = 1.67, p > 

0.64) given the other predictors in the model, but all the remaining control predictors were found 

to be significant. WORD FREQUENCY is positively associated with accuracy: there is higher 

accuracy on more frequent words (β = 0.04, z = 2.9, p < 0.01). Once again, AGE is positively 

associated with accuracy: older children are more accurate (β = 0.04, z = 7.7, p < 0.0001).  

                                                
7 The regression was fit with no intercept so that each margin type could receive its own coefficient and error range. 

8 The full model results for the sonority and segment levels are shown in Table 10 and Table 11 in Appendix A. 
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FIGURE 1  Predicted accuracies for margin types. 
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STRESS is once again positively associated with accuracy: margins in stressed syllables are 

produced more accurately (β = 0.24, z = 3.3, p < 0.001). As before, WORD LENGTH is negatively 

associated with accuracy: margins in longer words are produced less accurately (β = -0.09, z = -

2.6, p < 0.01). Finally, the identity of the margin-adjacent vowel affects accuracy as well (χ2(5) = 

30.5, p < 0.0001). 

 At the segment level, results are similar. The primary factor of interest, MARGIN TYPE, is 

highly significant as a whole after inclusion of all six control predictors (χ2(77) = 3662.4, p < 

0.0001). The right portion of Figure 1 shows the predicted accuracy by MARGIN TYPE at the 

segment level. Although the sign on the coefficients is consistent with the CV- and sonority-level 

models, neither WORD FREQUENCY (β = 0.02, z = 1.2, p > 0.21) nor STRESS (β = 0.1, z = 1.5, p > 

0.12) reach significance for the segment-level regression. Once again, AGE is positively 

associated with accuracy (β = 0.03, z = 2.5, p < 0.014), and WORD LENGTH is negatively 

associated (β = -0.19, z = -4.0, p < 0.0001). Finally, VOWEL (χ2(5) = 54.8, p < 0.0001) and 

SUBJECT (χ2(3) = 8.2, p < 0.05) are significant as well. 

Before turning to the discussion, we report several further steps that were taken to perform 

model assessment and validation. For each of the three models, we computed Somers’ Dxy rank 

correlation, which provides an interpretable measure of model fit ranging between -1 and 1 that 

can be used to assess and compare the models. The Dxy values for the CV-level, sonority-level 

and segment-level models were 0.440, 0.494, and 0.596, respectively. Not surprisingly, the 

model with the largest number of parameters has the best ability to predict outcomes. The Dxy 

statistics for the models that have the freedom to encode a separate parameter for each margin 

type will serve as a helpful reference point for the models presented in subsequent sections. To 

investigate potential over-fitting, we also performed bootstrap validation of all three models with 

200 bootstrap samples each using the validate function in the rsm package in R (Harrell 2014). 

Over-fitting was minimal in all three models with optimism for Dxy estimated at 0.0036, 0.0053, 

0.0095, for the CV, sonority, and segment levels, producing the corrected Dxy indices of 0.437, 

0.489, and 0.587, respectively. 
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3.1.3 Discussion 

Regression modeling makes it possible to adjust observed accuracies for various margin types 

based on potentially confounding effects of a number of variables. All six of the control variables 

significantly affected production accuracy in at least one of the models, and three of them 

affected performance in all models. This means that some of the variation in accuracy observed 

across margin types can be ascribed to factors that cannot be systematically manipulated in 

spontaneous speech. Regression modeling makes it possible to estimate the effect these factors 

may have and to separate the effects of these factors from those of the margin types themselves. 

It is not possible to statistically control for every possible influence on production accuracy due 

to data size, data sparsity and limitations on what can be feasibly measured; however, the six 

control variables included here cover a range of possible influences (from prosodic and 

phonological context, to quantity of exposure, to within-subject variability) that are typically 

targeted for control in experimental studies of children’s production, reducing the possibility that 

conclusions about accuracy of different margin types will be distorted by confounding variables. 

Regression modeling also makes it possible to estimate a level of confidence for each of the 

overall production accuracies, automatically taking into account the degree of variability and the 

quantity of data available for each of the margin types. This lends perspective in the 

interpretation of these differences, making it possible to discern when differences are likely to be 

meaningful and when they may be spurious. The results in Figure 1 reveal that there accuracy 

differences of both kinds. On the one hand, the range in production accuracy across margin types 

is substantial, and some margin types have tight confidence limits that are clearly separated from 

others. For example, the CV-level plot suggests that accuracy of #C, #V, and V# is meaningfully 

higher than that of C#, which is higher than #CC, which in turn is higher than CC#. Likewise, 

many of the margin types with lowest accuracy in the sonority- and segment-level plots are 

likely meaningfully lower than those at the top of the plots. At the same time, there is clearly a 

lot of overlap in the confidence intervals, especially in the segment- and sonority- level 
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regressions. This indicates that it is not possible to draw firm conclusions on the basis of these 

data about relative accuracy of many of the overlapping margin types. Although inferences about 

significance can be made by inspection of these confidence intervals, doing so constitutes 

(implicit) multiple comparisons, and it is difficult to extract information about the overall 

production accuracy patterns from these large regressions. So, in the next section we present an 

alternative approach to interpreting the accuracy differences by systematically simplifying the 

models to capture these broader trends. Rather than relying on the confidence intervals directly 

to infer significance, we rely on hypothesis testing using model comparison to identify ways in 

which the models can (and cannot) be simplified without sacrificing explanatory power. In 

addition to providing quantitative results for individual margin types, the models presented in 

this section also serve as a benchmark for the simplified models of the next section. 

Before turning to the overall trends, several qualitative observations can be made about the 

results in Figure 1. As noted earlier, there is substantial variability in the production accuracy of 

various margin types. Comparing accuracy of particular structures across levels of representation 

also reveals that there is substantial variability within margin type classes. For example, at the 

CV-level the #C margin type is produced as a #C margin nearly all the time (the plot does not 

incorporate the effect of age, which would push all accuracies even higher). However, scanning 

the sonority-level plot for #C structures reveals that there is variability within the class of #C, 

with plosive-initial #Cs being produced more accurately than other sonority classes. More 

dramatically, plosive-initial #C margins are overall very accurate – children produce singleton 

initial plosives (including affricates) as plosives with high reliability – however, accuracy varies 

substantially within the class of plosives. While initial #b has the highest accuracy of all 

segment-level margin types, initial #t ͡ʂ is one of the least accurate types of all. It is also possible 

to find seemingly contradictory accuracy patterns by examining patterns at different 

representational levels. As noted above, accuracy on #P is higher than accuracy on #F; however, 

it is not the case that children are uniformly more accurate on initial singleton plosives than 

initial singleton fricatives when performance within these classes is considered. Indeed, children 
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are more accurate on #x and #v than they are on a number of initial plosives, such as #t ͡ʂ or #t ͡s. 

These observations are not specific to stops/affricates and fricatives; many similar patterns can 

be observed within and across the other classes. The fact that there are segmental (and sonority) 

effects of this sort is not particularly surprising, but it underscores the importance of considering 

multiple levels of representation. Without this broader picture, the low accuracy on a range of 

initial plosives could mask the fact that children can actually reliably produce certain plosives. 

This variability also highlights how complex the problem of predicting developmental 

patterns on the basis of frequency (or any other factor) can be since the patterns can look quite 

different depending on the level of analysis. A frequency measure calculated from sonority-level 

representations cannot hope to make distinctions that would predict variability among different 

#P onsets. Clearly, frequency that is sensitive to segmental differences within the class of 

plosives is necessary to make such predictions. On the other hand, it is not clear whether 

segment-level frequency is capable of modeling developmental patterns at higher levels of 

representation, such as the higher accuracy of #C than #CC. All of these patterns reflect 

important aspects of children’s phonological development, and the predictions of input-based 

models must be evaluated on their abilities to make general predictions for these and other 

aspects of development. This variability is the main motivation for the systematic comparisons 

we present in the second half of the paper evaluating each measure of frequency’s ability to 

predict production at each level of representation. 

3.2 Overall Trends in Production Accuracy 

3.2.1 Method 

Our goal in this section is to provide a more general description of the accuracy patterns. We 

take the models developed in the previous section as a starting point and systematically simplify 

them as warranted by hypothesis tests using model comparison (Crawley 2013:324-329). The 

hypothesis tests investigate whether distinctions between margin types can be collapsed without 
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sacrificing explanatory power. Put differently, the model reduction process tests whether the 

added complexity in the model (due to making a distinction between margin types) is warranted 

by improvement in model fit. The reduction process utilizes hypothesis tests on the margin type 

coefficients (Harrell 2001:183-192). We consider two ways to simply the model. The first way is 

to test whether a given margin type warrants its own coefficient in the model: this is equivalent 

to testing the null hypothesis that coefficient βi = 0 for margin type i. The other way is to 

determine whether the data support a distinction between margin type i and margin type j: this is 

equivalent to testing the null hypothesis that the coefficients for the two margin types are equal, 

e.g. that βi = βj. To test the possibility of collapsing and removing margin type predictors, the 

margin type factor for each level was recoded using dummy binary indicator variables with #V 

as the reference category. 

 To provide the most general description, we begin by determining the meaningful 

distinctions at the CV level. We then move on to the sonority level and determine which 

sonority-level margin types warrant their own parameters beyond those needed for the CV level. 

Finally, we proceed to the segment level, including only those predictors that significantly 

improve fit beyond the CV- and sonority-level predictors. At each level we attempt to collapse 

categories starting with the most accurate categories and continue collapsing categories as long 

as likelihood ratio tests are not significant and AIC (a measure that balances fit and parsimony) 

does not get worse. At the CV level we consider collapsing all categories, at the sonority and 

segment levels, we only attempt to collapse categories within CV level classes. For example, at 

these levels, we never consider collapsing singleton codas with complex onsets even if their 

accuracies are very close. The result is a substantially reduced model that describes the general 

accuracy patterns rather than modeling each margin type individually. 

3.2.2 Results 

At the CV level, the three most accurate margin types, #C, V#, and #V, exhibit overlapping 

accuracy confidence limit ranges, as shown in Figure 1. Model comparison confirms that the 
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model that collapses these three types is not significantly worse than the model that differentiates 

among all six CV-level types (χ2(2) = 1.4, p > 0.5). We therefore cannot reject the null 

hypothesis that the coefficients corresponding to these three margin types are the same, and we 

accept the reduced model that fits a single coefficient for this collapsed group. Indeed, since #V 

is the reference category, all three types get a coefficient of 0 (e.g. are removed from the model). 

Any further attempts to eliminate or collapse margin types at the CV level result in a highly 

significant decrease in model fit, however. For example, #CC cannot be collapsed with CC# 

(χ2(1) = 25, p < 0.0001). Likewise, none of the remaining margin types can be removed as 

predictors from the model. We conclude that the data provide sufficient evidence to warrant the 

remaining distinctions at the CV level. The overall fit of the reduced model (Dxy = 0.438) is 

nearly as good as the maximal CV-level model (Dxy = 0.440). 

The resulting reduced model at the CV level is shown in Table 79. The reference category is 

the collapsed #C/#V/V# class, and the coefficients for the other predictors should be interpreted 

relative to it. Since the remaining CV types have successively larger, negative coefficients which 

could not be collapsed, the model supports an accuracy hierarchy of {#C, V#, #V} > C# > #CC > 

CC#. This lines up intuitively with the confidence intervals plotted in Figure 1 and provides 

confirmation that those distinctions are statistically significant. 

TABLE 7 
Simplified CV Model 

 

                                                
9 For conciseness, we omit the control predictors from the tables in this section. Their effects are qualitatively 

similar as in the previous section. 
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The sonority level simplification process begins by considering the three CV predictors from 

the simplified CV model together with the sonority-level margin types, systematically removing 

and collapsing distinctions at the sonority level that are superfluous. Including the CV-level 

predictors makes it possible to reduce the model substantially since only those sonority-level 

types that behave differently from their CV-level class as a whole must remain in the model. 

Indeed, given the CV-level predictors, it is possible to remove 11 of the sonority margin types 

from the model completely (χ2(11) = 9.3, p > 0.59). Among the remaining #C types, #L, #G, and 

#F can be collapsed, but #N cannot be grouped with any of these. Among the remaining #CC 

types, #PG, #PL, #FF, #PF and #FL can be collapsed, and #FP and #PP can be collapsed, but no 

further collapsing is possible within the #CC class. No collapsing is possible within the C# class, 

and only one type remains in the CC# class. Once these particular sonority-level onset clusters 

and codas are accounted for in the model, the distinction between CV-level #CC and C# is 

eliminated, and these are also collapsed. The full details of the simplification process are shown 

in Table 12 in Appendix B. The final reduced model for the sonority level is shown in Table 8. 

Rather than using 26 individual sonority level margin types as in the previous section, this model 

relies on 2 CV-level predictors and 7 sonority-level predictors to describe the general patterns at 

the sonority level and above. The overall fit of the reduced model (Dxy = 0.491) is nearly as good 

as the maximal sonority-level model (Dxy = 0.494). 

To interpret the model coefficients, recall that #C/#V/V# is the reference category at the CV 

level and that 11 sonority margin types (#P, G#, P#, L#, #NG, #FG, #FN, PF#, FP#, “other”, V#) 

have been excluded as their coefficients did not differ significantly from 0 given the other 

predictors. We interpret the results for each CV margin type class in turn. For #C, #P has been 

removed from the model, indicating that its accuracy can be predicted from the coefficient for 

the CV level class. However, #N requires a separate parameter, and has a negative coefficient, 

indicating that its accuracy is lower than that of #P. The remaining #C types (#L, #G, and #F) are 

collapsed but require a separate and lower coefficient still, indicating that their accuracy is 

significantly lower. This interpretation of the model supports an accuracy hierarchy of #P > #N > 
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{#L, #G, and #F} for the singleton onsets. Similar reasoning yields the accuracy hierarchy of 

{#NG, #FN, #FG} > {#FL, #FF, #PF, #PG, #PL} > {#FP, #PP} for the complex onsets, N# > 

{G#, L#, P#} > F# for the singleton codas, and NP# > {FP#, PF#} for the complex codas. 

TABLE 8 
Simplified Sonority Model 

 

For the segmental level, an analogous process was used: starting with the predictors from the 

reduced sonority-level model above and full set of segment-level margin types, segment-level 

margin types were first removed and then collapsed within CV classes. 27 margin types were 

removed (#bj, #b, #dr, #ɡw, #kɕ, #kl, #kt, #ɲ, #pj, #pw, #st, #sw, #sx, #tr, #v, #vw, #vj, #x, 

#zb, #zd, #zw, V#, ɕ#, l#, ɲ#, ɲt ͡ɕ#, nt#, t#, w̃#). All segment-level margin types within the same 

CV-level class that could be collapsed without adversely affecting model fit were collapsed. 

Once the segment-level predictors were included in the model and collapsed, they made some of 

the sonority-level predictors redundant so these were removed from the model. Appendix B 

summarizes the whole reduction process. The final reduced model (Dxy = 0.594) has nearly as 

good model fit as the maximal segment-level model (Dxy = 0.596), and AIC is substantially 

improved. Rather than modeling segment-level patterns using 78 individual segment-level 



 36 

parameters as in the previous section, the reduced model has 2 CV-level predictors, 4 sonority-

level predictors, and 13 segment-level predictors. 

TABLE 9 
Simplified Segmental Model 

 

 The resulting model can be thought of as a refinement of the sonority-level model that 

additionally accounts for segmental variation within CV and sonority-level classes. Recall that 

the sonority model supported an accuracy hierarchy of #P > #N > {#L, #G, and #F} for the 

singleton onsets. The segmental model identifies six ‘strata’ of accuracy for singleton onsets: the 

five explicitly modeled in the regression plus the stratum corresponding to those singleton onsets 
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that are excluded (equivalent to having coefficients set to 0). These strata reveal interesting 

patterns both within and across sonority types. Within sonority classes, the strata indicate that 

there is an accuracy hierarchy across different #P types, with #b > {#t, #d, #p} > {#k, #ɡ, #t ͡ɕ} > 

{#dʑ͡, #t ͡s} > #t ͡ʂ. The two glides #j and #w pattern together, but #m and #n have higher accuracy 

than #ɲ, and accuracy is higher on #l than on #r. Finally, there are a wide range of accuracy 

profiles for the #F class, with {#x, #v} > #ɕ > {#s, #z} > {#ʂ, #ʐ}. Across sonority classes, it is 

clear that not all segment-level types fall neatly into the accuracy hierarchy established at the 

sonority level. In particular, while #F class is overall one of the least accurate sonority level 

types, there are some fricatives (#x, #v) that pattern together with the most accurate #P onset 

(#b). Similarly, while the #P class is overall most accurate, some members of the #P class (#t ͡ʂ) 

pattern together with the least accurate group of all. This analysis therefore presents a more 

nuanced picture of production accuracy that reveals considerable variation within classes, 

especially the plosives and fricatives. 

 Similar patterns hold for singleton codas. For P#, segment-level types span four accuracy 

strata: t# > {k#, p#} > {ɡ#, d#, t ͡ɕ#} > {t ͡s#, t ͡ʂ#}. Once again the nasals are split with m# and n# 

more accurate than ɲ#. For glides, the hierarchy is w̃# > j# > w#, and for liquids it is l# > r#. For 

F#, there are three strata: ɕ# > f# > {ʑ#, z#, s#, ʂ#, ʐ#}. All the classes show substantial internal 

variability. Although there is low accuracy on P# and F# as a whole, some members of these 

classes pattern with the most accurate groups. Thus, as with singleton onsets, singleton codas 

reveal substantial variability across the sonority accuracy hierarchy established by the sonority 

level model (N# > {G#, L#, P#} > F#) when behavior of individual segments is examined. 

 For complex onsets, only a few refinements are needed beyond those already made at the 

sonority level: {#NG, #FN, #FG} > {#FL, #FF, #PF, #PG, #PL} > {#FP, #PP}. While #PP 

clusters are already penalized at the sonority level, #ɡdʑ͡ is particularly bad and receives an 

additional penalty at the segmental level. Similarly, while #FP onsets overall have low accuracy 

and receive a negative coefficient at the sonority level, accuracies of #st, #zb, and #zd are 

predictable from this, while #sk and #sp require a negative coefficient at the segmental level, and 
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#xt ͡s an even lower one, supporting the hierarchy {#zd, #zb, #st} > {#sp, #sk} > #xt ͡s. The #PF 

class also receives a separate sonority-level parameter, but one of its members, #pʂ, is singled out 

at the segment level as having particularly low accuracy for this class. Finally, some #PL clusters 

(#tr, #dr, #kl) are more accurate than others (#kr), which are more accurate than others (#pr, #ɡr). 

Overall, therefore there is evidence of variability within the sonority-level onset cluster classes. 

 There are only three coda clusters distinguished at the segmental level, and these indicate the 

hierarchy {ɲt ͡ɕ#, nt#} > ɕt ͡ɕ#, which is entirely consistent with the hierarchy established at the 

sonority level of NP# > {FP#, PF#}. 

3.2.3 Discussion 

The results in this section establish concrete acquisition effects that provide a broader 

description of the production patterns in this corpus. This description makes an empirical 

contribution to existing studies of phonological development, in particular providing novel 

findings for development of phonology in Polish. In addition to serving as a basis for the 

theoretical investigations in the next section, these results provide a reference point that future 

work can use to examine other hypotheses about phonological development, crosslinguistic 

variation, and the role of the input. For example, although a full analysis in these terms is beyond 

the scope of this paper, the results presented here can be used to evaluate predictions of other 

theories for development, such as those relying on universal markedness (Demuth 1995; Fikkert 

1994; Gerken 1996; Gnanadesikan 2004; Jarosz 2010; Levelt, Schiller & Levelt 2000; Pater & 

Barlow 2003). 

  Additionally, the results presented here reinforce the observations made in the previous 

section that acquisition patterns can appear quite different at different levels of representation. 

Although substantial differences between classes may be observed at higher levels of 

representations, there is often substantial variability within these classes when examined at lower 

levels of representation. This highlights the multifaceted nature the phonological system being 

acquired by the child, the challenges of evaluating theories of development, and the need to 
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consider numerous levels of representation when testing developmental theories. The remainder 

of the paper examines the extent to which different measures of frequency are capable of 

capturing the production patterns observed at each of these levels of representation. 

4 FREQUENCY ANALYSES 

Having established the acquisition facts in the previous section, we now turn to the second part 

of the paper that investigates the capacities of input-based measures to explain these findings. If 

input frequency plays a causal role in phonological development, then those structures that occur 

more frequently should be acquired earlier or be produced more accurately. In this section we 

investigate the consequences of making different assumptions about how frequency is calculated 

and evaluate the predictions of each for acquisition. This allows us to compare the predictions of 

different frequency measures for acquisition to determine how much the formulation of 

frequency matters. It also allows us to identify more successful measures of frequency and 

determine how well they account for the acquisition results. 

We evaluate the abilities of the six frequency measures introduced earlier and also word 

frequency to account for the production differences across margin types. We conduct three 

separate evaluations of these seven frequency measures and present an analysis that examines 

where these measures go wrong. In Section 4.1, we determine the extent to which each of these 

seven measures predicts production accuracy at each of the levels of representation. In this 

section we also evaluate the reliability of the frequency estimates. In Section 4.2, we investigate 

the extent to which the frequency measures can predict the variability across margin types 

captured by the models developed in Section 3.1. In Section 4.3, we utilize model comparison to 

evaluate and compare models relying on one or more measures of frequency. Finally, in Section 

4.4 we examine where the predictions of frequency measures match acquisition patterns and 

where they do not. 
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4.1 Predicting Production Accuracy 

Here we consider the extent to which each frequency measure predicts production accuracy. If 

frequency predicts acquisition, then higher relative accuracy should correspond to higher relative 

frequency. Rather than examining raw frequency counts and assuming a linear relationship 

between frequency and accuracy, we use regression modeling to make predictions for accuracy 

on the basis of frequency and allow each frequency measure to be fit to the data as well as 

possible. In addition to maximizing the utility of each frequency measure, regression modeling 

makes it possible to allow other variables to contribute to the predictions and to use principled 

statistical tests to compare and evaluate different models. A final advantage of this approach is 

that each of the frequency measures can be used to make predictions for each of the 

representational levels, and the quality of these predictions can be compared. 

We evaluate and compare the predictions of each of the seven measures of frequency 

individually by fitting separate logistic regression models for each of the measures at each level 

of representation and calculating Somer’s Dxy statistic for each. As before, we include the control 

predictors, AGE, LENGTH, VOWEL, STRESS and SUBJECT, in the models to account for variability 

in production accuracy that is not directly due to syllable structure. We also report the 

predictions of a baseline model relying only on the control predictors for each of the levels of 

representation to highlight the independent contribution of each frequency measure. 

 As discussed in Section 2.4, all the frequency measures examined here were estimated from a 

moderately sized corpus of child-directed speech spoken to these children. The predictions for 

accuracy depend on the reliability of these estimates: is this child-directed speech corpus large 

enough to provide reliable estimates of these frequency measures, and how much do the results 

depend on the exact sample and its size? To investigate these questions, we collected 200 

bootstrap samples for each frequency measure and fit models using these re-estimated frequency 

measures to construct 95% confidence intervals around the Dxy statistic for each measure. These 
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intervals provide an indication of the extent to which the Dxy index is sensitive to the 

idiosyncrasies of the frequency distributions estimated from each sample. 
 

 
FIGURE 2  Dxy of each frequency measure with 95% bootstrap 

confidence intervals. 

Several noteworthy patterns emerge from the results, shown in Figure 2. The confidence 

intervals are small, indicating that differences between the frequency measures are quite robust 

overall. Since they are all well above the performance of the baseline, all the frequency measures 

capture important information about relative accuracy of margin types, even the word frequency 

measure. However, there is also substantial variability among the measures. One robust, dramatic 

effect is that the token frequencies provide a better fit to the data than the corresponding type 

frequencies for all levels of representation. Segment token frequency is a better predictor of 

accuracy than segment type frequency for each of the levels of production accuracy. Sonority 

token is better than sonority type, and CV token is better than CV type. Another notable effect is 

that non–structure-sensitive word frequency is not a good predictor of accuracy compared to the 

frequency measures specific to margin types, with the exception of CV type frequency, which 

performs quite poorly at the sonority and segment levels. This indicates that abstract 
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representations that enable the encoding of frequency that is sensitive to abstract phonological 

units like onsets and codas are important for modeling the production patterns. 

 When accuracy is evaluated at the segment level, segment token frequency provides the best 

fit. When accuracy is evaluated at the sonority level, sonority token frequency provides the best 

fit. Finally, when accuracy is evaluated at the CV level, sonority token frequency (closely 

followed by CV token frequency) is the best predictor. Thus, the best measure of frequency 

depends on the level at which accuracy is evaluated. There is no single measure of frequency that 

best predicts accuracy independent of accuracy coding. It is not especially surprising that 

segment-level frequency is best at predicting segment-level accuracy among margin types. After 

all, segment-level frequency measures have the capacity to differentiate among segment-level 

types, while sonority-level and CV-level frequency cannot. For example, segment-level 

frequency can reflect the fact that #p is more frequent (and more accurate) than #ɡ, while 

sonority-level and CV-level frequencies cannot differentiate these types since they fall within the 

same #P and #C classes, respectively. Thus, segment-level frequency has more power to 

differentiate among different types than sonority-level and CV-level frequency. However, this 

capacity is apparently not advantageous when it comes to modeling accuracy at these more 

abstract levels. Instead, sonority and CV level accuracy is better predicted by more abstract, and 

less expressive, frequency measures calculated at the sonority and CV levels. Thus, whether 

children produce e.g. #P singleton onsets reliably as #P singleton onsets is better predicted by 

frequency of the #P class as a whole than by the frequencies of individual plosive onsets. This 

suggests that there is an important role for more abstract representations and their overall 

frequency in predicting aspects of children’s phonological development. 

4.2 Predicting Variability Among Margin Types 

The previous section focused on establishing the individual frequency measures’ predictive 

capacities overall and compared to one another. The Dxy measures reported in the previous 

section fall consistently below 0.52, suggesting there is significant variability in accuracy that 
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frequency cannot predict relative to the maximum possible of 1. However, this is arguably not a 

fair evaluation since the models with one parameter for each margin type reported in Section 3.1 

achieved Dxy statistics in an overall similar range. They were 0.440, 0.494, and 0.596, for the 

CV, sonority, and segment levels, respectively. Since the frequency measures can only possibly 

differentiate among margin types (and cannot model other aspects of the data that might affect 

accuracy), the margin type models provide an upper bound on how much variability frequency 

can possibly capture. Comparing frequency models to these upper bounds more effectively 

isolates their abilities to capture variability attributable to the margin types themselves. 

 In this section, we therefore present a second evaluation of the frequency models that 

examines the extent to which the frequency measures can account for the variability that the 

margin type models capture. Specifically, we fit models identical to those in Section 3.1 but 

replace the margin type factor with a frequency measure, and we then calculate Dxy between the 

resulting model and the classifications made by the margin type model to see how much of the 

variability explained by margin type factors can be captured by frequency. We evaluate the 

capacities of all seven frequency measures and the baseline to account for variability captured by 

the margin type models at each level of representation. The results are shown in Figure 3. 

 Although the patterns are qualitatively somewhat different, these results generally 

corroborate the findings of the previous section. Type frequencies perform worse than 

corresponding token frequencies in all cases. Word frequency is not as predictive as any of the 

structure-sensitive frequency measures, but it does capture some variability as evidenced by its 

superiority over the baseline. Finally, just as in the previous evaluation, the best frequency 

measure depends on the level of representation, although the variability is less pronounced. 

Segment token frequency is best at predicting the variability across segment-level types, while 

CV token frequency is best at predicting variability across CV-level and sonority-level types. 
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FIGURE 3  Dxy of frequency models relative to margin type 

models. 

 Beyond these similarities, the main striking observation about these results is the high Dxy for 

many of the frequency models. Except for word frequency, all the frequency models achieve 

Dxy’s of 0.94 or above relative to the CV-level margin type model. This means that children’s 

relative accuracy on the six CV-level types is largely predictable from a variety of frequency 

measures. More impressively, several frequency measures do quite well at predicting the relative 

accuracy on the 26 sonority-level types: all the token frequency measures and the segment type 

frequency measure achieve Dxy’s of 0.9 or above. The frequency models show a decreased 

ability to capture the variability in accuracy on the 78 segment-level types, with sonority-level 

and CV-level token frequencies achieving Dxy’s of 0.755 and 0.617, respectively. However, 

segment-level token frequency does considerably better, reaching a Dxy of 0.840. 

4.3 Multiple Frequency Measures? 

So far our models have relied on individual measures of frequency, but it is possible production 

accuracy is affected by multiple types of input statistics simultaneously. To explore this 
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possibility, we performed likelihood ratio tests comparing the models with individual frequency 

measures and control predictors to superset models relying on multiple measures of frequency. 

 To corroborate the findings of the previous sections that the structure-sensitive frequency 

measures capture variability in production accuracy that is not predicted based on word 

frequency alone, we compare a model with word frequency and controls as the only predictors to 

a model that includes word frequency as well as the three token frequency measures and 

controls. When the dependent variable is segment-level accuracy, the superset model is 

significantly more predictive (χ2(3) = 2111.8, p < 0.0001). Likewise, the model with word 

frequency and all three type frequencies included as predictors is superior to the model with only 

word frequency (χ2(3) = 1877.7, p < 0.0001). In both cases, the results are similar for accuracy at 

other levels of representation. This indicates that information from some structure-sensitive 

frequency measure is useful for predicting production accuracy. 

 We can also examine the combined token frequency and combined type frequency models to 

determine which structure-sensitive frequency measures are contributing independent 

information. In the combined type frequency model, all frequency measures are significant: word 

frequency (β = 0.12, z = 10.4, p < 0.0001), CV type frequency (β = 0.10, z = 2.0, p < 0.05), 

sonority type frequency (β = 0.07, z = 2.3, p < 0.05), and segment type frequency (β = 0.49, z = 

25.9, p < 0.0001). In the combined token model, segment token frequency (β = 0.48, z = 24.0, p 

< 0.0001) and CV token frequency (β = 0.15, z = 3.4, p < 0.001) are significant, but word 

frequency (β = 0.02, z = 1.4, p > 0.17) and sonority token frequency (β = 0.05, z = 1.5, p > 0.13) 

are not. In both models, therefore, multiple structure-sensitive frequency measures are 

significant, indicating that statistical information from multiple representational levels provides 

at least partially complementary and useful predictive information about production accuracy. 

The above evidence from model comparisons indicates that combining information from 

multiple frequency measures is helpful. These significant effects are also reflected in modest 

gains in Dxy as compared to the best individual measures of frequency. The Dxy of the combined 

token frequency model is 0.521, which is slightly higher than the Dxy of the segment token 
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frequency model presented in Section 4.1 (0.518). Similarly, the Dxy of the combined type 

frequency model is 0.490, which is somewhat higher than the performance of the segment type 

model from Section 4.1 (0.470). Similar effects can be observed when considering the evaluation 

criteria utilized in Section 4.2. For example, while the Dxy statistics for the token segment 

frequency model from Section 4.2 were 0.962, 0.906, 0.840 at the CV, sonority, and segment 

levels, respectively, the corresponding Dxy statistics for the combined token frequency model are 

0.964, 0.930, and 0.867. 

4.4 Mismatches Between Frequency and Accuracy 

Overall, therefore, many aspects of the production patterns are largely predictable from 

frequency measures. There is significant variability in the predictiveness of different frequency 

measures, but the structure-sensitive token frequencies, especially segment token frequency and 

the combined token frequency model, capture substantial variability in production accuracy 

across the six CV-level margin types, the 26 sonority-level margin types and, to a lesser degree, 

the 78 segment-level margin types. Thus, we can conclude that these input statistics, calculated 

over structured representations at multiple representational levels, are highly predictive of 

production accuracy. 

 However, this does not mean that these input statistics alone can fully account for 

phonological development. On the contrary, there is great deal of variability in production 

accuracy across margin types that these models fail to capture. This is most easily demonstrated 

by a likelihood ratio test between the combined token frequency model and a superset model that 

also includes the margin type predictors from the reduced segmental model from Table 9 in 

Section 3.2. The difference between these two models is highly significant (χ2(19) = 1568.7, p < 

0.0001). Not only is the effect of these 19 margin type predictors significant overall after 

controlling for all three token frequency measures, but all 19 of the margin type predictors from 

Table 9 remain highly significant (p < 0.01) individually. This indicates that the combined 

effects of all three token frequency measures do not fully capture the general production 
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accuracy patterns established in Section 3.2. The importance of the margin type predictors is also 

reflected in the substantial increase in Dxy, from 0.521 for the combined frequency model to 

0.595 when the target margin predictors are added. We therefore conclude that none of the 

frequency measures or combinations thereof can fully account for all of the acquisition effects. 
 

 
FIGURE 4  Frequency predictions vs. accuracy for CV margin 

types. 

 To explore the predictions of frequency more qualitatively, we compare the predictions of the 

combined token frequency model to those of the models fit with one parameter for each margin 

type. As discussed above, the combined token frequency model has access to frequency 

calculated at each of the levels of representation and provides the best fit to the data, thereby 

representing the most successful frequency predictions. The models are used to make predictions 

for each observation in the data, and then these predictions are averaged within margin types so 

that matches and systematic mismatches on margin types can be inspected. These results are 

plotted in Figure 4 for CV margin types, Figure 5 for sonority margin types, and Figure 6 for 

segment margin types. The plots are sorted by accuracy as predicted by the margin type models. 

 Consistent with the analysis in Section 4.2, the frequency model does a good job at matching 

the predictions of the CV margin type model. The main divergence in the predictions is for the 

#V type. Null onsets are quite rare in Polish, yet the children produce them reliably with high 

accuracy. The frequency model actually predicts slightly lower accuracy for #V than C#, which 
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is contrary to the acquisition results. A less dramatic mismatch occurs for #CC, whose high 

frequency fails to predict its moderate accuracy.  
 

 
FIGURE 5  Frequency predictions vs. accuracy for sonority 

margin types. 

 The frequency predictions for the sonority-level margin types show more dramatic 

mismatches. #NG onsets are rare in Polish, but children’s accuracy on them is very high. 

Frequency also fails to predict the relatively high accuracy on #FN onsets, L# codas, and NP# 

codas. In contrast, frequency predicts overly high accuracy on F#, #FL, #PP, #FP, and FP#. 
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Codas and clusters composed of obstruents are very frequent in Polish, but children’s accuracy 

on these structures is poor, especially on the clusters. 

 

  
FIGURE 6  Frequency predictions vs. accuracy for segment 

margin types. 
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 Finally, at the segmental level there are quite a few dramatic mismatches. For singleton 

onsets, frequency substantially underpredicts the accuracy of #x, but substantially overpredicts 

the accuracy of #z, #r, #s, #t ͡s, #ʂ, #ʐ, and #t ͡ʂ. Initial [x] is not very frequent compared to other 

singleton onsets, but children are very accurate on this onset. In contrast, coronal affricates, 

fricatives, and trills are relatively frequent, but children do not produce them reliably. Similar 

patterns hold for singleton codas. Frequency substantially underpredicts the accuracy of t#, l#, 

f#, p#, and d#, but it substantially overpredicts accuracy on w# and a number of coronal 

fricatives and affricates: s#, ʂ#, t ͡s#, #ʐ, and #t ͡ʂ. There are numerous mismatches on clusters as 

well. For example, children are much more accurate on #vj, #pw, #pj, #zw, #zd, and #bj than 

predicted by frequency, but they are much less accurate on ɕt ͡ɕ#, #xt ͡s, #pʂ, #pr, and #st than 

frequency predicts. Obstruent–glide onsets are relatively rare, but children produce them 

accurately. Conversely, obstruent sequences are relatively frequent, especially those composed 

of coronal obstruents, yet children struggle with these clusters. 

5 GENERAL DISCUSSION AND IMPLICATIONS 

Returning to the research questions outlined in Section 1.2, the results of the analyses in Section 

4 support several conclusions. All measures of frequency are highly predictive of production 

accuracy, but different measures of input frequency make dramatically different predictions, and 

their quality varies widely. Across all analyses, the frequency measures calculated over 

representations that make reference to abstract phonological categories like onset and coda were 

better predictors of production accuracy than structure-blind word frequency. Across all 

analyses, token frequency measures were better predictors of production accuracy than 

corresponding type frequency measures. These consistent, robust results in our analyses are 

somewhat surprising given that prior work in multiple languages indicates that adult speakers’ 

phonological generalizations are better predicted by type frequency (Albright & Hayes 2002; 

Becker, Ketrez & Nevins 2011). It is possible that this points to a genuine developmental 
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transition. It could be that children initially rely primarily on token frequency since their lexical 

representations are still very much developing and incomplete, and only later transition to a 

greater reliance on statistics in their lexicons. Certainly, it has been repeatedly found that infants 

rely on (token) frequencies of patterns found in continuous speech to segment the input into 

words. However, this is a hypothesis that should be investigated directly in other corpora and 

other languages. 

Despite these consistent generalizations, there is no single frequency measure that best 

accounts for production patterns across all levels of representation. Broadly speaking, more 

abstract, higher-level production patterns are better predicted by frequency measures calculated 

over more abstract, higher-level representations, while lower-level production patterns are best 

predicted by lower-level representations. The models that are most predictive of production 

patterns overall rely simultaneously on frequency measures calculated at multiple levels of 

representation. In addition, as mentioned above, the structure-sensitive frequency measures are 

consistently more predictive than word frequency. These results in combination point to a 

multifaceted role of frequency in phonological development, one that references multiple, 

abstract levels of phonological representation. A number of recent studies support similar 

conclusions, indicating that representations such as natural classes (Albright 2009; Hayes and 

Wilson 2008), tiers (Hayes & Wilson 2008), and syllables (Daland et al. 2011; Kager & Pater 

2012) are critical for modeling phonological learning. Our results and those of the related studies 

strongly suggest that access to abstract phonological representations is necessary for successful 

learning and successful modeling of acquisition. 

 The combined token frequency model, and to a lesser extent the segment token frequency 

model, goes a long way toward capturing the variability in accuracy among margin types at the 

CV, sonority, and segment levels. This indicates that input statistics calculated over appropriate 

representational units can account for a wide range of developmental patterns at various levels of 

analysis for structures ranging widely in their complexity. Overall, this lends considerable 

support to the hypothesis that appropriately defined input statistics have the potential to explain a 
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great deal about phonological development. At the same time, it is important to remember that 

the evaluations of input-based models considered here examine only certain aspects of the 

developing phonological system. Indeed, some of the previous studies that have strongly argued 

for alternative developmental theories relying primarily on innate biases or universal constraints 

have examined other aspects of developmental phonology, such as error patterns or productive 

processes and alternations, which are beyond the scope of the current investigations. 

Furthermore, the predictions of input-based models must be evaluated crosslinguistically to 

determine if the kinds of models found to be successful in this analysis of Polish acquisition are 

highly predictive in other languages with very different input statistics. Thus, while the present 

results support a substantial role for appropriate input statistics, a more comprehensive 

examination of input-based models is needed before more general conclusions about the primary 

role of input statistics in phonological development can be reached. 

In addition, the results in the preceding sections have shown that there are many systematic 

discrepancies between children’s production patterns and the predictions made on the basis of 

frequency. This indicates that none of these measures of frequency (or their combinations) can 

fully account for the variability in accuracy across margin types. This naturally raises the 

question of whether there could be other formulations of frequency or phonotactic probability 

not considered here that would improve the performance of input-based models. The answer is 

almost certainly yes. We considered frequency measures calculated at two abstract 

representational levels – the sonority and CV levels – each of which can be defined in terms of 

abstract phonological features, such as [±SYLLABIC], [±CONSONANTAL], [±SONORANT], and 

[±APPROXIMANT]. However, there are countless other representational levels, and configurations 

of natural classes more generally, that play important roles in the sound systems of natural 

languages that were not considered here. For example, our input-based models were endowed 

with the capacity to penalize the class of initial consonant clusters if these structures had low 

frequency (by virtue of access to the CV level). However, none of the models had the capacity to 

represent structures in terms of other features such as [CORONAL], [±ANTERIOR], or 
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[±DISTRIBUTED]. Although the segment-level frequency measures enabled the models to penalize 

segments belonging to these classes on an individual basis, it is possible that some kind of input 

statistic calculated at these more abstract levels would have revealed these classes to be relatively 

underrepresented and hence predicted their lower accuracy. Therefore, it is possible that a richer 

model of input frequency with access to a much wider array of phonological features would 

predict accuracy more successfully on the basis of the input. This is an empirical question that 

requires further work. More generally, the extent to which models of phonotactics endowed with 

richer phonological representations could be predictive of phonological development is an 

important question for follow-up work. 

Nonetheless, it seems unlikely that access to additional phonological features could explain 

all the production patterns. The models we considered failed to account for the relative accuracy 

on many classes that they did have access to. For example, none of the models could explain the 

relatively high accuracy on null initial onsets or the relatively low accuracy on complex onsets 

even though these structures could be represented at multiple levels. None could explain the 

relatively low accuracy on clusters composed of obstruents even though the sonority level allows 

the frequency of these cluster classes to be encoded directly. Accuracy was predicted to be too 

high on numerous margins composed of coronal obstruents at the segmental level; however, 

allowing the model to abstract frequency over a feature such as [CORONAL] would be unlikely to 

help since this would only serve to highlight how frequent these structures are as a class. It is 

important for future work to explore other theories of frequency and phonotactic probability that 

may improve on these results, but there seem to be genuine discrepancies between production 

accuracy and frequency in Polish that go beyond the specific assumptions made about input 

statistics here. Children produce certain structures unreliably even though they are abundantly 

represented in the input. 

This suggests that some additional mechanism, besides sensitivity to input representations, is 

involved in phonological development. Possible candidates for these factors include but are not 

limited to articulatory or perceptual biases, universal grammar, domain-general learning biases, 
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and domain-specific inductive biases. These factors may make reference to specific substantive 

constraints, to general cognitive principles, or some combination of biases. There is widespread 

disagreement and debate about the role of phonetic substance and complexity in typology and 

learning (see e.g. Moreton 2008; Moreton & Pater 2012a,b for extensive discussion). The 

analyses pursued here cannot differentiate among possible sources of these additional factors, but 

they do highlight where the frequency models make incorrect predictions, suggesting directions 

for further exploration. For example, it is difficult to ignore the fact that many of the structures 

for which frequency underpredicts accuracy are particularly well-formed from a markedness 

perspective (e.g. obstruent–glide complex onsets), and that many of the structures for which 

frequency overpredicts accuracy could be influenced by articulatory (e.g. trills, affricates) or 

perceptual (e.g. coronal fricatives and affricates) difficulty. However, it is not immediately 

obvious that incorporating such substantive pressures would significantly improve predictions 

since production accuracy is not uniformly under- or overpredicted for these structures. It 

remains to be seen, therefore, whether some explicit formulation of substantive pressures or 

other learning biases (potentially in combination with input statistics) can better predict the 

observed range of production patterns. 
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APPENDIX A 

TABLE 10 
Regression Model for Individual Sonority Margin Types 
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TABLE 11 
Regression Model for Individual Segment Margin Types 
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APPENDIX B 
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Summary of Model Simplification 

 


