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Expectation Driven Learning of Phonology* 

Gaja Jarosz 

Abstract 

This paper develops a novel approach to learning phonological hidden structure 

relying on underexplored expectation driven learning strategies rooted in the machine 

learning literature. A novel probabilistic grammatical representation that enables 

estimation of expectation driven learning updates, and two learning algorithms 

utilizing these updates, are introduced. The algorithms are shown to surpass the 

performance of existing error-driven learning models on a large test system with 

hidden metrical structure. The paper then shows that the learning strategies are fully 

general and can also be successfully applied to learning of an entirely different sort of 

hidden structure created by unknown underlying representations.  

Keywords: Optimality Theory, Learnability, Hidden Structure, Statistical Inference 

0. Introduction 

Understanding how Language is learned and how it is organized are two fundamental 

and intertwined questions of theoretical linguistics. Any theory of Language must 

include an explanation for how it is acquired. Learnability work in constraint-based 

phonology has made significant progress in recent years in understanding how 

phonological structure is acquired. Beyond learnability, computational modeling is 

playing an increasingly prominent role in phonology, including much research on 

typology (Anttila 2008; Bane and Riggle to appear; Pater 2009; Potts et al. 2010; 

Pruitt 2012; Staubs et al. 2010), variation (Boersma and Hayes 2001; Coetzee and 
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Pater 2011), gradience and phonotactics (Coetzee and Pater 2008; Hammond 2004; 

Hayes and Wilson 2008; Kager and Pater 2012; Keller 2000; Martin 2011), 

acquisition modeling (Boersma and Levelt 2000; Hayes 2004; Jarosz 2010; 

Smolensky 1996a; Tessier 2009; Tessier et al. 2011), and inductive bias (Becker, 

Nevins and Ketrez 2011; Daland et al. 2011; Hayes and Londe 2006; Hayes et al. 

2009; Wilson 2006). This has led to significant insights into the nature of 

phonological knowledge and how it is learned by children. It has also created an 

explicit connection between language data and theory that makes possible rigorous 

evaluations of phonological theories and their predictions for typology and learning. 

Work in phonology has shown that many systematic regularities in natural 

language sound patterns can be attributed to covert structures and representations, 

such as phonemes, syllables, metrical feet, moras, and autosegmental tiers. A large 

body of experimental work corroborates these results, showing that infants and adults 

make use of such structures during language learning and processing. It is also well 

known that phonological systems are sensitive to aspects of morphological and 

syntactic structure and that the associated word and morphological boundaries involve 

abstract structure to which language learners do not have direct access. While such 

hidden structure plays a pivotal role in phonology, relatively little is known about 

how exactly this structure is learned and how it shapes learning. The correctness 

proofs and performance of the algorithms that are most widely utilized in the field 

presuppose access to all hidden structure. This includes algorithms for categorical OT 

(Tesar 1995), probabilistic OT (Boersma 1997; Magri 2012), Harmonic Grammar 

(Boersma and Pater to appear), and Maximum Entropy Grammar (Goldwater and 

Johnson 2003; Hayes and Wilson 2008). Although recent work within the framework 

of constraint-based phonology has made significant progress, learning of hidden 

structure remains an open area of ongoing research with many outstanding questions.  

The ability to cope with hidden structure and other kinds of ambiguity is 

critical to realistic modeling of language learning and for connecting natural language 
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data to the full richness of phonological theory. Otherwise, entire empirical domains, 

such as metrical stress and syllable structure, must be excluded from modeling or 

unrealistic assumptions must be made about learners’ knowledge of hidden structure 

and how it interacts with other aspects of phonology. Learners capable of inferring 

hidden structure need not assume that hidden structure (syllabification, underlying 

representations, feet) is adult-like and can instead model how learners acquire the 

hidden structure and how its acquisition interacts with other aspects of phonological 

grammar. A capacity to model hidden structure learning in a realistic way would 

allow the deep structure and principles of phonological theory to help explain the 

complex patterns of acquisition, and it would allow the intricate empirical patterns of 

acquisition to inform and constrain phonological theory. Computational models for 

comprehensive learning of phonology including hidden structure would also make 

possible extensive and automated empirical testing of phonological theories on large 

collections of natural language data. Successful strategies for handling hidden 

structure have the potential to enrich and broaden the scope of research in many areas 

of phonology, in typology, and in acquisition.  

Most existing approaches to hidden structure build on error-driven learning 

algorithms (Rosenblatt 1958; Wexler and Culicover 1980) such as the Gradual 

Learning Algorithm (GLA: Boersma 1997; Boersma and Hayes 2001) and Error-

Driven Constraint Demotion (EDCD: Tesar 1995). This paper tackles the hidden 

structure problem from a different perspective, an underexplored alternative relying 

on expectation driven learning strategies rooted in the machine learning literature. 

Instead of exploring further refinements of error-driven learning strategies, this paper 

describes how expectation driven learning strategies can be adapted to constraint-

based phonology to yield general learning strategies for coping with hidden structure 

and ambiguity of various kinds. An appealing property of this approach is that a 

single, general learning mechanism can be harnessed to cope with all kinds of 

ambiguity, including various kinds of hidden structure and variability. This contrasts 
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with previous approaches to hidden structure which are specifically designed to deal 

with one kind of hidden structure, such as structural ambiguity, and do not extend to 

other types of hidden structure, such as underlying representations. The paper presents 

a novel grammatical representation, Pairwise Ranking Grammars (PRGs), which 

enables efficient estimation of expectation driven learning updates. Two novel 

expectation driven learning algorithms utilizing these updates are presented, one batch 

and one online. Both algorithms are evaluated and compared to existing error-driven 

learning algorithms for probabilistic Optimality Theory and shown to surpass the 

performance of existing models on a large test system with hidden metrical structure. 

The paper then shows that the expectation driven learning strategy extends to an 

entirely different sort of hidden structure created by unknown underlying 

representations. Successful grammar and lexicon learning simulations are presented. 

1. Background: Error-Driven Learning, Hidden Structure, and Parsing 

Within OT and related frameworks, there is an extensive body of work on the learning 

of hidden structure (Akers 2012; Alderete et al. 2005; Apoussidou 2006; Apoussidou 

2007; Biró 2013; Boersma 2003; Boersma and Pater to appear; Jarosz 2006a; Jarosz 

2009; Jarosz 2013b; Merchant 2008; Pater et al. 2012; Tesar 1997; Tesar 2004; Tesar 

and Prince 2007; Tesar and Smolensky 1998a; Tesar et al. 2003, and many more). 

Like other work on constraint-based learning, the learning models explored here rely 

on general learning mechanisms that are not tied to particular representations, 

constraints or domains, which distinguishes this overall approach from a number of 

learnability approaches developed in other frameworks (Dresher 1999; Dresher and 

Kaye 1990; Goldsmith 1994; Heinz 2009). The approach pursued in the present work 

also differs fundamentally from existing approaches relying on error-driven learning 

(Rosenblatt 1958; Wexler and Culicover 1980) strategies, which includes nearly all 

existing work within the constraint-based framework. Two main approaches to hidden 

structure learning have been explored for constraint-based frameworks. One strand of 

research focuses on the learning of strict rankings in the presence of hidden structure 
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by enhancing error-driven learning with Inconsistency Detection (Tesar 1997; Tesar 

2004), which makes it possible to test hypotheses about hidden structure against other 

grammatical information stored by the learner (Akers 2012; Alderete et al. 2005; 

Merchant 2008; Tesar 2013; Tesar and Prince 2007). A second strand of research 

enhances error-driven learning models with parsing mechanisms that assign hidden 

structure to overt data. Although this parsing approach was first developed as a 

strategy for learning strict rankings (Biró 2013; Boersma 2003; Boersma and Pater to 

appear; Tesar 1998; Tesar and Smolensky 1998a), it has also been extended to error-

driven learning models for probabilistic OT (Apoussidou 2006; Apoussidou 2007; 

Boersma 2003; Boersma and Pater to appear; Jarosz 2013a; Jarosz 2013b) and to 

error-driven learning models for weighted grammars (Boersma and Pater to appear; 

Jarosz 2013a; Jarosz 2013b). More generally, error-driven approaches have been 

extensively utilized in prior work on constraint-based phonological learning outside 

the context of hidden structure learning. This includes error-driven learning models 

for categorical OT (Boersma 2009; Magri 2012; Prince and Tesar 2004; Tesar and 

Smolensky 1998b; Tessier 2009), probabilistic OT (Boersma 1997; Boersma and 

Hayes 2001; Pater 2008), and weighted grammars (Boersma and Pater to appear; 

Jäger 2007; Jesney and Tessier 2011; Pater 2009; Soderstrom, Mathis and Smolensky 

2006). Error-driven learning is the dominant approach within constraint-based 

frameworks, including learning of hidden structure.   

 The focus here is on the learning of hidden structure in a probabilistic setting 

in which free variation and noise are assumed to be a realistic component of the 

learning environment. Accordingly, the following discussion emphasizes the parsing 

strategies for error driven learning (Apoussidou 2006; Apoussidou 2007; Biró 2013; 

Boersma 2003; Boersma and Pater to appear; Jarosz 2013a; Jarosz 2013b; Tesar 1998; 

Tesar and Smolensky 1998a), which are a widely utilized approach to hidden 

structure learning in the probabilistic setting (Apoussidou 2006; Apoussidou 2007; 

Boersma 2003; Boersma and Pater to appear; Jarosz 2013a; Jarosz 2013b). As 
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discussed above, closely related error-driven learning strategies play a crucial role in 

much work on phonological learning more generally.  

1.1 Preliminaries: Probabilistic Ranking and Error Driven Learning 

This section reviews error-driven learning for probabilistic OT, which utilizes 

Stochastic OT and its associated learning model, the Gradual Learning Algorithm 

(Boersma 1997; Boersma and Hayes 2001). In Stochastic OT, constraints are ranked 

along a continuous scale. At evaluation time, random noise sampled from a normal 

distribution centered around zero is added to the ranking value of each constraint 

independently. The resulting relative ordering is interpreted as a strict ranking for 

optimization. The Gradual Learning Algorithm (GLA) for Stochastic OT (Boersma 

1997; Boersma and Hayes 2001) makes use of the continuous scale by making small, 

repeated updates to the ranking values during learning. 
(1) Error Driven Learning for [tɛ(ˈlɛfɔn)] (from Jarosz 2013b) 

 /tɛlɛfɔn/ AFR IAMB TROCH AFL 

 a. (ˈtɛlɛ)fɔn * *   

 b. (tɛˈlɛ)fɔn *  *  

Winner c. tɛ(ˈlɛfɔn)  *  * 

Loser  d. tɛ(lɛˈfɔn)   * * 

The GLA is an error-driven learning algorithm (Rosenblatt 1958; Wexler and 

Culicover 1980), which means that the learner computes and makes updates to its 

grammar in response to errors it generates as it processes the learning data. For each 

learning datum, the learner uses its current grammar to generate its own output for 

that datum. If the learner’s output does not match the learning datum, the learner 

compares its output (the loser) to the learning datum (the winner) in order to 

determine how to adjust the grammar. For illustration, consider an example (from 

Jarosz 2013) in which the learner is presented with the form [tɛ(ˈlɛfɔn)] while learning 

a language like Polish, with regular penultimate stress (Rubach and Booij 1985). 

Suppose the learner must correctly rank constraints preferring right and left alignment 
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of feet, ALLFEETRIGHT (AFR) and ALLFEETLEFT (AFL), respectively, and constraints 

preferring right and left headed feet, IAMBIC (IAMB) and TROCHAIC (TROCH), 

respectively. If the learner’s current ranking is AFR » IAMB » TROCH » AFL, the 

learner will generate the incorrect [tɛ(lɛˈfɔn)] for input /tɛlɛfɔn/, as shown in (1).  As 

an error-driven learner, the learner will then compare the violations of the loser with 

the violations of the winner in order to determine how to adjust the constraint ranking. 

Once this comparison is made, the rankings of loser-preferring and winner-preferring 

constraints are adjusted so as to increase the harmony of the winner compared to the 

loser. The update rule for the GLA (Boersma 1997; Boersma and Hayes 2001) is 

shown in (2). For each constraint i, the learner compare the violations of the winner 

W and loser L under constraint i, ci(W) and ci(L), respectively. Constraint i’s ranking 

value is increased by ε (the learning rate or plasticity) when the loser has more 

violations than the winner and decreased by ε when the winner has more violations 

than the loser (the sgn function returns -1 for negative, 1 for positive, and 0 for zero). 

Thus, ε is added to the ranking values of winner-preferring constraints and subtracted 

from those of the loser-preferring constraints, and this increases the likelihood that on 

subsequent iterations the correct output will be generated for this learning datum. In 

the example in (1), candidate (c) is the winner for the penultimate stress language, 

while the loser, the learner’s own output, is candidate (d). Comparing the violations 

incurred by candidates (c) and (d), the learner determines that IAMB favors the loser, 

and TROCH favors the winner, while the remaining constraints have no preference. 

Based on this, the learner calculates the update rule, which indicates that IAMB must 

be demoted and that TROCH must be promoted.  

(2) GLA Update Rule 

  

In addition to being error-driven, the GLA is also an online learning algorithm, 

which means that updates to the grammar are computed by processing the learning 

data one form at a time. Thus, learning continues in this way by processing each 

€ 

Δri = ε⋅ sgn(ci(L) − ci(W ))
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learning form one at a time and making updates to the grammar whenever errors are 

generated. If learning is successful, errors will become rarer over time as the data are 

repeatedly processed. Although the present focus is on learning of constraint ranking 

in a probabilistic setting, it is worth noting that the same essential strategy is utilized 

by analogous learning algorithms for other frameworks as well.  Error-Driven 

Constraint Demotion (Magri 2012; Tesar 1995; Tesar and Smolensky 1998a) is an 

online, error-driven learning algorithm for categorical OT. Online, error-driven 

learning algorithms closely related to the GLA have also been explored for weighted 

grammars, including Harmonic Grammar and Maximum Entropy Grammars 

(Boersma and Pater to appear; Jarosz 2013b; Jäger 2007; Soderstrom, Mathis and 

Smolensky 2006). The processing required to extract information from the learning 

data in all these algorithms is the same: the violations incurred by the winner must be 

compared to the violations incurred by the loser. 

1.2 Error Driven Learning and Hidden Structure 

The algorithm described above makes the simplifying assumption that the learner is 

provided with full structural descriptions of the learning data, including hidden 

structure such as syllabification and underlying representations, which is not present 

in the overt learning data. Hidden structure is crucial for calculating error-driven 

updates since constraint violations depend it. In the above example, the learner was 

presented with the footed [tɛ(ˈlɛfɔn)], and this footing was crucial to identifying 

candidate (c) as the winner. Given only overt [tɛˈlɛfɔn], there is ambiguity between 

candidates (b) and (c), and the learner cannot be sure which is the winner. Violations 

of constraints like IAMB and AFL can only be determined when the structure, or parse, 

is known. However, determining the structure is part of learning the grammar of the 

target language, creating an apparent learning paradox. If the learner does not know 

the footing, the learner cannot determine which of (b) or (c) is the winner that should 

be compared with the loser. The choice is critical and has drastically different 

consequences for the learning update. If candidate (c) is selected, the rankings of 
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IAMB and TROCH will be adjusted, but if the learner mistakenly selects (b) as the 

winner, the update will adjust AFR and AFL instead, leading the learner astray. 

 To make matters worse, the correct parse can ultimately be determined only 

by consulting other overt forms. For example, to determine that right-aligned trochees 

rather than left-aligned iambs are required, the learner must process other forms that 

disambiguate between these possibilities, such as disyllabic forms with initial stress. 

In more realistic setting, an enormous range of hidden structures and constraints are 

involved, and ambiguity is rampant (see e.g. Prince 2010; Tesar 2004). Successful 

learning can only occur with learning strategies robust to such massive ambiguity. 

1.3 Parsing for Structural Ambiguity 

As discussed earlier, parsing is one prominent approach that enables error-driven 

learners to cope with structural ambiguity (Apoussidou 2006; Apoussidou 2007; Biró 

2013; Boersma 2003; Boersma and Pater to appear; Jarosz 2013a; Jarosz 2013b; Tesar 

1998; Tesar and Smolensky 1998a). The main idea behind parsing is that the learner’s 

current grammar can be used to provide an educated guess about the hidden structure 

in the overt data. The first and most widely used parsing strategy, Robust Interpretive 

Parsing (RIP), was developed by Tesar & Smolensky (1998a; 2000) for categorical 

OT setting, was later extended to other frameworks (Apoussidou 2006; Apoussidou 

2007; Boersma 2003; Boersma and Pater to appear; Jarosz 2013a; Jarosz 2013b).  
 

(3) Robust Interpretive Parsing for [tɛˈlɛfɔn] (from Jarosz 2013b) 

 /tɛlɛfɔn/ AFR IAMB TROCH AFL 

 a. (ˈtɛlɛ)fɔn * *   

 b. (tɛˈlɛ)fɔn *  *  

RIP parse c. tɛ(ˈlɛfɔn)  *  * 

 d. tɛ(lɛˈfɔn)   * * 

Given an overt form, RIP uses the learner’s current constraint ranking to select 

the optimal candidate among those whose structural descriptions are consistent with 

the overt form. This works like standard OT evaluation except with a candidate pool 
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limited to structural descriptions, or parses, of the overt form. The optimal candidate 

returned by RIP is deemed the parse and treated as the winner when an error occurs. 

In (3), RIP is applied to [tɛˈlɛfɔn]. There are only two structural descriptions of the 

overt form, candidates (b) and (c), and according to the current ranking, candidate (c), 

[tɛ(ˈlɛfɔn)], is more harmonic. Candidate (c) is therefore chosen as the parse, which is 

correct for a language with right-aligned trochees. The learner then generates its own 

output for the underlying form /tɛlɛfɔn/: candidate (d) [tɛ(lɛˈfɔn)]. Since the winning 

parse is not identical to the learner’s output, an error has occurred. The violations of 

the parsed winner and loser are compared, and the grammar is updated as usual.  

In addition to Tesar and Smolensky’s RIP/EDCD, RIP versions of two other 

error-driven learning models have been proposed and examined in recent work. 

Boersma (2003) applied the RIP learning strategy to the GLA, while Boersma and 

Pater (to appear) applied RIP to the Gradual Learning Algorithm for HG (HG-GLA). 

A number of studies have examined the ability of RIP/EDCD, RIP/GLA, and 

RIP/HG-GLA to cope with the sort of structural ambiguity inherent to metrical 

phonology (Apoussidou 2007; Boersma 2003; Boersma and Pater to appear; Jarosz 

2013a; Jarosz 2013b; Tesar and Smolensky 2000), and other work (Apoussidou 2006) 

has examined the ability of RIP/GLA to learn the rankings of lexical constraints 

governing the choice of underlying representations. In general, the performance of 

RIP is unreliable, especially for constraint ranking frameworks. Tesar and Smolensky 

(1998a) showed that RIP/EDCD can get stuck in a perpetual loop of mistaken parses 

and grammars. Boersma and Pater (to appear) presented comparisons of the three 

algorithms’ performance on a large metrical phonology test set developed by Tesar 

and Smolensky (2000), finding that RIP/HG-GLA learned around 89% of the target 

languages, RIP/GLA learned only around 59%, while RIP/EDCD learned even fewer. 

Jarosz (2013b) showed that the poor performance of the RIP/GLA for Stochastic OT 

(and to a lesser degree of noisy HG) is due in part to the Parsing-Production 

Mismatch, which prevents RIP from assigning structure in a way that is consistent 
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with the learner’s grammar. This causes the learner to behave inconsistently, leading 

to poor learning outcomes and inefficiency (Jarosz 2013a; Jarosz 2013b). 

Besides the discouraging performance for categorical OT and Stochastic OT, 

another challenge for RIP is the existence of different kinds of hidden structure. RIP 

provides a way to select among competing prosodic parses, but the same strategy 

cannot be used to deal with other kinds of hidden structure, such as underlying 

representations. This can be illustrated with the simple example in (4) where an 

attempt is made to use RIP to parse underlying representations. For RIP to select 

among competing underlying representations, full structural descriptions with 

different underlying representations must compete in a single tableau. In this example, 

the observed datum is [klup] with a voiceless word-final obstruent, and the learner 

must determine that the underlying representation has a voiced word-final obstruent.  
 

(4) Hypothetical Application of RIP to Underlying Representations 
  *VOICE]σ IDENT *VOICE 

 a. /klub/ ➝ [klub] *  * 

 b. /klub/ ➝ [klup]  *  

RIP parse c. /klup/ ➝ [klup]    

 d. /klup/ ➝ [klub] * * * 

As in the previous structural ambiguity example, ultimately the learner would 

need to consult other data to determine that final devoicing rather than identity is 

required for this datum. However, it is easy to see in this example that RIP will never 

posit an unfaithful underlying representation, even if the current ranking already 

reflects the word-final devoicing target grammar. Recall that RIP must choose the 

most harmonic candidate among those that match the overt form. This means that all 

competing candidates have the same overt form [klup] and violate the same 

markedness constraints. An unfaithful mapping can never be selected since there will 

always be a faithful parse that violates fewer constraints. RIP fails to make unfaithful 

underlying representations available to the learner, regardless of the current grammar. 
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The current production grammar is entirely consistent with either voiced or voiceless 

word-final obstruents underlyingly since both /p/ and /b/ map categorically to surface 

[p]. In other words, the production grammar indicates both /p/ and /b/ are possible 

inputs for final [p], yet RIP invariably selects the faithful /p/ when different 

underlying representations compete in parallel, which means RIP has no chance of 

discovering unfaithful underlying representations. This is another instance of the 

Parsing Production Mismatch (Jarosz 2013b), albeit a much more systematic and 

devastating one. The hypothetical application of RIP to underlying representations 

reveals a profound mismatch between the production grammar (which in this case is 

the devoicing grammar) and the parsing outcome, which is invariably faithful1.  

 Recent work has addressed some of these shortcomings of RIP/GLA in 

various ways. Some work explores ways of circumventing the challenge of underlying 

representations by relying on lexical constraints rather than standard underlying 

representations. This allows lexical constraints to compete in parallel with standard 

markedness and faithfulness constraints to participate in selecting underlying 

representations in production and in comprehension (Apoussidou 2006; Apoussidou 

2007; Pater et al. 2012). However, this creates additional hidden structure that must be 

learned (the lexical constraints), and provides no solution to the learning of 

underlying representations under standard assumptions about the relationship between 

the lexicon and grammar. In other work building on RIP/GLA, Jarosz (2013b) 

proposed two alternative parsing strategies, Resampling Robust Interpretive Parsing 

(RRIP) and Expected Interpretive Parsing (EIP) and showed that both substantially 

improve performance over RIP. Despite its improved performance, Jarosz showed 

that RRIP suffers from the Parsing-Production Mismatch, just like RIP. RRIP is also 

limited to dealing with hidden structures of the same variety as RIP: the 

interpretations must compete in parallel in a single tableau. EIP shows more promise 

in these respects: it is not subject to the Parsing-Production Mismatch, and it is not in 

principle limited to parsing candidates that compete in parallel in a single tableau. EIP 
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selects a parse by repeatedly generating outputs using the production grammar until a 

match occurs, in which case that structure is used as the parse. Therefore, EIP could in 

principle be used with unknown underlying representations by first probabilistically 

selecting an underlying representation, then using the grammar to produce an output 

from the underlying representation, and then using the parse and the underlying 

representation of the first match as the structural description for learning. However, 

Jarosz notes this rejection sampling method requires additional computing effort, 

especially early during learning, and it remains to be seen whether it can realistically 

scale up to learning underlying representations without significant modifications. 

2. Expectation Driven Learning 

Rather than seeking further refinements of parsing strategies and improving their 

performance and efficiency, this paper explores an alternative approach to learning 

hidden structure in the probabilistic setting. Like EIP, this approach crucially relies on 

the information in the probabilistic production grammar. Unlike EIP, however, this 

approach avoids the need for parsing altogether; rather, it uses the production 

grammar directly to make inferences about learning updates. 

 To preview the basic approach and how it differs from RIP, consider the 

example Jarosz (2013b) used to illustrate the Parsing Production Mismatch for 

RIP/GLA. In this example (5), the learner has already determined that AFL and AFR 

are tied at the top of the hierarchy, TROCH is ranked next, and IAMB last. According to 

this probabilistic ranking, the production grammar will generate [(L ˈL) L] 50% of the 

time, and [L (ˈL L)] the other 50% of the time. Since the alignment constraints are 

variably ranked, alignment is sometimes rightward and sometimes leftward. However, 

since TROCH is strictly ranked above IAMB, feet are always trochaic. Despite the 

variability, the grammar clearly encodes the fact that trochees are the favored foot 

form. The issue for RIP arises when the learner is presented with the ambiguous overt 

form [L ˈL L] and must assign a parse in order to perform error driven learning. 

Rather than assigning trochees consistently with its grammar and identifying [L (ˈL 
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L)] as the only possible parse, RIP generates candidates (b) and (c) with equal 

likelihood. Whenever 𝐴𝐹𝐿 ≫ 𝐴𝐹𝑅, RIP generates (b) as the parse and (a) as the 

output in production and is then lead to the mistaken conclusion that TROCH must be 

demoted and IAMB promoted even though the foot form constraints pose no problems 

for this learning datum. The learner sporadically undoes grammatical information it 

had previously acquired. Jarosz (2013a; 2013b) shows that such mismatches lead to 

pervasive internal inconsistency during learning and dramatically affect performance. 
 

(5) Illustration of Parsing-Production Mismatch in OT (from Jarosz 2013b) 
Production RIP /L L L/ AFL AFR TROCH IAMB 

50%  a.  (ˈL L) L  *  * 

 50% b.  (L ˈL) L  * *  

50% 50% c.  L (ˈL L) *   * 

  d.  L (L ˈL) *  *  

 The expectation driven approach deals with structural ambiguity completely 

differently. Rather than trying to find a parse to compare to the loser, the expectation 

driven learner makes inferences about how the current learning datum should affect 

the learner’s hypothesis given the learner’s current state of knowledge. In this case, 

the learner’s current knowledge is incomplete about the directionality of alignment 

but complete about the preference for trochees. Given the learner’s certainty about 

foot form, the rational learner will interpret the ambiguous [L ˈL L] as providing direct 

evidence for rightward alignment. This is the logical inference since a trochee must be 

right-aligned in order to generate the observed stress pattern. Intuitively, the more 

certain the learner is about the preference for trochees, the more certain the learner 

should be that this datum supports rightward alignment. In general, expectation driven 

inference is probabilistic and sensitive to the certainty of the learner’s current 

knowledge. In this example, given the learner’s 100% certainty about foot form, the 
learner should be 100% certain that [L ˈL L] supports rightward alignment.  

Formally, as shown in (6), expectation driven inference involves estimating 

the conditional probability Pr 𝐴 ≫ 𝐵   𝐺! ,𝑑) of a relative ranking (𝐴 ≫ 𝐵) given the 
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learning datum (d) and the current grammar (𝐺!). This quantity formalizes the 

learner’s relative confidence in a particular relative ranking upon observing the overt 

datum d. One of the contributions of the present work is showing that this quantity 

can be readily estimated using the production grammar by inverting the conditioning 

of this expression using Bayes’ theorem, as shown on the right hand side of the 

equation. Rather than trying to infer the ranking preferences ‘backwards’ from the 

overt form, it is possible to invert the conditioning and ask instead what the relative 

ranking predicts for production. Intuitively, the more likely the observed datum is for 

a given relative ranking, the more that relative ranking is supported by that datum, 

modulated by the probability of that ranking under the current grammar. Pr(𝑑|𝐴 ≫

𝐵,𝐺!) is the production probability of the overt datum given the current grammar 

except with the relative ranking of A and B set to 𝐴 ≫ 𝐵. This is the quantity that can 

be estimated using the production module, and it indicates the extent to which that 

relative ranking favors that overt form. The other expression in the numerator, 

Pr 𝐴 ≫ 𝐵 𝐺! , is simply the probability of the relative ranking according to the 

current grammar and can be looked up directly. Finally, the denominator is just a 

normalization term and can be calculated directly once both numerator terms have 

been determined for both relative rankings of the two constraints, as shown in (7). 
(6) Pr 𝐴 ≫ 𝐵   𝐺! ,𝑑) =   

!"(!|!≫!,!!)!"(!≫!|!!)
!" !   !!)

  

(7) Pr 𝑑 𝐺!) = Pr(𝑑| 𝐴 ≫ 𝐵, 𝐺𝑖)Pr(𝐴 ≫ 𝐵 𝐺𝑖 + Pr(𝑑|𝐵 ≫ 𝐴, 𝐺𝑖)Pr  (𝐵 ≫ 𝐴 𝐺𝑖  

As discussed earlier, the main information this learning datum provides to the 

example learner with the variable grammar in (5) is that rightward alignment should 

be favored over leftward alignment. This can be worked out by considering the 

consequences of both relative rankings of the foot form constraints. If AFL is ranked 

categorically above AFR but the grammar is otherwise unchanged, production will 

categorically yield candidate (a) [(ˈL L) L] as the output. This stress pattern does not 

match the overt form 𝑑, which is [L  ˈL  L] in this example. Therefore, the probability 

Pr [L  ˈL  L]   𝐴𝐹𝐿 ≫ 𝐴𝐹𝑅,𝐺!) that [L  ˈL  L] will be generated given this relative 
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ranking is 0. In contrast, if the reverse relative ranking holds – that is, AFR is ranked 

above AFL – the production grammar categorically outputs (c) [L (ˈL L)], with a 

stress pattern that matches [L  ˈL  L]. Therefore Pr [L  ˈL  L]   𝐴𝐹𝑅 ≫ 𝐴𝐹𝐿,𝐺!) is 1. 

Since the current grammar considers both relative rankings equally likely, 

Pr 𝐴𝐹𝑅 ≫ 𝐴𝐹𝐿 𝐺! = Pr 𝐴𝐹𝐿 ≫ 𝐴𝐹𝑅 𝐺! = 0.5. We now have all the information 

necessary to calculate the update to the ranking of these two constraints based on this 

overt form. The final calculation will dramatically favor 𝐴𝐹𝑅 ≫ 𝐴𝐹𝐿. Plugging these 

values into the formula in (6), we find that Pr  (𝐴𝐹𝑅 ≫ 𝐴𝐹𝐿| L  ˈL  L ,𝐺!) will be 
!×.!

!×.!!!×.!
= 1, while Pr  (𝐴𝐹𝐿 ≫ 𝐴𝐹𝑅| L  ˈL  L ,𝐺!) will be !×.!

!×.!!!×.!
= 0. As discussed 

above, categorical certainty about foot form implies categorical certainty about the 

relative ranking of alignment constraints for this datum. Note also that no parsing is 

required to determine these preferences: all that is needed is the ability to generate 

outputs using the probabilistic grammar and compare the overt portion of the output 

to the overt learning datum. Whereas the desired behavior of a parsing approach 

would be to identify the right-aligned trochee as the only possible parse and update 

the grammar based on the constraint violation differences between that parse and the 

output, the expectation driven approach achieves a similar result by determining the 

consequences for production of the relative rankings directly. 

If the learner’s knowledge about foot form is less certain, the inference about 

the relative ranking of the alignment constraints will likewise be less certain. Suppose 

that the learner is only 80% certain that TROCH outranks IAMB while the relative 

ranking of AFL and AFR remains variable at 50-50 as before. In this scenario, the 

production grammar has a 20% chance of generating iambs, and both relative 

rankings of the alignment constraints now have some probability of producing the 

observed stress pattern. If 𝐴𝐹𝐿 ≫ 𝐴𝐹𝑅, the production grammar will now have a 20% 

chance of generating the observed stress pattern for L  ˈL  L  by producing a left-

aligned iamb. If 𝐴𝐹𝑅 ≫ 𝐴𝐹𝐿, the grammar has an 80% chance of generating the 

correct stress pattern by producing right-aligned trochees. The calculation therefore 
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shifts toward lower certainty about the relative ranking of these constraints. A higher 

relative ranking of AFR is still favored but is now less likely than before: 

Pr 𝐴𝐹𝑅 ≫ 𝐴𝐹𝐿 L  ˈL  L ,𝐺! = .!×.!
.!×.!!.!×.!

= .8. Accordingly, there is now some 

probability associated with the opposite ranking: Pr 𝐴𝐹𝐿 ≫ 𝐴𝐹𝑅 L  ˈL  L ,𝐺! =
.!×.!

.!×.!!.!×.!
= .2. This example shows how prior partial knowledge about foot form can 

lead the learner to acquire partial knowledge about alignment after processing a new 

datum. The learner’s prior beliefs about one relative ranking can lead, in principled 

ways, to inferences and updates to the learner’s beliefs about other relative rankings. 

Over time such soft preferences about relative rankings accumulate and influence 

processing of and expectations about subsequent input data. Inferences made by the 

learner do not have to be categorical: the learner can learn from imperfect and 

ambiguous data. Probability theory provides a principled framework for making 

inferences in the face of uncertainty. In more complex cases, the ability to deal with 

rampant ambiguity in a gradient and flexible way is critical to robust learning.  

This section has considered two simple examples to illustrate the main 

principles at work in expectation driven learning. The examples illustrate how beliefs 

about the relative ranking of two constraints can be updated based on the processing 

of single datum. The main idea is that the learner can consider the expected outcomes 

of production and combine that with its prior beliefs about relative rankings to make 

rational, probabilistic inferences on the basis of incoming data. In the general case, the 

learner will compute updates for each pair of constraints on the basis of each learning 

datum. More realistic examples will involve more interacting constraints, grammars 

with more variable relative rankings, and of course, many more learning data. The 

same principles are involved in more complex cases, but the learner must be capable 

of calculating the relative probabilities of many interacting constraints, not just two as 

in this simple case. The next section introduces a novel probabilistic grammar 

representation that makes it possible to represent the relative pairwise rankings of all 

constraints and use these probabilities to generate outputs. The subsequent sections 
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present the details of the learning algorithms, explaining exactly how these general 

learning principles can be used to calculate grammar updates. 

2.1 Pairwise Ranking Grammars 

The example in the previous section had pairs of variably ranked constraints. This 

made it possible to analytically determine the production outcomes since for these 

cases intuitions are relatively clear about how the relative ranking probabilities should 

combine when generating outputs. When three or more constraints are variably ranked 

with one another; however, a more general method for generating outputs using 

relative ranking probabilities is needed. This section introduces such a method. 

 In general, what is needed in order to perform expectation driven learning is a 

way to parameterize a probabilistic ranking in terms of a small set of parameters that 

can be independently manipulated in a meaningful way. This makes it possible to 

estimate the parameter values based on the current grammar and the learning data as 

previewed above. Pairwise relative rankings provide such an approach since the 

relative ranking of two constraints has meaningful consequences for the choice of 

output, as discussed above, and there are only 𝑛(𝑛 − 1) 2 pairs of 𝑛 constraints. This 

means that the learner must set the values of 𝑛(𝑛 − 1) 2, or fewer than 𝑛!, 

parameters on the basis of the learning data. It also means that these 𝑛(𝑛 − 1) 2 

parameters must be used to probabilistically select outputs during production. The 

goal for probabilistic production is to use the pairwise ranking probabilities to select a 

total order of constraints that can be submitted to EVAL to select an output as usual. 

This is how probabilistic production works in Stochastic OT as well: first a total 

ranking is sampled according to the stochastic grammar, and then that ranking is used 

for optimization. In Stochastic OT, total rankings are more likely to be sampled if 

they respect the relative ranking values of the constraints. Likewise, sampling from 

pairwise ranking probabilities should be sensitive to the relative ranking probabilities. 

Consider the table of pairwise ranking probabilities and the associated 

graphical representation in Figure 1. Each cell in the table indicates the pairwise 
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ranking probability of the constraint on the vertical axis ranking above the constraint 

on the horizontal axis. In general probabilities can range anywhere between 0 and 1, 

inclusive. A value at the endpoints indicates a categorical preference for a pairwise 

ranking and is mirrored by black arrows in the figure (transitive arrows, such as 

between D and B, are omitted for simplicity). For example, the cell (A, B) is set to 1, 

meaning that A is categorically ranked above B, while the cell (A, D) is set to 0, 

indicating that A is categorically below D. Note that specification of a relative ranking 

probability of 1 or 0 is equivalent to setting a relative ranking for a pair of constraints 

in a Partially Ordered Grammar (Anttila 2002). Values can also fall anywhere within 

the (0, 1) continuum, however, indicating that there is no strict preference about that 

relative ranking. These stochastic preferences are represented with gray arrows in the 

figure. The cell for (B, C) is an example, which shows that the relative probability of 

B ranking above C is 70%. Thus, just like in Partially Ordered Grammars, pairwise 

rankings can be variable (‘unset’), but the pairwise ranking probabilities can also 

specify a stochastic preference for one relative ranking over the other. The lower left 

of the table is shaded since the values across the diagonal are predictable 

complements of one another. For example, given the values in the upper right, the 

probability that C ranks above B (cell (C, B)) must be 30%, and the probability that D 

ranks above A (cell (D, A)) must be 100%. Altogether, this table specifies a grammar 

that categorically ranks D at the top, followed by A, followed by variably ranked B 

and C. It is therefore consistent with two total orders, DABC and DACB, with the 

former being more likely due to the specified preference for B ranking above C.  

The following procedure samples stochastically from this representation. The 

goal of the procedure is to iteratively flip unset (between 0 and 1) values in the table 

to 1 or 0, until all cells are set, thereby specifying a total order to be used for EVAL. 

For example, flipping the .7 to a 1 selects the ranking DABC, while flipping it to a 0 

selects DACB. The recursive procedure randomly (uniformly) selects an unset cell in 

the table, flips a weighted coin with a probability specified in that cell, and sets that 
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cell with the outcome. It then sets any relative rankings implied by transitivity, and 

repeats until all cells are set to 0 or 12. For the example in Figure 1, this procedure 

simply selects an unset cell, of which there is only one: (B, C). It then flips a weighted 

coin to determine whether a 1 or 0 goes in that cell, selecting 1 with 70% probability 

and 0 with 30% probability. In this case, (B, C) is the final unset cell, so sampling 

concludes. If the randomly selected number was 1 (70% of the time), DABC was 

sampled, otherwise, DACB was sampled. In this way, this recursive sampling process 

selects rankings driven by the stochastic preferences specified in the table.

 Consider the grammar in Figure 2 to see how this Pairwise Ranking Grammar 

(PRG) sampling works with more generally. This PRG ranks A above all the 

constraints, and it ranks C above D, but it allows B to re-rank relative to C and D. 

There are three total rankings compatible with this grammar: ABCD, ACBD, and 

ACDB. The relative ranking probabilities between B and C, and between B and D, are 

set to 50%3.  All possible outcomes of the sampling procedure and their probabilities 

are illustrated in Figure 3. Dashed arrows correspond to selection of unset cells, solid 

arrows to the setting of pairwise rankings in those cells, and double arrows to the 

setting of rankings implied by transitivity. Each arrow indicates the probability 

associated with that choice, except for the transitivity arrows, which are inherently 

deterministic. The sampler first chooses which cell to set. It has two equally likely 

choices: (B,C) and (B,D). Suppose the sampler selects the cell (B, C) to set first 

(shown on the right). Continuing with this path, if the sampler selects B » C, which it 

has a 50% chance of doing, it will have effectively selected a total ranking. Since the 

grammar ranks C above D, setting B above C implies B above D by transitivity. 

Putting all this together the sampler has a 25% chance of selecting ABCD in this way, 

as shown in grey at the bottom of the figure. The sampler can select ABCD another 

way as well, as shown in the leftmost path. In this case, the sampler begins by first 

selecting the cell (B, D) and then setting it to B » D. It has a 50% chance of making 

each of these choices. Once it has set (B, D), it must move on (with probability 1) to 
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the only remaining unset cell, (B, C). At that point it will flip a fair coin and set (B, C) 

to B » C with 50% probability. If it selects B » C, it will have sampled ABCD, and the 

chance of sampling ABCD using this path is 1/8, since there were three choices each 

with probability 1/2. The other possible outcomes of sampling from this grammar and 

their probabilities are demonstrated in the remainder of the figure. Of course, for any 

particular production instance, only one of these paths will be (randomly) followed. 

As this example illustrates, sampling a total order requires randomly setting 

the relative rankings of all the unset pairwise rankings in the grammar one-by-one. 

Not all sampling paths will involve randomly setting all unset cells, however, since 

some paths will lead to cells being automatically set by transitivity. The calculations 

for determining transitivity are straightforward. Suppose the sampler has just set M » 

N for two arbitrary constraints M and N. There are three types of relative rankings 

that could be implied as a result. First, any constraints ranked above M must now be 

ranked above N. Similarly, any constraints ranked below N must now be ranked 

below M. Finally, any constraints just ranked above M must be ranked above any 

constraints just ranked below N. Implementationally, these comparisons are 

straightforward to make by consulting the rows (or columns) of M and N in the PRG 

table. For example, the constraints that are ranked above M are those with a 1 in M’s 

column, while those that are ranked below M have a 0 in M’s column. In general, the 

sampler must consider the relative ranking of each constraint above M to each 

constraint below N, which involves no more than 𝑛! comparisons, where 𝑛 is the 

number of constraints. The check for transitivity occurs once after setting a pairwise 

ranking in a cell. Since the number of cells that must be set in order to sample a total 

order is also necessarily fewer than 𝑛!, the efficiency of the sampler as a whole is an 

acceptable polynomial time complexity, less than 𝑛! in the worst case. 

 With this background established, it is worthwhile to briefly consider the more 

general properties of PRGs and their relationship to the other two prominent theories 

of probabilistic ranking, Stochastic OT (Boersma 1997; Boersma and Hayes 2001) 
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and Partially Ordered Grammars (Anttila 2002). Partially Order Grammars (POGs) 

represent a set of total rankings consistent with a partial ordering together with an 

assumption that all consistent total rankings are equally likely. PRGs can represent the 

exact same set of total orders as POGs, but they do not assume a fixed, uniform 

distribution over those total rankings. The correspondence between PRGs and POGs 

is easiest to see by considering the table of pairwise ranking probabilities. Any partial 

order can be fully specified by filling in such a table with 0s, 1s, and ‘unset’ for every 

pair of constraints. Similarly, any consistent PRG can be mapped to a unique POG by 

converting the values in the cells that are strictly between 0 and 1 to the category 

‘unset’ while retaining all 0s and 1s. Thus, PRGs and POGs can represent the same 

restrictions on sets of total rankings. Where they differ is in the relative probabilities 

assigned to the various total rankings consistent with the grammar: POGs assume all 

total orders are equally likely, while PRGs allow stochastic ranking preferences to be 

specified. In this way, PRGs are more like Stochastic OT: they have the flexibility to 

represent arbitrarily strong stochastic preferences about rankings. With this greater 

flexibility comes the possibility of gradual learning. The ability to represent soft 

preferences in the form of probabilities is crucial to the inferences that the expectation 

driven learner makes in response to the learning data. The integration of new data 

with prior beliefs about relative ranking probabilities are what enable the learner to 

accumulate knowledge gradually and learn robustly in the face of ambiguity. 

 Since PRGs are a generalization of POGs, they are capable of respresenting 

distributions that Stochastic OT cannot. Figure 2 provides an example. C ranks strictly 

above D while B varies in ranking with C and D. This is not possible in Stochastic OT 

since ranking C highly enough above D to achieve an effectively strict ranking 

precludes the possibility of B varying to a significant degree with both C and D.  

2.2 Expectation Driven Pairwise Ranking Learning Algorithms 

The expectation driven learning approach is inspired by a standard machine learning 

method for learning hidden structure called Expectation Maximization (EM; 
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Dempster, Laird and Rubin 1977). EM is an abstract learning method, not specific to 

any particular representation or framework, which defines the expressions to be 

optimized in order to learn successfully in the face of hidden structure. EM alternates 

between two steps: an expectation (E) step during which the expected values of 

hidden variables are determined, and a maximization (M) step during which the 

parameters of the models are updated to maximize the probability of the expected 

hidden variables computed in the E step. The advantage of this generality is that any 

implementations of EM for particular frameworks are guaranteed to inherit the 

convergence properties of this approach. EM is guaranteed to increase the likelihood 

of the data on each pass or to converge on a (local) maximum. This means every pass 

of EM results in a better fit to the learning data (or convergence). EM provides a 

general formulation for how learners should integrate their expectations with 

information from incoming data to continually improve their learning hypothesis and 

extract valuable information from ambiguous data.  

The generality of EM also means that specific algorithms that allow for 

efficient calculation of the E and M steps must be defined for each framework 

separately. EM algorithms for various frameworks have been defined and are widely 

used in computational linguistics and speech processing. These include the Inside-

Outside algorithm for Probabilistic Context-Free Grammars (PCFGs), the Forward-

Backward (a.k.a. Baum-Welch) algorithm for Hidden Markov Models (HMMs), and 

an EM algorithm for unsupervised clustering with Gaussian Mixtures (see Jurafsky 

and Martin 2008; Manning and Schütze 1999 for textbook introductions). In each of 

these cases, the EM steps involve estimating and optimizing the parameters that are 

particular to these models. Inside-Outside estimates probabilities of context-free rules, 

while Forward-Backward estimates probabilities of state transitions. In both cases, the 

E steps involve efficient parsing techniques (using dynamic programming) to compute 

the expected value of hidden variables by summing over possible hidden structures of 

each learning datum. The M step involves maximizing the likelihood of these 
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expected hidden variables, that is, finding parameters that best fit these expected 

values. In PCFGs and HMMs this can be done efficiently by setting the rule and 

transition probabilities, respectively, in proportion to their expected counts. 

In principle, the parameters of any generative probabilistic model can be 

estimated using EM, including those of constraint-based models. Indeed, Jarosz 

(2006a; 2006b; 2009; 2010) proposed an EM implementation for probabilistic OT and 

demonstrated that this strategy can lead to successful learning outcomes for a variety 

of hidden structure problems and can also provide novel approaches to modeling 

acquisition and the learning of restrictive grammars. However, Jarosz’s primary focus 

was on identifying computational-level solutions to various learning problems rather 

than algorithmic ones, in the terminology of Marr (1982), and she did not propose a 

parameterization for probabilistic OT that would make EM learning computationally 

feasible. Specifically, Jarosz made the simplifying assumption that probabilistic OT 

grammars are represented without any general ranking parameters, instead allowing 

each total ranking to serve as a parameter in the model. Since the number of total 

rankings is factorial in the size of the constraints, estimating each of these parameters 

separately quickly becomes intractable as the number of constraints increases. 

The present work addresses a number of unsolved questions raised in previous 

work by Jarosz and presents novel adaptations of EM for the Pairwise Ranking 

Grammars introduced in the previous section. This paper introduces two novel 

learning algorithms for PRGs, one batch and one online. These algorithms are 

stochastic, online (in the case of the online variant) approximations of EM. Whereas 

the true EM E step requires calculation of the expected values of hidden variables by 

summing over hidden structures, the proposed reformulation using Bayes’ rule 

introduced above provides a way to avoid parsing and enumeration of hidden 

structures altogether, instead relying on sampling from the production grammar to 

estimate the consequences for overt patterns of various pairwise rankings. 
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To make clear how expectation driven learning and EM are related, the next 

section explains how true EM would apply to PRGs, before presenting the details of 

the expectation driven learning algorithms and discussing how they derive from EM.  

2.2.1 True EM for Pairwise Ranking Grammars 

As explained above, true EM alternates between two stages: an E step that determines 

the expected values of hidden variables, and an M step that makes updates to the 

grammar so as to maximize the probability of these variables. For PRGs, the hidden 

variables are the pairwise rankings, and learning involves estimating the PRG 

parameters, namely the probabilities associated with each pairwise ranking. The true 

EM algorithm for PRGs is outlined in (8). The E step must calculate for each pair of 

constraints, (A, B), the expected values attributable to each relative ranking of the 

constraints, given the current grammar 𝐺! and all the learning data D. These are the 

quantities E 𝐴 ≫ 𝐵   𝐺! ,𝐷) and E 𝐵 ≫ 𝐴   𝐺! ,𝐷). These expressions represent how 

often each relative ranking is expected to be utilized in generating the observed data 

under the learner’s current grammar. This corresponds to how successful each relative 

ranking is at accounting for the data given the learner’s current (partial) knowledge 

𝐺!. The M step then sets the parameters of the updated grammar 𝐺!!! to those that 
best match these normalized proportions: ! !≫!   !!,!)

! !≫!   !!,!)!! !≫!   !!,!)
 and 

! !≫!   !!,!)
! !≫!   !!,!)!! !≫!   !!,!)

. Informally, the grammar is updated to reward the pairwise 

rankings that the E step identified as more successful in generating the overt data. 

(8) True Expectation Maximization for Pairwise Ranking Grammars 

Iterate until convergence: 

E-Step: for each pair of constraints, A, B: 

i. Calculate E 𝐴 ≫ 𝐵   𝐺! ,𝐷) 

ii. Calculate E 𝐵 ≫ 𝐴   𝐺! ,𝐷) 

M-Step: for each pair of constraints, A, B: 
iii. 𝑠𝑒𝑡  𝑃!!!! 𝐴 ≫ 𝐵   𝑡𝑜  𝑓𝑖𝑡   ! !≫!   !!,!)

! !≫!   !!,!)!! !≫!   !!,!)
 

iv. 𝑠𝑒𝑡  𝑃!!!! 𝐵 ≫ 𝐴   𝑡𝑜  𝑓𝑖𝑡   ! !≫!   !!,!)
! !≫!   !!,!)!! !≫!   !!,!)
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The computations of EM for PRGs revolve around the expected values 

E 𝐴 ≫ 𝐵   𝐺! ,𝐷) and E 𝐵 ≫ 𝐴   𝐺! ,𝐷). As shown in (9), E 𝐴 ≫ 𝐵   𝐺! ,𝐷) is a 

frequency-weighted summation over all the data D of the probability of 𝐴 ≫ 𝐵 for 

each data point 𝑑! under the current grammar 𝐺!. To compute the overall expected 

value of 𝐴 ≫ 𝐵  given all the data, each data point 𝑑 must be considered individually, 

and the probability of 𝐴 ≫ 𝐵 given that datum must be multiplied by its frequency 𝑓! 

and added to the sum. Intuitively, this is like each data point taking a numerical vote 

indicating its preference about the pairwise ranking, weighting the votes of more 

frequent forms more heavily. Note that the expression on the right,  𝑃𝑟(𝐴 ≫ 𝐵|  𝐺! ,𝑑), 

is exactly the term calculated earlier in the example with variable foot alignment.  

(9) E 𝐴 ≫ 𝐵   𝐺! ,𝐷) =    𝑓! ∙ 𝑃𝑟(𝐴 ≫ 𝐵|  𝐺! ,𝑑)!∈!  

To summarize, the E step of true EM for PRGs involves iterating through each 

datum one-by-one, calculating the probability of each pairwise ranking for each pair 

of constraints, multiplying that probability by that datum’s frequency, and adding the 

result to the summation, as shown in (9). This provides the expected value of that 

pairwise ranking overall, and the M step sets the new parameters accordingly. This 

provides the new parameters of the grammar that are then used on the next pass 

through the data, iterating in this way until convergence or until a pre-specified 

maximum number of iterations is reached. 

2.2.2 Batch Expectation Driven Pairwise Ranking Learner 

EM provides a mathematical formulation of the E and M steps, but no algorithm for 

computing these expressions. For PRGs, EM specifies that 𝑃𝑟(𝐴 ≫ 𝐵|  𝐺! ,𝑑) must be 

determined for each datum, but does not provide a way to estimate this quantity in 

practice. One insight behind Expectation Driven Pairwise Ranking Learning (EDPRL) 

is the observation that this expression can be decomposed using Bayes’ rule as shown 

in (10), updated from (6), into quantities associated with the production grammar.  
(10) Pr 𝐴 ≫ 𝐵   𝐺! ,𝑑) =   

!"(!|!≫!,!!)!"(!≫!|!!)
!" !   !!)
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EDPRL exploits the fact that the quantities on the right hand side can be more 

readily determined. Pr(𝐴 ≫ 𝐵|𝐺!) is simply the pairwise ranking probability of 

𝐴 ≫ 𝐵 in the current production grammar and can be accessed by look-up in the PRG 

table. The conditional likelihood term, Pr(𝑑!|𝐴 ≫ 𝐵,𝐺!), is the likelihood of 

generating this overt form under the current grammar except with A categorically 

ranked above B. A key property of PRGs is that the consequences of setting a single 

parameter categorically can be evaluated independently for each parameter while 

holding the remainder of the grammar fixed, and there are only two settings to try for 

each parameter. EDPRL utilizes a novel constrained sampling approach to estimate 

this quantity. To do so, the algorithm temporarily sets 𝐴 ≫ 𝐵 in the grammar and 

generates the output for 𝑑 a handful of times. The proportion of times that the overt 

portion of the output matches 𝑑 provides an estimate of the conditional likelihood. 

The sample size r is a parameter of the algorithm and dictates how precisely the 

conditional likelihood is to be estimated. The higher r is, the more reliable the 

estimate. The simulations reported below explore different settings for r to determine 

how sensitive the algorithm is to this parameter.  

All the hard work is done in the E step. This is another advantage of PRGs: 

once the E step determines the expected values, parameters that match these expected 

pairwise ranking values well can be calculated simply by normalizing the two 

expected values. This makes intuitive sense: if the E step indicates that the ratio of 

expected values for A » B vs. B » A is 65:35, setting the parameters of the updated 

grammar 𝐺!!! to these proportions directly reflects that probabilistic preference4. The 

proposed EDPRL model, summarized in (11), approximates the E step by relying on 

Bayes’ rule and the novel constrained sampling procedure. This makes it possible to 

compute expected values using the production module, which is needed anyway, 

without requiring any specialized parsing procedures or explicit summation over 

hidden structures. Once this calculation is complete, the M step involves setting the 

parameters of the updated grammar 𝐺!!! to the normalized expected values. 
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(11) Batch Expectation Driven Pairwise Ranking Learner 

Iterate: 

Initialize E!≫! = 0, E!≫! = 0 for each pair of constraints, A, B 

E-Step5: For each data point 𝑑 in D with frequency 𝑓!: 

a. For each pair of constraints, A, B: 

i. Temporarily set 𝐴 ≫ 𝐵, generate d r times: 

1. 𝑚!≫! = number of matches 

ii. Temporarily set 𝐵 ≫ 𝐴, generate d r times 

1. 𝑚!≫! = number of matches  
iii. E!≫!   +=   𝑓! ⋅

!!≫!⋅!!! !≫!

!!≫!⋅!!! !≫! !!!≫!⋅!!! !≫!
 

iv. E!≫!  +=   𝑓! ⋅
!!≫!⋅!!! !≫!

!!≫!⋅!!! !≫! !!!≫!⋅!!! !≫!
 

M-Step: For each pair of constraints, A, B: 
b. 𝑃!!!! 𝐴 ≫ 𝐵 =    !!≫!

!!≫!!!!≫!
 

c. 𝑃!!!!(𝐵 ≫ 𝐴) =    !!≫!
!!≫!!!!≫!

 

Several properties of the algorithm are important to note. One key property is 

that each parameter, e.g. each pairwise ranking, is considered independently in turn by 

the algorithm once for each word. One consequence of this is that the number of times 

sampling is performed in the E step is linear in the number of grammatical 

parameters. Specifically, sampling is performed a fixed number of times (2r|D|) for 

each pairwise ranking in the E-step. This means that as the number of constraints 

grows, the number of times these steps have to be performed grows modestly 

(polynomially in the number of constraints), which makes it feasible to run this 

algorithm on data sets with many constraints. Another consequence is the possibility 

of defining an online algorithm that performs essentially the same calculations, except 

with updates occurring after processing of each word. This is possible because words 

are processed and their contributions to the update are calculated independently one-

by-one. The batch algorithm tallies these preferences over all the data and makes a 
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single mass update once all the data have been seen. The next section shows how 

these updates can instead be made incrementally with a few minor modifications. 

2.2.3 Online Expectation Driven Pairwise Ranking Learner 

The online variant is identical to the batch algorithm, except updates are made 

as each data point is processed one-by-one. This requires three modifications from the 

Batch version. First, rather than iterating through the data in batch, the online variant 

processes one form at a time, sampling it from the data distribution according to its 

relative frequency. This means that higher frequency forms have greater influence on 

grammar updates over time, just as in the batch variant, except that in the online 

variant the influence of the relative frequencies occurs via sampling rather than 

explicit multiplication. Second, the E step is computed over one data point only. 

Third, the M step normalization is computed on the basis of this single form, and the 

grammar is updated after processing each data point so that the parameters move 

closer to the normalized expected values. Some way of ‘moving closer’ to the 

parameter values that are optimal for this data point must be defined. The choice 

made here is to update the grammar by taking a weighted average of the old 

parameter value and the normalized expected value. The weight p (a value between 0 

and 1) given to the normalized expected value is a kind of learning rate, indicating 

how strongly to adjust the grammar on the basis of each individual data point. Thus, 

Online EDPRL is a minimal modification of Batch EDPRL: the primary change is 

that updates are spread out in time rather than accumulating and occurring all at once.  

The complete Online EDPRL, summarized in (12), is quite simple. It 

considers one data point at a time. For each pair of constraints, it checks how likely 

each relative ranking is to generate the overt datum while holding the rest of the 

grammar fixed. After considering each pairwise ranking, it updates the grammar, 

favoring relative rankings that are more likely given the overt datum and the current 

grammar. No parsing is required, and no special treatment of hidden structure is 

needed. Indeed, the algorithm is entirely oblivious to hidden structure – it simply 
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evaluates the production consequences of pairwise rankings with respect to the overt 

patterns. Whether production relies on hidden structure or not and whether there is 

ambiguity or not is irrelevant to the mechanics of learning. In this way learning is 

driven entirely by the overt patterns in the learning data: no special mechanisms are 

needed to deal with hidden structure. As a result, the proposed learning strategy is 

entirely general and divorced from details of production. As the next sections show, 

EDPRL can be applied to structural ambiguity, and with the addition of a probabilistic 

lexicon, EDPRL can be applied to learning of underlying representations.  

(12) Online Expectation Driven Pairwise Ranking Learner 

Iterate: 

Sample a data point 𝑑 from D according to its frequency 

E-Step6: For each pair of constraints, A, B: 

a. Temporarily set 𝐴 ≫ 𝐵, generate d r times: 

i. 𝑚!≫! = number of matches 

b. Temporarily set 𝐵 ≫ 𝐴, generate d r times: 

ii. 𝑚!≫! = number of matches 

c. E!≫! =   𝑚!≫! ⋅ 𝑃!! 𝐴 ≫ 𝐵  

d. E!≫! =   𝑚!≫! ⋅ 𝑃!! 𝐵 ≫ 𝐴  

M-Step: For each pair of constraints, A, B: 
e. 𝑃!!!! 𝐴 ≫ 𝐵 =   𝑝 ⋅ !!≫!

!!≫!!!!≫!
+ (1− 𝑝) ⋅ 𝑃!! 𝐴 ≫ 𝐵  

f. 𝑃!!!! 𝐵 ≫ 𝐴 =   𝑝 ⋅ !!≫!
!!≫!!!!≫!

+ (1− 𝑝) ⋅ 𝑃!! 𝐵 ≫ 𝐴  

3. Simulations with a Metrical Phonology Test System 

The preceding sections motivated the EDPRL approach conceptually and 

mathematically, demonstrating EDPRL’s connections to a well-understood and 

provably convergent general-purpose algorithm for learning hidden structure. The 

first step in evaluating EDPRL computationally is showing that it provides a viable 

alternative to error-driven learning algorithms equipped with parsing mechanisms. To 

do so, this section presents results of simulations with both algorithms on a large 
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metrical phonology test set that has been used extensively to evaluate parsing-based 

error-driven learning algorithms (Boersma 2003; Boersma and Pater to appear; Jarosz 

2013; Jarosz 2013a; Jarosz 2013b; Tesar and Smolensky 2000). This allows for the 

broadest possible comparison with previously reported results.  

3.1 Previous Work 

Detailed discussions of this test set can be found elsewhere (Jarosz 2013a; Jarosz 

2013b; Tesar and Smolensky 2000). What is crucial for present purposes is that this 

test set instantiates a complex instance of learning in the face of structural ambiguity 

and makes it possible to demonstrate the viability of the EDPRL approach relative to 

existing models. The test set includes 124 languages with a large range of stress 

patterns that can be generated using 12 metrical structure constraints7. The hidden 

structure in this test set is the footing. Each language is a set of sixty-two words 

composed of light (L) and heavy (H) syllables with primary (1) and secondary (2) 

stresses (e.g. [H1 L H2 L]), and the task of the learner is to identify the ranking and 

corresponding footing that generates the overt stress patterns. 

Table 1 summarizes the performance of existing parsing-based error-driven 

OT learning models evaluated on this test set reported in previous work8. Performance 

is measured in terms of the proportion of the 124 languages learned correctly and is 

averaged over multiple runs for the stochastic algorithms. A language was deemed to 

be correctly learned when the acquired ranking with evaluation noise turned off 

correctly generated the overt stress patterns for all forms in the language. Boersma 

and Pater (to appear) and Jarosz (2013) allowed the algorithms a maximum of 

1,000,000 iterations, where each iteration corresponds to the processing of one data 

point. When performance at multiple parameter settings was reported, the table lists 

the highest performance reported in each study for that algorithm. As shown in the 

table, performance varies greatly depending on the learning algorithm, ranging 

between roughly 47% and 94%. This indicates that the test set poses a learning 
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problem that is complex enough to differentiate between different learning models 

and provides a good first test of the new proposed learning framework. 

3.2 Simulation Details and Results 

As in the simulations reported above for existing stochastic models, all success rates 

are averaged over 10 separate runs of each algorithm at each parameter setting. The 

same performance criteria are used as in Boersma and Pater (to appear) and Jarosz 

(2013): each figure reflects the average proportion of languages in the system learned 

successfully. The amount of computation required to process each overt form in 

EDPRL depends on the sample size parameter r (recall that this is how many times an 

overt form is generated for each pairwise ranking). With higher r, the estimated 

probability is more reliable, and the update is closer to true EM. However, as r goes 

up, the processing time required for each form goes up (linearly) as well. So it is 

important to explore the sensitivity of the algorithm to this parameter since there 

could be a trade-off between the algorithm’s consistent behavior and the value of r. 

To explore this possibility, results are presented for four settings of r between 10 to 

100 for each model. Altogether, results are based on 10 runs for each of 124 

languages for each of 8 the model variants. For both algorithms, the initial grammars 

are always initialized with each parameter set to 0.5. This corresponds to the unbiased 

initial grammar where every pairwise ranking is equally likely (and indeed, every 

total ranking has an equal chance of being sampled). This is comparable to initializing 

the GLA to a ranking with all constraints tied, as in the previous studies. For online 

EDPRL, a value of 0.25 was chosen for the learning rate parameter p (initial 

explorations did not yield significant differences in learning outcomes for p values 

between 0.1 and 1). Finally, based on preliminary explorations, Batch EDPRL was 

allowed a maximum of 1000 passes through the data, and Online EDPRL was allowed 

a maximum of 10,000 iterations (where an iteration is the processing of one form). 

For PRGs, there is no direct analogue to turning the noise off for evaluation, as in the 

previous studies with the GLA. Instead, the model was allowed a small amount of 
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latitude in converging on the final grammar: learning was terminated and considered 

successful once there were no errors produced on any of the overt forms when 100 

samples were taken from the grammar. If the algorithm reached the maximum number 

of iterations before achieving this criterion, 10,000 samples from the grammar were 

taken and used to produce outputs for all forms. In this case, learning was considered 

successful if the average per word accuracy was at least 99% and each word was 

produced correctly most of the time. This requires the final grammar to be very close 

to categorically correct. Note that this is a stricter convergence requirement than 

correctness with noise removed for the GLA since the latter does not guarantee any 

particular level of average per-word accuracy when evaluated with noise turned on. 

 The first main observation about the results in Table 2 is that all eight EDPRL 

variants achieved comparable performance falling in the range of 95.08% to 95.73%. 

Performance of Online EDPRL did not differ from Batch EDPRL, and performance 

did not vary significantly across values of r (all comparisons p > 0.05; Welch two-

sample t-test). These results are encouraging, suggesting that the learning algorithm is 

quite robust to noise. After all, with 12 constraints there are almost half a billion total 

rankings that a PRG may utilize, yet an r of only 10 is sufficient to yield robust 

learning updates and stable outcomes. The fact that Online EDPRL performs as well 

as Batch EDPRL is also encouraging. This indicates that the ability to process all the 

data forms jointly is not essential to good performance for EDPRL, and neither is the 

ability to repeatedly pass through the entire corpus. The reduced processing 

requirements of the online variant are sufficient for successful learning. 

 Next, this level of performance surpasses that of the previous best results. 

These figures are substantially higher than the best reported performance of RIP/GLA 

(58.95%) and RRIP/GLA (84.19%) on the same test set, summarized earlier in Table 

1. Numerically, performance of EIP/GLA (93.95%) is somewhat closer, but, in fact, 

the EDPRL success rates are all significantly higher compared to this model as well (p 

< .05; Welch two-sample t-test). Furthermore, these results are achieved with 
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relatively little computing effort, in terms of the number of data forms required for 

learning. Recall that there are sixty-two words in each language. This means Batch 

EDPRL processed each word 1000 times (maximum), and Online EDPRL on average 

processed each word no more than 162 (10,000 ÷ 62) times. By way of comparison, 

recall that the parsing-based GLA models reviewed above were allowed 1,000,000 

iterations, or 16,129 opportunities to process each word, on average. Although, 

1,000,000 is just an upper bound, analyses reported by Jarosz (2013a) indicate that the 

parsing-based GLA models generally require at least 100,000 iterations (1,613 

opportunities to process each word, on average) to reach the reported levels of 

performance. More in-depth comparisons are needed before drawing any firm 

conclusions, but these preliminary observations are promising, suggesting that 

EDPRL’s learning strategy effectively extracts information from the data it processes.  

EDPRL is a viable alternative to learning hidden structure in probabilistic OT 

compared to existing parsing-based approaches. Indeed, these results suggest that 

Expectation Driven Learning is capable of achieving more accurate learning outcomes 

in fewer learning iterations, at least in the context of structural ambiguity. 

4. A Different Sort of Hidden Structure: Underlying Representations 

Unlike parsing-based strategies, EDPRL can be straightforwardly extended to 

learning underlying representations (URs). All that is required is a probabilistic 

lexicon with parameters that can be independently manipulated in production. The 

following sections introduce a simple probabilistic lexical representation that makes 

this possible together with extensions to the Batch EDPRL Algorithm for updating 

lexical parameters. The lexical representation assumes binary phonological features 

are associated with each segment, and learning requires setting the values of these 

lexical features and the parameters of the PRG. In production, a UR is selected first, 

and then that UR is submitted to the stochastic grammar to determine the output as 

usual. To select a UR, each underlying phonological feature’s value is simply sampled 

independently according to its probability. 
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4.1 EDPRL with a Probabilistic Lexicon 

Consider a simple example in which the learning data is six words (each with 

frequency 1) consisting of four morphemes – [kæt+s], [kæt], [dɔg+z], [dɔg], 

[kaʊ+z], [kaʊ]. Here, the task of the learner is to determine the underlying voicing of 

the stem-final consonants and the suffix together with the grammar that assimilates 

the suffix rather than remaining faithful to underlying voicing: AGREE[VOICE] » 

IDENT[VOICE]. In this simple example, there is only one grammatical parameter: 

Pr(AGREE[VOICE] » IDENT[VOICE]), whose initial setting is 0.5, which means 

assimilation of the suffix occurs 50% of the time when the preceding consonant 

differs in its underlying voicing. There are three lexical parameters: the probability of 

+VOICE for the suffix [s], the probability of +VOICE for the stem-final [t] in the 

morpheme [kæt], and the probability of +VOICE for the stem-final [g] in the 

morpheme [dɔg]. Using capitals to denote unset voicing features whose initial 

probability of voicing is 0.5, the learner’s initial lexicon will be {/kæT/, /dɔG/, /kaʊ/, 

[Z]}. In production of [kæt+s], [t] and [s] each have a 50% chance of being 

underlying voiced, yielding four equally likely URs – /kæt+s/, /kæt+z/, /kæd+s/, 

and /kæd+z/ – which are subsequently submitted to the stochastic grammar.  

The steps of the extended algorithm (Lexical EDPRL; LEDPRL) are entirely 

analogous to the Batch EDPRL algorithm defined above except that each form is 

processed to determine its preferences about both grammatical and lexical parameters, 

and updates apply to both grammatical and lexical parameters. Each iteration, the E 

step of the LEDPRL algorithm computes the expected values for each grammatical 

parameter and each lexical parameter one-by-one given the learner’s current beliefs 

about the grammar and lexicon. The M step then updates the grammar and lexicon by 

normalizing these expected values. The pseudo-code for LEDPRL is shown in the 

Appendix. The discussion below walks through how these calculations work in detail. 

For every learning datum, the E step of LEDPRL considers each pairwise 

ranking (just as before). In addition, it considers each unset underlying lexical feature 
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𝑙 in the learning datum one-by-one and uses the principles introduced earlier to 

calculate the expected counts for each underlying feature value (+ or −). The current 

stochastic grammar 𝐺! and the current stochastic lexicon 𝐿!   define the conditional 

probability that 𝑙 is + for the datum d: Pr 𝑙 = +   𝐺! , 𝐿! ,𝑑). This expression is 

estimated in the same way as for the grammatical parameters: Bayes’ Law inverts the 

conditioning so that these probabilities can be estimated using constrained sampling 

from the production module (13). To estimate Pr 𝑑 𝑙 = +,𝐺! , 𝐿! , 𝑙 is temporarily set 

to +, and sample outputs for d  are taken from the otherwise unchanged stochastic 

grammar and lexicon. As before, the proportion of matches is the estimate of the 

probability. Intuitively, this procedure estimates the extent to which setting the 

underlying feature value for this feature to + improves or harms the production 

module’s ability to generate the overt portion of the datum. The same calculation is 

then performed for 𝑙 = −, and both steps are repeated for each lexical feature in the 

learning datum. When [kæt+s] is processed, its preferences about the underlying 

voicing of both the [t] and the [s] are calculated. This involves temporarily setting 

each feature value one at a time and sampling outputs for [kæt+s] using the 

otherwise unchanged stochastic grammar and lexicon. Underlying /d/ yields surface 

[kæt+s] 0% of the time since this grammar variably remains faithful or assimilates 

the suffix, neither of which yields [kæt+s] from /kæd+Z/. /t/ results in observed 

[kæt+s] 75% of the time because 50% of the time the suffix is /s/ and therefore 

surfaces as [s], and the other 50% of the time it is variably assimilated to [s] by the 

grammar 50% of the time. Using (13), these probabilities are then weighted by the 

prior probability of voicing (!
!
) and normalized (recall that 

Pr 𝑑 𝐺! , 𝐿!   = Pr 𝑑 𝑙 = +,𝐺! , 𝐿! Pr 𝑙 = + 𝐺! , 𝐿! + Pr(𝑑|𝑙 = −,𝐺! , 𝐿!)Pr(𝑙 =

−|𝐺! , 𝐿!)). The probability of /t/, given the current grammar and lexicon is 
!.!"×.!

!.!"×.!!!×!.!
= 1, while the probability of /d/ is !×.!

!.!"×.!!!×!.!
= 0. These steps are 

performed independently for [s]. /s/ yields [kæt+s] 50% time (whenever /t/ is 

selected in the lexicon), while /z/ yields [kæt+s] 25% of the time (when /t/ is 
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selected and there is assimilation in the grammar). Thus, at this point in learning 

[kæt+s] stochastically favors /s/ for the suffix with probability !.!×.!
!.!×.!!.!"×!.!

= !
!
.  

(13) Pr 𝑙 = +   𝐺! , 𝐿! ,𝑑) =   
!"(!|!!!,!!,!!)!"(!!!|!!,!!)

!" !   !!,!!)
  

(14) E 𝑙 = +   𝐺! , 𝐿! ,𝐷) =    𝑓! ∙ Pr 𝑙 = +   𝐺! , 𝐿! ,𝑑)!∈!  !!!"!  !  !"  !  !"#$%&"  !"  !  

(15) 𝑃!!!!(𝑙 = +) =    ! !!!   !!,!!,!)
! !!!   !!,!!,!)!! !!!   !!,!!,!)

 

As each datum is processed, the preferences about each pairwise ranking are 

weighted by frequency and summed as described in the previous section (9), and the 

preferences about each underlying feature value are weighted by frequency and 

summed analogously as shown in (14). One crucial difference between grammatical 

and lexical parameters is that there is one set of grammatical parameters that is used 

in the production and processing of every datum, while lexical parameters are 

associated with particular morphemes and are only used when processing data 

consisting of these morphemes. Consequently, summing for the grammatical 

parameters is performed over all learning data, while summing for lexical parameters 

is performed separately for each morpheme. Each word contributes to the calculations 

for the lexical representations of morphemes it consists of. For example, all suffixed 

forms, [kæt+s], [dɔg+z], and [kaʊ+z], contribute to the calculations for the UR of 

the suffix. Likewise, both forms of each root contribute to each root’s lexical 

preferences. In the M step, expected counts for each pairwise ranking are normalized 

and updated, and expected counts for each underlying feature value are normalized 

and updated analogously (15). Learning then proceeds to the next iteration of E and M 

steps using the updated grammar and lexicon. 

The E step accumulates expected counts (14) for each morpheme as words are 

processed. Once all summing is complete, the M step simply normalizes expected 

counts for each morpheme (15). In the example, the math works out such that +VOICE 

lexical parameters will be updated to 1 for [g] in [dɔg], 0 for [t] in [kæt], and !
!
 for the 

suffix [s]. The grammar’s update is computed by summing and normalizing expected 

counts across all words and results in Pr(AGREE[VOICE] » IDENT[VOICE]) = !
!
 . Thus, 
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after considering each word once, the algorithm has set the underlying values of [g] 

and [t] completely, and it has determined a stochastic preference for voicing in the 

suffix and the assimilation grammar. On subsequent iterations, the updates to the 

lexical representations and grammar will gradually interact and reinforce one another. 

Since the most likely lexical representation of [kæt+s] is now /kæt+z/, this exerts 

pressure on the grammar to assimilate to achieve the observed output. Each pass 

through the data (and in processing [kaʊ+z] in particular), the learner will become 

more and more certain that /z/ is the lexical representation of the suffix. In turn, as the 

learner becomes more certain that /z/ is the lexical representation of the suffix, there is 

added pressure to reward assimilation when processing [kæt+s].  

In this way, learning of the grammar and lexicon interact over time. Notice, 

however, that this interaction is indirect and implicit. At no point does the learner 

explicitly analyze morphologically related words likes [kaʊ+z] and [kæt+s] 

simultaneously (c.f. e.g. Alderete et al. 2005; Merchant and Tesar 2008; Tesar 2006; 

Tesar 2011; Tesar et al. 2003). Likewise, at no point does the learner explicitly 

consider combinations of rankings and URs to compute their consequences for the 

learning data (c.f. e.g. Alderete et al. 2005; Jarosz 2006a; Jarosz 2006b; Merchant and 

Tesar 2008; Tesar and Prince 2007). Each grammatical parameter and each lexical 

parameter is considered in turn independently for each word. This is important for 

several reasons. First, as discussed extensively in previous work (see e.g. Tesar 2013), 

the space of possible URs is enormous, exponential in the number of binary lexical 

parameters to be learned. Considering each lexical parameter independently one-by-

one while holding the grammar constant allows the learner to navigate this space in 

linear time. This ultimately makes it feasible to run this algorithm on data sets where 

many lexical features must be learned for each word. This also means the learner 

never explicitly copes with the interaction between the lexicon and grammar. The 

interaction proceeds implicitly as the learner accumulates beliefs about the settings of 

the grammatical and lexical parameters, and these beliefs influence one another as 
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data continues to be processed. The fact that each word is processed independently 

also means that defining an online version of LEDPRL analogous to Online EDPRL 

requires minimal modifications. This possibility is left for future work, however. 

4.2 The PAKA System and Previous Results 

To illustrate the effectiveness of the proposed grammar and lexicon learning 

algorithm, this section presents results of simulations with the PAKA system, which 

has in whole or in part been utilized to test several different lexical learning proposals 

in previous work (Alderete et al. 2005; Merchant and Tesar 2008; Pater et al. 2012; 

Tesar 2006; Tesar 2011; Tesar et al. 2003). Two existing models for categorical OT 

have successfully learned all languages in this system (Alderete et al. 2005; Merchant 

and Tesar 2008), and other proposals have been successfully applied to one or more 

languages (Pater et al. 2012; Tesar 2006). The version of the system utilized here is as 

defined in Tesar (2006), Alderete et al (2005), and Merchant & Tesar (2008). It has 

six constraints (16), four of which are markedness constraints governing stress 

placement and vowel length, and two of which are faithfulness constraints on stress 

and length. All words are composed of a monosyllabic root whose vowel can vary in 

length and stress ([páː],[paː],[pá],[pa]) and a monosyllabic suffix whose vowel can 

vary in length and stress ([káː],[kaː],[ká],[ka]). There are therefore sixteen possible 

word forms and URs in the system. There are a total of 24 languages in the typology 

and test set. The system is capable of describing languages with entirely predictable 

stress and length as well as languages in which underlying features (length or stress) 

are wholly or partially responsible for stress placement. For example, one language in 

the system prohibits long vowels and has initial stress, mapping all inputs to [páka]. 

At the opposite extreme are languages with entirely lexical stress and length, with all 

sixteen word forms surfacing. This means the learner is responsible for determining 

how the lexicon and grammar interact in each target language. It therefore provides a 

good first test of a system designed to learn both a grammar and a lexicon. 
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(16) PAKA System Constraints (from Tesar 2006) 

MAINLEFT  Main stress should fall on the initial syllable.  

MAINRIGHT  Main stress should fall on the final syllable.  

*V:   Vowels should be short.  

WEIGHTTOSTRESS Long vowels should be stressed.  

IDENT(STRESS)  Vowels should match their input correspondents in stress.  

IDENT(LENGTH)  Vowels should match their input correspondents in length. 

4.3 Simulation Details and Results 

For all runs, lexical and grammatical parameters were initiated to 0.5, r was set to 20, 

and the number of iterations was limited to 1000. Learning terminated when either the 

maximum number of iterations was reached or when all learning data were correctly 

produced using 10000 samples taken from the learner’s grammar and lexicon. 

Success is more complicated to define in a system capable of learning both 

lexicons and grammars because there are often multiple functionally distinct grammar 

and lexicon combinations that achieve the correct surface forms, and only some of 

these are consistent with Richness of the Base (ROTB; Prince and Smolensky 2004). 

In the PAKA system, this issue arises when systematic stress or length regularities can 

be encoded either in the grammar or in the lexicon. For example, for a language 

without long vowels, the learner may either encode this regularity by setting all 

underlying vowel length features to [–] or by learning a ranking that prohibits long 

vowels regardless of input (*V: » IDENT[LENGTH]). Only the latter choice is consistent 

with ROTB, but both options produce the correct outputs. This challenge for learning 

of grammar and lexicon combinations has been extensively studied in previous work. 

Some kind of learning bias is required for the learner to favor the more restrictive 

solution (Alderete and Tesar 2002; Hayes 2004; Jarosz 2006a; Jarosz 2009; Jarosz 

2011; Prince and Tesar 2004; Rasin and Katzir to appear; Tesar and Prince 2007).  

To address this issue, two variants of LEDPRL were defined and evaluated: 

each was tested on each of the 24 languages 10 times. The first, unbiased variant of 

LEDPRL is exactly as described above: lexical and grammatical parameters are both 
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updated each iteration. The second variant (Phonotactic LEDPRL) is identical except 

that it first goes through a phase of phonotactic learning (Hayes 2004; Jarosz 2006a; 

Jarosz 2009; Jarosz 2011; Prince and Tesar 2004; Tesar and Prince 2007). Following 

Jarosz (2006, 2009, 2011), the phonotactic learning phase involves updating the 

grammar while holding the initial unbiased stochastic lexicon fixed. Phonotactic 

learning is identical to LEDPRL except that lexical parameters are not updated; only 

grammatical parameters are updated. In the simulations for the PAKA system, 

phonotactic learning was performed for 50 iterations, at which point the learning 

transitioned to full lexical and grammatical learning. The intuition behind this variant 

of phonotactic learning is that the learner must contend with an unrestricted lexicon 

during phonotactic learning (since the initial lexicon is stochastic). As a result, there is 

pressure on the learner to favor grammars that account for all systematic regularities.  

For example, during phonotactic learning for the language with no long vowels, the 

learner can improve their ability to generate the overt data by favoring rankings that 

neutralize long vowels. Since the lexicon cannot be updated during phonotactic 

learning, the learner has no choice but to attribute these regularities to the grammar. In 

this way, initial phonotactic learning prioritizes grammatical over lexical explanations 

of systematic regularities. See Jarosz (2006, 2009, 2011) for in depth discussions of 

this approach to phonotactic learning. Two corresponding evaluation metrics were 

used. The first checks whether all surface forms are produced correctly: the learner 

can achieve correct outputs with or without being consistent with ROTB. Since this 

model outputs a continuously-valued grammar, learning was considered successful 

when each overt form was generated correctly at least 99% of the time using 100,000 

samples from the final grammar and lexicon. The second metric involved inspection 

of the final grammars to determine whether rankings required for the restrictive 

solution consistent with ROTB were learned. The target crucial rankings for the 

restrictive solutions for each of the languages in the system were determined using 
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OTWorkplace (Prince, Tesar and Merchant 2015). A pairwise ranking was considered 

learned if its value in the final grammar, rounded to two decimal points, was 1. 

 The simulations were successful. Under the first metric, both variants learned 

grammar and lexicon combinations that correctly generated the surface forms for all 

learning data on all runs.  Unbiased LEDPRL failed to identify a restrictive solution 

on some (22.5%) runs, encoding predictable stress or length regularities by setting 

stress or length features in URs. Phonotactic LEDPRL did not make these choices, 

however: the biased variant learned all the crucial rankings corresponding to the 

restrictive solutions 100% of the time. Thus, the Phonotactic LEDPRL model 

succeeded not only in generating the correct outputs 100% of the time, it also encoded 

systematic regularities in the grammar 100% of the time. 

4.4 Lexical Learning Discussion 

This section introduced a novel algorithm for learning of grammars and lexicons. §4.1 

showed that the expectation driven principles used by EDPRL can be generalized to 

learn a completely different type of covert structure: underlying representations. §4.2 

presented a test set that has been used in previous work using existing non-

expectation driven learning methods. Finally, §4.3 showed that the LEDPRL model is 

successful at learning in this system and that a simple variant with initial phonotactic 

learning can further ensure restrictive grammar and lexicon combinations are learned. 

 These are important steps towards identifying a comprehensive learning 

approach capable of dealing with all varieties of covert structure. Nonetheless, there 

are questions that require further research and development. In the presentation of 

LEDPRL and in the PAKA simulations, it was assumed that all lexical parameters are 

binary. It is important to note that this is a simplifying assumption not inherent to the 

approach. The algorithm could be straightforwardly generalized to deal with 

multivalent features: this would require calculating expected values for each setting of 

a feature and normalizing over all settings. Privative features could be treated like 

binary features for learning purposes, with testing of two cases: the presence and the 



Expectation Driven Learning 

 43 

absence of the feature. Extending the approach to hierarchically organized features is 

also possible but would require additional research to determine the best way for the 

learner to navigate a given feature hierarchy – the best approach may depend on the 

nature of the hierarchical relationships. In general, enriched feature representations do 

not pose inherent challenges to the approach but they do require extensions.  

A more fundamental simplifying assumption in the above presentation is that 

URs vary only featurally from the surface forms: this is equivalent to assuming that 

no deletion or insertion can occur between underlying and surface representations. 

This again is not an inherent limitation of the approach; however, lifting this 

simplifying assumption to allow a richer range of alternations will require more 

substantial further research and development of a probabilistic lexical representation 

that parameterizes deletion and insertion in some way. For example, insertion could 

be treated as a higher-level lexical parameter with each surface segment having some 

probability of being absent in the UR. Deletion is trickier since there is in principle no 

bound on how much material can be deleted from the UR, nor are there a priori 

restrictions on where deletion may take place. However, there are numerous ways that 

this space of possibilities could be managed. Finite state models, and in particular 

their probabilistic variants, provide a way to compactly encode distributions over 

strings using a small set of parameters (see Jurafsky & Martin 2008 for a textbook 

introduction). These well-studied methods could be used to define a probabilistic 

‘similarity’ space centered around each surface form from which a richer range of 

URs for that surface form could be sampled. This space could be as large or small as 

desired, and it could (but would not have to) encode biases favoring URs that are 

more similar to the surface forms. Alternatively, other principles could be used to 

restrict the space of URs to a small set of possibilities. The theory itself places limits 

on possible alternations since a given constraint set and mode of constraint interaction 

predicts only certain alternations to be possible typologically. Morpho-phonological 

alternations in the target language provide another source of information about likely 
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alternations. Identifying ways to limit or focus the learner’s efforts on these kinds of 

alternations could provide a way to broaden the range of allowable alternations 

without wasting computational resources on fruitless possibilities. Further work is 

needed to determine whether these restrictions or other biases will ultimately be 

beneficial for learning of URs more generally. 

The work presented here represents the first step toward learning aspects of 

underlying representations using expectation driven learning principles. Questions 

remain about how exactly probabilistic lexical representations should be defined more 

generally, but there is no reason to think that the learning principles presented here 

cannot be extended to cope with richer or more refined representations. Indeed, 

further development of these ideas promises to yield insights into long-standing 

questions in learnability and phonological theory, such as the debate regarding the 

nature and abstractness of underlying representations (Kaisse and Shaw 1985; 

Kiparsky 1968). There is great potential for computational modeling to contribute to 

our understanding of how learning of phonology and morphology interact. 

5. General Discussion 

This paper introduced a novel and general approach to learning phonology with 

hidden structure. The key ingredients of expectation driven learning are Bayesian 

reasoning, a parameterized, probabilistic, generative model of production, and 

constrained sampling from the production module. Relying on Bayesian reasoning, 

the learner utilizes its stochastic production system to determine how to update its 

beliefs in response to ambiguous learning data. The paper introduced two algorithms 

for calculating these updates, showing how they approximate EM, a general-purpose 

hidden structure learning algorithm. Crucially, the algorithm calculates the updates by 

considering the production consequences of each parameter setting independently so 

it never has to directly contend with the exponential growth of the hypothesis space.  

Expectation driven learning is powerful because it allows the learner to make 

principled inferences in the face of ambiguity and uncertainty, and the computations 
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involved are blind to hidden structure. To apply expectation driven learning to 

probabilistic OT, the paper introduced a novel variant of probabilistic OT – Pairwise 

Ranking Grammar – together with a method of sampling from this grammar and an 

associated pair of learning algorithms, Batch and Online EDPRL. To apply 

expectation driven learning to URs, the paper introduced a basic probabilistic lexicon 

and showed how EDPRL could be generalized to yield LEDPRL. To demonstrate the 

viability of the approach, successful learning simulations that exceeded or matched 

the performance of existing error-driven and lexical learning algorithms were 

presented. These results constitute a combination of attributes not represented among 

existing learning models: a probabilistic learning framework capable of dealing with 

both structural ambiguity and traditional underlying representations. 

A further advantage of this generality is that the learning strategies are not 

specific to these particular lexical and grammatical representations, and this opens the 

door to novel approaches to learning in other frameworks. The proposed learning 

strategies can be applied with little to no modification to any generative model 

utilizing probabilistic parameters. This includes Harmonic Serialism (HS; McCarthy 

2000; Prince and Smolensky 2004) and the Principles and Parameters framework 

(P&P; Chomsky 1981; Halle and Vergnaud 1987; Hayes 1980; Hayes 1995). As long 

as the learner can access and manipulate the parameters of the generative framework, 

it can treat the generative component as a black box. Recent work has shown that the 

serial derivations of HS pose novel learning challenges for existing learners (Staubs 

and Pater 2016; Tessier 2012; Tessier and Jesney 2014). It is yet another kind of 

hidden structure for which error-driven learning models require special mechanisms. 

Although in-depth explorations of these applications are beyond the scope of this 

paper, EDPRL as defined above can be applied to learning in a PRG variant of HS. 

For similar reasons, expectation driven learning could be applied exactly as defined 

above to learning within the P&P framework, replacing the pairwise ranking 

parameters with the parameters of that framework. 
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Although the emphasis in the present work has been on demonstrating the 

generality of the approach, this does not mean that it is incompatible with learning 

strategies that take advantage of the structure and restrictions of a particular formal 

system. It is likely that expectation driven learning strategies could be further 

improved or made more efficient by incorporating domain-, constraint-, or 

framework- specific assumptions. The discussion in the previous section concerning 

possible restrictions on underlying representations is one example where 

consideration of additional restrictions is an important direction for future work. 

Another context where such considerations could be useful is in the testing of 

pairwise rankings. EDPRL treats all pairs of constraints identically at all stages of 

learning for all data points. However, the structure of OT implies that some relative 

rankings are irrelevant in some contexts. For example, some pairs of constraints never 

interact, some constraints are not relevant for some data, and the relative ranking of 

some constraints ceases to matter once other relative rankings are fixed. If those 

contexts where relative rankings do not matter could be identified efficiently, this 

could lead to computational savings for the learning strategy overall.  

Broader evaluations and comparisons between learning models and their 

associated representational frameworks are needed beyond those considered here. As 

an adaptation of EM, expectation driven learning is suitable for modeling stochastic 

phenomena like free variation and probabilistic phonotactics. Recall that EM seeks to 

maximize the likelihood of the data and is indeed guaranteed to find a local likelihood 

maximum. Likelihood maximization corresponds to probability-matching behavior 

since likelihood is highest when the model generates data with the observed 

proportions. Empirical testing of EDPRL and LEDPRL on variable target languages is 

an important next step, as is comparing the probabilistic modeling capacity of PRGs 

to other probabilistic frameworks for phonology like Stochastic OT, Partially Ordered 

Grammar, Noisy Harmonic Grammar, and Maximum Entropy Grammar. There is also 

a need for more systematic comparison and evaluation of the various approaches to 
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learning underlying representations. Not only do the approaches differ in their 

computational properties, they differ in their representational capacities. Each 

approach places distinct restrictions on the kinds of linguistic patterns that can be 

modeled and therefore makes distinct and testable predictions for both typology and 

learning. Each learning strategy also makes its own predictions about the relative 

learning difficulty of various linguistic patterns. There is much more to discover about 

these predictions and their relationship to typological asymmetries, human learning 

biases, and language change. Progress on these questions will necessarily involve 

empirical testing of learning algorithms on data from a range of natural languages as 

well as other data to which human learners are exposed, such as experimental stimuli. 

Like the other gradual learning algorithms, EDPRL and LEDPRL gradually 

transition through intermediate stages during the course of learning, enabling the 

detailed modeling of language acquisition. Since expectation driven learning responds 

to data differently, however, predictions are likely to differ in interesting ways from 

existing approaches for learning in phonology. An error-driven learner’s grammar 

update is based a single winner-loser comparison, isolating particular constraints for 

reranking. If the learner’s current grammar incorrectly favors multiple losing 

candidates over the intended winner, any single grammar update will nonetheless 

target constraints specific to one loser. In contrast, expectation driven learning does 

not focus on a particular losing candidate: it considers all constraints and their 

consequences for production. This means that a single update will be sensitive to 

relative ranking preferences needed to favor the intended winner over all possible 

losers. After all, correct production requires that the grammar favor the winner above 

all. Expectation driven learning also makes fundamentally different predictions than 

existing approaches for learning in the P&P framework. A central element of several 

learning approaches for P&P is the emphasis on unambiguous data that the learner 

can utilize to infer parameter settings (Dresher and Kaye 1990; Fodor 1998; Pearl 

2011). With its focus on learning from all data, including ambiguous data, expectation 
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driven learning clearly differs in its predictions for learning from these approaches. 

This does not mean the expectation driven learner is entirely insensitive to ambiguity, 

however. As discussed earlier, the strength of the expectation driven learner’s 

inferences is modulated by the degree of ambiguity: unambiguous data is expected to 

result in a high degree of certainty and strong updates, while highly ambiguous data is 

expected to lead to weaker updates. In general, expectation driven learning makes 

different predictions about how learners’ beliefs will be updated in response to 

incoming data. Deeper understanding of these predictions, their differences, and their 

connections to studies on human language acquisition is likely to lead to insights not 

only about learning but also about the nature of the human language faculty itself.  
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APPENDIX 

Constraints from Tesar & Smolensky (2000) 

FOOTBIN  Each foot must be either bimoraic or disyllabic 

PARSE Each syllable must be footed 

IAMBIC  The final syllable of a foot must be the head 

FOOT-NONFINAL  A head syllable must not be final in its foot 

NONFINAL The final syllable of a word must not be footed 

WSP  Each heavy syllable must be stressed 

WORD-FOOT-RIGHT  Align right edge of the word with a foot 

WORD-FOOT-LEFT  Align left edge of the word with a foot 

MAIN-RIGHT  Align head foot with right edge of the word 

MAIN-LEFT Align head foot with left edge of the word 

ALL-FEET-RIGHT  Align each foot with right edge of the word 

ALL-FEET-LEFT  Align each foot with left edge of the word 
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Batch EDPRL with Lexical Learning (LEDPRL) 

Iterate: 

Initialize E!≫! = 0, E!≫! = 0 for each pair of constraints, A, B. 

Initialize E!!! = 0, E!!! = 0 for each lexical parameter 𝑙. 

E-Step: For each data point 𝑑 in D with frequency 𝑓!: 

a. For each pair of constraints, A, B: 

i. Temporarily set 𝐴 ≫ 𝐵, generate 𝑑 r times: 

1. 𝑚!≫! = number of matches  

ii. Temporarily set 𝐵 ≫ 𝐴, generate 𝑑 r times: 

2. 𝑚!≫! = number of matches  

iii. E!≫!   +=   𝑓! ⋅
!!≫!⋅!!! !≫!

!!≫!⋅!!! !≫! !!!≫!⋅!!! !≫!
 

iv. E!≫!  +=   𝑓! ⋅
!!≫!⋅!!! !≫!

!!≫!⋅!!! !≫! !!!≫!⋅!!! !≫!
 

b. For each lexical parameter 𝑙. If 𝑙 is in 𝑑: 

i. Temporarily set 𝑙 = −, generate 𝑑 r times: 

3. 𝑚!!! =  number of matches  

ii. Temporarily set 𝑙 = +, generate 𝑑 r times: 

4. 𝑚!!! =  number of matches  

iii. E!!!  +=   𝑓! ⋅
!!!!⋅!!! !!!

!!!!⋅!!! !!! !!!!!⋅!!! !!!
 

iv. E!!!  +=   𝑓! ⋅
!!!!⋅!!! !!!

!!!!⋅!!! !!! !!!!!⋅!!! !!!
 

M-Step  

For each pair of constraints, A, B: 

c. 𝑃!!!! 𝐴 ≫ 𝐵 =    !!≫!
!!≫!!!!≫!

 

d. 𝑃!!!!(𝐵 ≫ 𝐴) =    !!≫!
!!≫!!!!≫!

 

For each lexical parameter 𝑙: 

e. 𝑃!!!! 𝑙 = − =    !!!!  
!!!!  !!!!!  

 

f. 𝑃!!!!(𝑙 = +) =    !!!!  
!!!!  !!!!!  
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TABLES , FIGURES, AND NOTES 

Table 1 - Performance of Error-Driven Learning Algorithms in Previous Work 
Algorithm Languages 

Learned 
Citation 

RIP/EDCD (pooling ties) 60.48% Tesar and Smolensky (2000) 

RIP/EDCD (permuting ties) 46.94% Boersma and Pater (to appear) 

RIP/GLA  58.95% Boersma and Pater (to appear) 

RIP/GLA  57.50% Jarosz (2013) 

RRIP/GLA 84.19% Jarosz (2013) 

EIP/GLA 93.95% Jarosz (2013) 

Table 2 - Success Rate (sd) of EDPRL Models Across Sampling Size (r) Settings 
 r=10 r=25 r=50 r=100 

Batch EDPRL 95.54 (0.56) 95.65 (0.56) 95.73 (1.19) 95.65 (0.94) 

Online EDPRL 95.32 (1.19) 95.08 (1.11) 95.32 (0.99) 95.65 (0.87) 

 
 

 A B C D 
A  1 1 0 
B 0  .7 0 
C 0 .3  0 
D 1 1 1  

Figure 1 - Pairwise Ranking Grammar 

 

 
 A B C D 

A  1 1 1 
B 0  .5 .5 
C 0 .5   1 
D 0 .5 0  

Figure 2 - Pairwise Ranking Grammar 



Draft, August 21 2015 

 
Figure 3 - Sampler Paths and Probabilities 

                                                
1 This mismatch is the very reason that Smolensky (1996b) proposed this mechanism as an 

explanation for the production-comprehension gap in child language acquisition. While such a 

mechanism can explain how children’s production may lag behind their comprehension (since 

production is subject to markedness constraints, while comprehension is not), it cannot 

explain how unfaithful underlying representations are ever learned or selected by learners. 
2 In principle, the table could be used to specify an inconsistent partial order. For example (A, 

B) could be set to 1, (B, C) set to 1, and (A, C) set to 0. It is possible to fill in arbitrary values 

into the table and create inconsistency, but learning and sampling both create consistency. 

Since the data are generated from total rankings (or distributions over total rankings), the 

pairwise rankings that succeed and are rewarded by the learner correspond to (distributions 

over) total rankings, which are necessarily consistent. Additionally, the sampling procedure 

ensures consistency (as long as the starting table is consistent) since every time a cell is set, 

cells implied by transitivity are set as well. 
3 The grammar specified in Figure 2 is consistent in terms of the categorical possibilities it 

generates (it corresponds to a valid partial order). As specified, however, there is probabilistic 

inconsistency. B cannot be above C 50% of the time and below D 50% of the time: it must be 

between C and D some of the time given the limitations on restrictions that pairwise rankings 

make. Note that the sampling procedure ‘repairs’ this inconsistency: it generates ACBD 1/4 of 

the time and the other two orders 3/8 of the time each. Thus, the sampling procedure 
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introduces certain biases into the distribution over total orders: it cannot reproduce 

probabilistic inconsistencies specified in the table since, after all, it generates sets of total 

orders, which must necessarily be consistent. It does not, nor could it, faithfully reproduce 

arbitrarily specified pairwise ranking probabilities. In this way, any probabilistic 

inconsistencies are self-limiting due to the nature of sampling. More generally, the pairwise 

ranking probabilities of the Pairwise Ranking Grammar do not always (although they 

sometimes do) equal the marginal probabilities of the distribution over rankings that sampling 

generates. If (A, B) is set to p in the grammar, sampling is not guaranteed to generate total 

orders so that p of them rank A above B. The sample generated from Figure 2 is an example 

of such a mismatch. In practice, however, the marginal probabilities generated by sampling 

are close to the pairwise ranking probabilities, and intuitively, it is easy to think of the 

pairwise ranking probabilities as closely tied to the marginal probabilities. 
4 As a practical matter, the algorithm must have a way to deal with the possibility that the 

sampling estimates of Pr(𝑑|𝐴 ≫ 𝐵,𝐺!) and Pr(𝑑|𝐵 ≫ 𝐴,𝐺!) both turn out to be 0. In this 

case the denominator in (10) would be zero and the expression as a whole undefined. To 

gracefully deal with this scenario, 0.0001 is added to the number of matching samples. This 

has the desirable consequence that the absence of evidence favouring one ranking over the 

other is interpreted as an unbiased 0.5 without affecting the algorithm’s performance in any 

meaningful way when matches do occur. 
5 The proportion of matches !!≫!

!
 is the estimate of Pr(𝑑|𝐴 ≫ 𝐵,𝐺!); however, it is not 

necessary to divide 𝑚!≫! by r to get a proportion since r is fixed and cancels out in the 

calculation of E!≫!. 
6 In the online version, the denominator Pr 𝑑   𝐺!) = 𝑚!≫! ⋅ 𝑃!! 𝐴 ≫ 𝐵 +𝑚!≫! ⋅

𝑃!! 𝐵 ≫ 𝐴  does not have to be calculated since normalization is done for only one data point 

– without summation – which means that Pr 𝑑   𝐺!) cancels out in the M step division. 
7 The twelve constraints from Tesar & Smolensky (2000) are defined in the appendix. 
8 Performance for HG versions of these algorithms ranges between 88.63-94.19% for 

RIP/HG-GLA (Boersma and Pater to appear; Jarosz 2013), 92.42% for RRIP/HG-GLA 

(Jarosz 2013), to 94.19% for EIP/HG-GLA (Jarosz 2013). 


